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ABSTRACT

SEQUENTIAL FRAMEWORKS FOR STATISTICS-BASED VALUE FUNCTION

REPRESENTATION IN APPROXIMATE DYNAMIC PROGRAMMING

HUIYUAN FAN, Ph.D.

The University of Texas at Arlington, 2008

Supervising Professor: Victoria C. P. Chen

Dynamic programming (DP) was derived by Bellman in 1957 as a mathematical

programming method to solve multistage decision problems. The DP concept has great

potential, but it only can solve small problems exactly under very limiting restrictions

such as linear dynamics, quadratic cost, Gaussian random variable, etc. With advances

in computational power, a new family of dynamic programming known as approximate

dynamic programming (ADP) has emerged. A real-world DP problem is often high-

dimensional and stochastic with continuous state variables. To handle this type of prob-

lem, ADP methods discretize/sample the continuous state space and approximate the

future value (or cost-to-go) function by some statistical modeling techniques. The earli-

est strategies used full finite grid discretizations with multilinear or spline interpolation.

Under a statistical perspective, more efficient design of experiments methods, such as

orthogonal arrays (OAs) and number theoretic methods (NTMs), combined with flexible

statistical modeling methods, such as multivariate adaptive regression splines (MARS)

and neural networks (NNs), enabled approximate solutions to higher-dimensional prob-

lems.
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The above statistical perspective still maintains a traditional DP solution approach.

By contrast, machine learning approaches evolved in the artificial intelligence commu-

nity to approximately “learn” the DP solution via an iterative search. These learning

based methods fall under various names, including reinforcement learning (RL), adap-

tive critic, and neuro-dynamic programming. These learning based ADP methods were

initiated from the theories of psychology and animal learning, but now have evolved as

an important branch-stream of machine learning methods. Compared with the previous

ADP methods developed in statistical and operations research communities, this kind of

methods can adaptively and gradually learn the DP solution with certain learning algo-

rithms. However, the practical success of RL approaches is still limited due to extremely

high computational cost.

The RL approach to ADP is sequential in nature, and this dissertation seeks to

improve upon the statistical perspective by developing sequential approaches in the spirit

of RL. The existing ADP methods assume fixed model structures for approximating the

future value (or cost-to-go) function. In practice, this model structure is difficult to

identify, in many cases requiring a time-consuming trial-and-error process. In addition,

the statistical perspective requires determination of the discretization sample size in

advance. The iterative approach of RL, automatically determines sample size and uses

system dynamics to explore the state space. In this dissertation, two types of sequential

algorithms are developed. The first type uses a sequential concept based on consistency

theory to both identify the approximating model structure and determine sample size.

The second type uses system dynamics to sequentially identify the state space region.

The first type of sequential algorithm builds an adaptive value function approxima-

tion while the size of the state space sample grows. In the statistical perspective to ADP,

there are two components to value function approximation: (1) design of experiments

and (2) statistical modeling. For design of experiments, NTM low-discrepancy sequence
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sampling techniques are employed because of the sequential nature in which they are

generated. For statistical modeling, feed-forward NN models are used because of their

consistency ability. The adaptive value function approximation (AVFA) is implemented

in each stage of the backward-solving DP framework. Three different AVFA algorithms

are derived based on the consistency concept and then tested on a nine-dimensional in-

ventory forecasting problem. The first algorithm increments the size of the state space

training data in each sequential step, and for each sample size a successive model search

process is performed to find an optimal NN model. The second algorithm improves on

the first by reducing the computation of the successive model search process. The third

algorithm uses a more natural perspective of the consistency concept, where in each step,

either the sample size is incremented or the complexity of the NN model is grown; an

optimal NN model is not directly sought in this algorithm, but rather the consistency

concept implies that convergence will yield the optimal model.

The second type of sequential algorithm conducts state space exploration forwards

through the stages. The objective is to identify the appropriate region in the state space

to model the future value function. The specification of this region is needed in the design

of experiments component of the statistical perspective; however, in practice, this region

is typically unknown. Hence, this sequential state space exploration (SSSE) approach

fills an important need. Since decisions are needed to move forward through the stages,

both random and optimal decisions are explored.

The SSSE algorithm is combined with the AVFA algorithm to yield a novel self-

organized forward-backward ADP solution framework. This framework consists of two

phases. The first phase has a single forward SSSE step using random decisions to identify

an initial state space region for each stage and a single backward AVFA step to build

initial future value function approximations over these regions. The second phase iterates

between a forward SSSE step with optimal decisions and a backward AVFA step to
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update the state space regions and the future value function approximations until the

state space regions stop changing. This new sequential SSSE-AVFA algorithm is also

tested on a nine-dimensional stochastic inventory forecasting problem.
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CHAPTER 1

INTRODUCTION

1.1 Dynamic Programming: The Basic Elements and the Various Types

Dynamic programming (DP) was derived by Bellman (1957) [8] as a mathematical

programming method of solving multistage decision-process problems. It has been widely

used in a very broad variety of applications, ranging from many branches of engineering

to statistics, economics, finance, and some of the social science (Bertsekas 1995 [11]).

Problems to which DP can be applied are usually stated in the following terms

(Cooper and Cooper 1981 [20]). A physical, operational, or conceptual system is consid-

ered to evolve through a series of consecutive stages. At each stage the system can be

characterized by a relatively small set of parameters called the state variables or state

vector (state for short). At each stage, and no matter what state the system is in, one

or more decisions must be made. These decisions (also called decision variables or the

decision vector) may depend on either stage or state or both. It is also true that the

past history of the system, i.e., how it got to the current stage and state, are of no im-

portance. When a decision is made a return (either profit or cost) is obtained and the

system undergoes a transition to the next stage. The return is determined by a known

single-valued function of the input state. The overall purpose of the staged process is to

maximize the total profit or minimize the total cost as some function of the state and

the decision variables.

The above terms actually form the basic elements for DP, which can be more exactly

described as follows.
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1.1.1 Stages

DP is an approach that transforms a complex optimization problem into a sequence

of simpler subproblems. Stages are then used to index the subproblems. The resulting

multistage problem is then solved stage by stage. Each one-stage problem is dealt with as

an ordinary optimization problem with its solution helping to define the characteristics

of the next one-stage problem in the sequence. Most often, the stages represent different

time periods in the problem’s planning horizon. For example, the problem of determining

the level of inventory of a single commodity can be stated as a DP problem. If we can

order only at the beginning of each month and we want an optimal ordering number for

the coming year, we could decompose the problem into 12 stages, each representing the

ordering decision at the beginning of the corresponding month. Sometimes the stages do

not have time implications. For example, the problem of determining the shortest path

for a traveler’s trip from a city to another city with a certain number of intermediate

stops in some optional cities can be formulated as a DP problem, where the stages can

be defined to be the number of the stops made by the traveler.

As a variable, stage is often discrete. In this case, a DP problem is considered to be

a discrete DP. Thus, a DP problem is discrete or continuous depending on the structure

of the stage process. If the problem has a finite number of stages, we also say that the

DP is finite horizon; otherwise, the DP is infinite horizon. There are situations in which

the stage is considered to be a continuous variable. They are continuous DP cases that

often occur when the stage is time and a decision can be made at any arbitrary time.

Obviously, such a case has infinite horizon. A continuous stage structure is frequently

encountered in problems which are often considered by the classical methods of calculus

of variations (Cooper and Cooper 1981 [20]).
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1.1.2 States

Associated with each stage of the optimization problem are the states of the process.

The states reflect the information required to fully assess the consequences that the

current decision has upon future actions. In the inventory problem given in the previous

subsection, each stage has only one variable describing the state: the inventory level

on hand of the single commodity. The shortest-path problem has the state variable

representing the optional cities for each stop.

The specification of the states of the system is perhaps the most critical of a DP

problem. There are no set rules for doing this. In fact, for most part, this is an art often

requiring creativity and subtle insight about the problem to be studied. The essential

properties that should motivate the selection of states include: i) The state should convey

enough information to make future decisions without regard to how the process reached

the current state (i.e., Markovian property); and ii) The number of states should be small

to reduce the computational effort, namely, to alleviate the curse of dimensionality. As

a variable, the state may be discrete or continuous or mixed. It may also have high

dimension.

1.1.3 Decisions and Policies

Decisions are choices made for a given state in a given stage and affect the state of

the next stage. In the inventory problem the decision is the amount of the commodity

to order at the beginning of each month. In the shortest-path problem, the decision is

the city for the next stop. The state of the system must contain all the information

that is required to identify the set of allowable decisions at some given stage. Therefore,

associated with each state, there is one or a set of decisions for this state. As a variable,

decisions can be discrete or continuous or mixed.
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The concept of a policy is closely related to decisions. A policy is defined as an

ordered set of decisions by stage and state. For example, for the inventory problem, a

policy can be the 12 ordering amounts of the commodity, dependent on the inventory

levels for the 12 months, while for the shortest-path problem a policy specifies the order

in which the traveler visits the cities. If the ordered set of decisions is from a mid-point

stage to the final stage, it is called a subpolicy.

1.1.4 Transition Function

The process under study in a DP problem passes from stage to stage. As it does

so it moves through one of the states to another state, as a result of the decision which

is made in a given state at a given stage. What this means is that if the process is in

the given state, choosing a decision for that state determines a set of states to which

the process can move from the current state. The function to determine that set of

states for the next stage is called a transition function or transition equation and it

determines the way in which the process evolves from state to state. The transition

function may be two basically different kinds, which we might call “deterministic” and

“nondeterministic.” The simplest case is deterministic, which can be illustrated by the

shortest-path problem: If the traveler is in a given city, he will move to another city

with complete certainty because the distances between each two of the associated cities

are known. A nondeterministic case is the one where we do not know the outcome of a

decision with certainty but the state and decision at each stage is determined as a result

of some known probability distribution governing that transitions that occurs. Such a

system is called a stochastic system. There are many examples of this kind of the systems.

The inventory problem is an example if the commodity demand is a random variable.

Markov processes fall in this category as well (Cooper and Cooper 1981 [20]). Transition

functions are generally assumed known, but if unknown, they should be observable.
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1.1.5 Stage Return, Total Return and Future Value Function

Since a DP problem is an optimization problem, there is an objective function which

can be evaluated for given policies. In DP the term “return” represents the objective

value. A return is a function with respect to decisions, typically, a profit, a cost, a

distance, a yield, or consumption of a product. A stage return is something which a

system generates over one stage of a process. The total return of a process or system

depends upon the decisions that are made at each stage, i.e., the policies. The total return

is some combination of the stage returns (e.g., a sum or product) which are accumulated

as the process moves from state to state (or equivalently, stage to stage). In the inventory

problem, the stage return can be the ordering and inventory-carrying cost for a month,

and the total return can be the total of that cost for all the 12 months. For the shortest-

path problem, the stage return can be the distance between the current city and the

next, and the total return can be the total distance of a path chosen by the traveler. The

purpose of solving a DP problem is to find the optimal total return. It should also be

pointed out that it is possible for the return functions to vary from stage to stage. All

that is necessary is a well-defined stage return for each stage. In addition, the return

function is generally assumed to be known, but if unknown, it should be observable.

The future value function or cost-to-go function is the key to a DP solution and

provides the optimal return to operate the system from a given stage to the end of the

time horizon with respect to the states in that given stage. It corresponds to the optimal

subpolicies and is based on “the principle of optimality.” A more detailed description of

this concept will be made in the next chapter.

1.1.6 The Various Types of DP

Given the different characteristics of the basic elements represented in potential

problems, there can be various types of DP: discrete or continuous stages, deterministic or
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nondeterministic (stochastic) transitions, finite or infinite horizon, discrete or continuous

states, discrete or continuous decisions. A one-factor dependent binary classification is

the simplest DP decision process. A practical DP problem can usually be represented

by a complicated combination of these simple classifications. One can easily see that the

number of combinations could be quite large.

This dissertation focuses on finite horizon, stochastic dynamic problems with con-

tinuous state and decision spaces. Stochastic optimal control problems, such as a water

reservoir network, are typically formulated this way. In water reservoir network manage-

ment problems, the water reservoirs are arranged with a certain order and links, through

which one reservoir can release water to the others. The amount of water flowing into

the reservoirs from external sources are stochastic. The state vector consists of the water

level and the stochastic external inflow for each reservoir. The decision vector is the

amount of water released from a reservoir. The objective is to maintain a reservoir’s

water level to a target and to maximize a benefit.

1.2 “The Principle of Optimality”—the Spirit of Dynamic Programming

The spirit of DP is known as the “principle of optimality.” Bellman (Bellman 1957

[8]) stated this principle as follows: “An optimal policy has the property that whatever

the initial state and the initial decisions are, the remaining decisions must constitute an

optimal policy with regard to the state resulting from first decision.” It is this principle

of optimality that ensures the multistage DP problem to be solvable with “recurrence

relations,” the fundamental elements of a DP solution. There are two conditions that

must be met in order for the principle of optimality to be invoked and lead to recurrence

relations and, hence, the valid application of DP (Cooper and Cooper 1981 [20]). The

first is separability of the objective function. The objective function must be separable

in the sense that, for all stages from the current stage to the final stage, the effects of
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all future stages on the objective function of a multistage process depend only on the

current state and upon the decisions from the current stage through the final stage. The

second condition is the state separation property. This means that after a decision is

made in the next stage, the state in this stage that results from that decision depends

only on the state from which it transitioned and the decision made in the next stage, and

does not depend on the previous state in any previous stages.

1.3 Main Advantages and Limitations

As mentioned earlier, one of the main advantages of DP is that it transforms a single

high-dimensional optimization problem into a sequence of small optimization problems

which can be solved one at a time. A second extremely important advantage of DP is

that DP determines the absolute (global) optima rather than relative (local) optima.

There are, however, certain limitations to the use of DP. The two principle ones are

mentioned herein. The first is that it assumes a fully observed system. In other words,

it assumes that the system is able to make its decisions based on the full knowledge of

state space. Unfortunately, in the real world the accurate and comprehensive process

knowledge of complex nonlinear control system is rarely known a priori. The second

one is the so-called “curse of dimensionality”: the required DP calculations become cost-

prohibitive as the number of states and decisions become large, with an exponential

growth in the computation with respect to the dimension. When a real-world problem is

a high-dimensional, continuous-state (and continuous-decision) stochastic DP problem,

both of the above obstacles become intractable for the classical solution methods.
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1.4 Challenges for Practical Applications

With the main limitations listed in the preceding section, DP is only able to solve

very small problems with very few states and decisions. When a problem to be solved

is high-dimensional or the state space (and decision space) is continuous, traditional DP

methods as described by Bellman and the other authors (see, for example, Nemhauser

1966 [58]; Jacobs 1967 [40]; Cooper and Cooper 1981 [20]; Denardo 1982 [24]) can no

longer be applicable, because the aforementioned limitations become intractable. One has

to seek some “approximate” ways to solve such a problem. Given recent advances in com-

putational power, numerical methods have been developed by many researchers to solve

DP problems, which has yielded a new family of dynamic programming–approximate

dynamic programming (ADP).

High-dimensional DP problems with continuous state spaces usually require proper

discretization of the continuous state space, and approximation of the future value (or

cost-to-go) function by some statistical modeling techniques. The earliest and also most

natural strategies were to form a finite grid of disretization points in the state space,

then to use multilinear or spline interpolation (see Johnson et al. 1993 [42]). When the

state variables are few and the grid size can be small, it is possible to get a very precise

numerical solution for such a discrete DP problem. However, when the number of state

variables increases, the number of discretization points in the full grid grows exponen-

tially (again, a form of the “curse of dimensionality”). In order to reduce the number

of discretization points and the corresponding computational effort, statistical design of

experiments (DoE) methods, such as orthogonal arrays (OAs), Latin hypercubes, and

number theoretic methods (NTMs), were employed to more efficiently sample the con-

tinuous state space of a DP problem (Chen 1999 [15]; Cervellera et al. 2007 [14]; Wen

2005 [82]). It has been proved (Chen et al. 1999 [16]) that with OA discretizations the

growth in the number of state space discretization points is reduced from exponential
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to polynomial in the state space dimension. Corresponding to the use of the efficient

discretization methods for the state space, more effective statistical modeling methods,

including multivariate adaptive regression splines (MARS) and neural networks (NN)

have been applied (Chen 1999 [15]; Cervellera et al. 2007 [14]; Wen 2005 [82]).

Researchers in the fields of machine learning in the artificial intelligence commu-

nity have shown a strong interest in solving a DP problem. In 1980s, they began to

explore the possibility of applying the theories of psychology and animal learning to

approximately solving DP (Lendaris and Neidhoefer 2004 [49]; Werbos 2004 [87]; Lee

and Lee 2004 [48]). Their associated research has formed an active branch of modern

ADP study and yielded ADP methods with a machine-learning perspective. In contrast

to the “statistical perspective” in the previous paragraph, these kinds of methods are

represented by “reinforcement learning (RL),” which was initially inspired by studies of

animal learning in experimental psychology. The RL family also includes “active critic”

and “neuro-dynamic programming.” Although many early scientists expected the RL

based ADP methods to have high potential to handle dynamic optimization problems as

large and complex as what the smallest mammal brain can learn to handle (Werbos 2004

[87]), today’s reality is very far from the original hopes by scientists (Werbos 2007 [89]).

Both the traditional backward-solving DP approach (including the newer statistical

perspective) and the RL approach have their advantages and disadvantages in solving

real-world dynamic problems. Traditional methods usually keep the same evolving frame

as in an exact DP solution procedure and are appropriate for finite-horizon problems,

where the backward solution procedure is applied in “batched” manner from stage to

stage. In contrast, RL methods use a forward solution procedure to seek a time invariant

steady-state solution and, hence, are appropriate for infinite-horizon problems. Tradi-

tional methods cannot be implemented on-line, and depend on traditional optimization

algorithms, typically assuming convexity, which is not appropriate for very nonlinear
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problems. By contrast, RL methods are deemed good at dealing with problems with

extremely high complexity, and can be implemented online by trial-and-error. However,

a fatal drawback of RL methods is their costly online learning (or training). Real world

systems (e.g., a very dangerous chemical process system) cannot afford a large-scale, on-

line trial-and-error training. In short, new practical ADP methods are needed to handle

the complexity of real-world dynamic optimization problems.

1.5 Objective and Overview

The ultimate objective of this dissertation research is to develop new methodologis

based on a statistical perspective that integrates some advantages of the RL perspective.

Recall that the key to an ADP solution is the future value (or cost-to-go) function

approximation. The shortcoming in the dominating ADP approach for approximating

the value (or other) function is the assumption that the approximating model is fixed

in structure. In reality, this approximation must be tuned carefully, usually by trial-

and-error, in order to get a good solution. It is well known in the statistics community

that model structure cannot be ignored in practice, but identification of an appropriate

structure is largely ignored in the ADP literature. In this research, a sequential concept

is first introduced to determine the approximating model structure. The concept has a

theoretical foundation based on consistency theory that is induced from asymptotic con-

vergence properties proven in statistical nonparametric inference (Geman et al. [35]). To

realize this sequential idea a nonparametric inference technique is required. In this study

feed-forward neural networks (NNs) are taken as nonparametric models. The sequential

concept in the meanwhile requires a “sequential design” process for the state space sam-

pling (discretization). The statistical perspective currently assumes a batch sampling

(DoE) strategy, where the sample size of the batch is fixed in advance. The sequential

concept enables both adaptive model structure identification and adaptive sample size
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determination. The sequential concept borrows an RL concept, first by its sequential

nature, and second by its adaptive sampling scheme. For state space discretization, low-

discrepancy sequence (NTM) sampling techniques are employed because of the sequential

nature in which they are generated. Three algorithms are developed from the sequential

concept that adaptively build the value function approximation while the size of the state

space sample grows. The new adaptive value function approximation (AVFA) algorithms

hence simultaneously identify model structure and determine sample size. They can be

easily employed in the traditional backward solution framework to yield a new sequential

framework that keeps the backward style but makes the future-value-function modeling

process more optimal and automatic.

The specification of the state space region is needed by the DoE component of the

ADP statistical perspective. In most practical ADP problems the state space region is

typically unknown and proper specification is difficult. To handle this important practi-

cal issue, this dissertation studies a sequential method to conduct state space exploration.

This sequential state space exploration (SSSE) approach moves forward, like an RL ap-

proach, stage by stage, through either random or optimal sampling of the decision space.

By combining the SSSE and AVFA approaches, a fully sequential and self-organized

forward-backward ADP solution framework (SSSE-AVFA) is finally produced in this re-

search, that can iteratively update the models for the future value function and the state

space region, and can solve the finite horizon ADP problems by taking advantage of the

strengths from both forward and backward processes.

The proposed sequential algorithms and frameworks make it easier to apply ADP

to real world problems for the following reasons. First, model structure and sample size

are both difficult to specify in practice, so an AVFA algorithm eliminates the need to

specify these in advance. Second, the AVFA algorithms potentially avoid unnecessary

computation, due to overly-large sample sizes and the blind trial-and-error process to
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determine the model structure. Thirdly, in most real world applications, the state space

region is unknown and is not straightforward to define, the SSSE approach and the SSSE-

AVFA framework automatically determine the state space region and avoid the use of

a poor model constructed over an incorrectly specified state space region. Finally, all

the new algorithms and frameworks are easy to be implemented on-line, which is an

advantage for applications in which the sample data only can be obtained gradually.



CHAPTER 2

DP PROBLEMS AND THE METHODS

2.1 DP Formulations

2.1.1 Finite-Horizon Model

DP can be defined as either a minimization (of cost) process or a maximization

(of profit) process, with some appropriate mathematical conversion between the two op-

timization forms. For simplicity and without loss of generality in this study we only

consider minimization problems. We start with a finite horizon deterministic DP formu-

lation in recursive form,

Vt(xt) = min
ut

{ct(xt, ut) + Vt+1(xt+1)} (2.1)

where T is the time horizon and t = 1, . . . , T , xt is the state vector, ut is the decision

vector, ct(·) is a known cost function for stage t, and Vt(·) is the future value function. It

is assumed that the “world ends” after the final stage T . The state vector, xt, describes

the state of the system at the beginning of stage t. The decision vector, ut, is the only

variable we can control and is chosen to minimize present plus future cost. The transition

from xt to xt+1 is defined by

xt+1 = gt(xt, ut), (2.2)

where gt(·) is a known function. The future value function (cost-to-go function), Vt(xt),

provides the minimal cost of operation for stages t through T given the system is in state

xt entering stage t. The goal is to find the future value functions Vt(·) and the optimal

decisions u∗t . The DP is solved backwards recursively, first finding VT (·), and then using

it and subsequent Vt(·) to solve VT−1(·), . . . , V1(·). Once we have Vt(xt) for t = T, . . . , 1

13
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that amounts to having the surfaces (xt, Vt(xt)) and (xt, u
∗
t ) for t = 1, . . . , T . Given x1,

we know u1 and V1(x1), and x2 = g1(x1, u1) gives us u2, etc. Thus given the initial state

of the system, we know the optimal operation for the system through stage T .

The simplest case is a discrete-state, discrete-decision, finite horizon deterministic

DP formulation, where the state vector, xt, and the decision vector, ut, each take on a

finite number of values. The sets of values can be different for each stage t,

xt ∈
{

x1
t , x

2
t , . . . , x

Nx

(t)

}
,

ut ∈
{

u1
t , u

2
t , . . . , u

Nu

(t)

}
.

If the sets are different for each stage t, then the transition function, gt(xt, ut) will also be

different for each stage t. Regardless of whether the decision is finite or discrete-infinite

or continuous, the transition from xt to xt+1 can only lead to points contained in the set

of values for xt+1. Thus for all stages, Vt(xt) only needs to be solved at a finite number

of points. A discrete-state DP can also have a countably infinite number of states, which

would not be directly solvable using the backward approach.

A finite horizon stochastic DP formulation employs a random variable, as follows

Vt(xt) = min
ut

E {ct(xt, ut, εt) + Vt+1(xt+1)} , (2.3)

where εt is a random variable over which the expectation is taken. The transition from

xt to xt+1 is defined by

xt+1 = gt(xt, ut, εt). (2.4)

For a discrete-state stochastic DP, the state vector, xt, takes on a finite or countably-

infinite number of values, so the random variable εt gives rise to transition probabilities

(or a transition probability matrix ) between the discrete states from one stage to the next.

The expectation is calculated as a weighted summation (see, for example, Bertsekas 1995

[11].
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For continuous-state DP, xt is continuous, so, as in the countably-infinite case, it

is impossible to directly solve Vt(xt) for all values of xt using the backward approach.

However, a solution may be approximated. First, we must limit ourselves to a finite

number of points, N , in the range of xt for each stage t. Then we can solve for Vt(xt) at

those points and find the associated optimal decisions u∗t . Finally, we can use some kind

of approximation of the surfaces (xt, Vt(xt)) and (xt, u
∗
t ). Let V̂t+1(·) and û∗t+1(·) be the

approximations for stage t + 1 in a deterministic DP model. For each stage t < T , we

now solve

Ṽt(xt) = min
ut

{
ct(xt, ut) + V̂t+1(xt+1)

}
(2.5)

ũ∗t+1(xt) = arg min
ut

{
ct(xt, ut) + V̂t+1(xt+1)

}
(2.6)

at the finite set of N values chosen in the range of xt. Since the minimization in Equa-

tion (2.5) depends on V̂t+1(xt+1), the solution to the minimizations are already approx-

imations. Thus we denote this version of the future value function by Ṽt(xt), and V̂t(·)
will actually be an approximation of the function Ṽt(·).

For a continuous-state, finite horizon stochastic DP model, the solution procedure

is similar to continuous-state, finite horizon deterministic DP, except that an expecta-

tion must be calculated. Specifically, the random variable εt in Equation (2.3) cannot

be represented by a transition probability matrix. Instead, the expectation can only be

computed for given state xt and decision ut. If εt is a discrete random variable, then

the expectation is a summation. However, if εt is a continuous random variable, then

an approximate solution procedure would additionally estimate the required expecta-

tion through sampling the probability distribution of εt. This is essentially a numerical

integration issue.
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2.1.2 Infinite-Horizon Model

For infinite horizon DP problems, everything is the same as in the previous section,

except now t = 0, 1, . . . to infinity. Without loss of generality, here we directly discuss

the stochastic version. Such a problem is usually formulated as a discounted model that

takes the long-run return (profit or cost) of each stage into account, but the return that is

received in the future is usually geometrically discounted according to a discount factor.

In addition, these problems are often considered stationary, that is, the system transition

equation, the return per stage, and the random disturbance statistics do not change from

one stage to the next. We thus try to minimize, for instance, the total cost over an

infinite number of stages, given by

V1(x1) = min
{u1,u2,...,}

E

{ ∞∑
t=1

αtc(xt, ut, εt)

}
. (2.7)

where V1(x1) is the total cost with a initial state x1 and u1, u2, . . . are a sequence of

decisions corresponding to a policy, and α is the discount factor with 0 < α < 1. One

also can define the cost-to-go function for the discounted infinite horizon model as

Vt(xt) = min
{ut,ut+1,...,}

E

{ ∞∑

k=t

αk−tc(xk, uk, εk)

}
. (2.8)

2.2 Finite-Horizon Solution Methods

A general algorithm for solving continuous-state (or near continuous) DP systems

using a statistical perspective can be stated as follows (Chen 1999 [15]). In the following

steps 2(a) and 3(a), the expectation is taken over the random vector εj.

1. Using design of experiments, choose N discretization points in the state space

{xjt}N
j=1 for the t-th stage, t = 1, . . . , T , and xjt ∈ Rn.

2. In the last stage T ,

(a) for each discretization points xjT , j = 1, . . . , N , solve

VT (xjT ) = minujT
E {cT (xjT , ujT , εj)}, then
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(b) approximate VT (xT ) with V̂T (xT ), for all xT ∈ Rn, by fitting, say, a statistical

model to the data for VT from step 2(a).

3. In each stage t = T − 1, . . . , 1,

(a) for each disretization point xjT , j = 1, . . . , N , solve

Ṽt(xjt) = minujt
E

{
ct(xjt, ujt, εj) + V̂t+1(gt(xjt, ujt, εj)

)
, then

(b) approximate Ṽt(xjt) with V̂t+1(xt) for all xt ∈ Rn, as in step 2(b).

In step 2, VT (xT ) can be exact. In step 3, the minimization depends on Vt+1(xt+1), so it is

not exact. Thus, we denote the minimum value at xjt by Ṽt(xjt) and the approximation

of the future value function by V̂t(·).
From the previous discussion and the above algorithm it is clear that the statistical

perspective numerically solves a continuous-state DP problem by discretizing the state

space, so that the minimization can be carried out only for a finite number of states.

However, the state space discretization can be subject to the “curse of dimensionality”

as the dimension of the state space increases. Therefore, research in continuous-state DP

has focused on methods that reduce computational efforts since the first uniform grid

discretization methods were introduced by Bellman (1957) [8]. Specifically, Foufoula-

Georgiou and Kitanidis (1988) [32] proposed an algorithm, gradient DP, which employed

cubic Hermite polynomials to approximate the future value function. Johnson et al.

(1993) [42] compared numerical solution methods using multilinear, Hermite gradient

DP, and tensor-product cubic spline interpolation on a four-reservoir problem. They

showed that cubic splines required fewer grid levels in each dimension, hence, reducing

computational time. Unfortunately, the above earlier methods were based on a full grid

points (i.e., a full factorial experimental design), which grows exponentially with the

number of dimensions.
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A breakthrough in computational intractability was presented by Chen et al. (1999)

[16] and Chen (1999) [15] who enabled the first truly practical numerical solution ap-

proach for high dimensions. Their method utilizes orthogonal array (OA) experimental

designs and multivariate adaptive regression splines (MARS), where OAs are special sub-

sets of full factorial experimental designs that grow only polynomially with the number

of dimensions. This greatly reduced the computational effort for high-dimensional prob-

lems. Chen et al. (1999) [16] and Chen (1999) [15] achieved good accuracy compared to

using a full factorial design with tensor-product cubic spline interpolation by Johnson

et al. (1993) [42]. Cervellera et al. (2007) [14] introduced the use of an alternate exper-

imental design, Latin hypercubes, and an alternate statistical modeling method, neural

networks approximation methods into Chen’s approach, and obtained comparable results

to using OAs and MARS on a nine-dimensional inventory forecasting problem and an

eight-dimensional water reservoir problem. Finally, Cervellera et al. (2007) [14] and Wen

(2005) [82] additionally studied experimental designs number-theoretic methods (NTMs)

and successfully solved a thirty-dimensional water reservoir problem. The methods in

this dissertation build on the success of the above methods.

2.3 Infinite Horizon Solution Methods

Infinite horizon DP problems also suffer from “the curse of dimensionality” (See, for

examples, Bertsekas 1995 [11]; Denardo 1982 [24]; Nemhauser 1966 [58]). The more recent

reinforcement learning (RL) ADP methods based on a machine-learning perspective are

applicable to infinite horizon DP problems because the learning process can be viewed as

an infinite horizon process. With recent advances in computer processor speed, RL-based

ADP methods have quickly attracted wide attention.

RL was initially inspired by studies of animal learning in experimental psychology,

where “reinforcement” refers to the occurrence of an event, in proper relation to a re-
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sponse that tends to increase the probability that the response will occur again in the

same situation. In a general RL model, an agent interacts with its environment through

sensors (perception) and actors (actions) (Bart and Sutton 1998 [6]; Kaelbling et al. 1996

[44]). Each interaction iteration typically includes the following: the agent receives inputs

that indicate the state of the environment; the agent then selects and takes an action,

which yields an output; this output changes the state of the environment, transitioning it

to a “better” or a “worse” state; the latter are communicated to the agent by either a “re-

ward” or a “penalty” from the environment, and the amount of such reward/penalty has

the effect of a “reinforcement” signal to the agent. The behavior of a healthy agent tends

to increase the reward part of the signal, over time, through a trial-and-error learning

process.

Application of RL ideas to ADP induced the concept of an “adaptive critic.” In

this concept, a “critic” or “critic network” represents any parameterized network used to

approximate the future value function (or cost-to-go function) of the Bellman equation

or to approximate any of the other various functions related to the Bellman equation.

A general adaptive critic approach usually utilizes two parametric structures called the

actor and the critic. The actor consists of a parameterized control law. The critic

approximates a value-related function and captures the effect that the control law will

have on the future cost. At any given time the critic provides guidance on how to improve

the control law. In return, the actor can be used to update the critic. With an algorithm

that is designed to perform successive iterations between these two operations the system

may converge to an optimal solution over time (Ferrari and Stengel 2004 [30]). A related

concept is “neuro-DP,” coined by Bertsekas and coworkers (Bertsekas 2001 [10]) only

because of the popular use of artificial neural networks as the function approximators.

The concept is identical to RL if fixed structure neural network approximators are viewed

as particular examples of generic parametric approximators.
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The earliest researcher who made an attempt to connect the RL concept to DP

was Werbos (1977 [83], 1998 [86], 2005 [88]). While pursuing his PhD studies at Har-

vard University in the 1960s, Werbos started thinking about how to realize a kind of RL

through building systems explicitly designed to learn an approximation to DP. Werbos’s

initial work sparked him to continue his research in this aspect and to develop a group of

adaptive critic structures in the early 1990s (1992 [85], 1998 [86]), which have been widely

used and extended by others (Lendaris and Neidhoefer [49]). In 1977 Werbos proposed

a critic structure which he called “heuristic DP” (Werbos 1977 [83]). It is the most basic

form of the adaptive critic approach which then triggered a kind of Bellman-equation-

based approximation critic approaches (also known as “temporal difference methods”).

Heuristic DP uses the parametric structure called actor (or action network) to approxi-

mate the control law, and another parametric structure called critic (or critic network)

to approximate the value function. Critic training does not need a system model for its

calculations, but actor training, on the other hand, requires finding the derivatives of

a system model with respect to the control variables. Thus, in practice, heuristic DP

converges slowly.

To improve the convergence rate of heuristic DP, Werbos (1992 [85], 2007 [89])

proposed an alternative referred to as dual heuristic programming (DHP). DHP uses

the critic to approximate the derivatives of value function with respect to the state

variable. The actor is used to approximate the control law, as in all other adaptive

critic approaches. It requires fully-specified model based algorithms to train the critic

and actor. Some applications showed that the DHP method could be more efficient

than heuristic DP (Ferrari and Stengel 2004 [30]). However, due to the use of derivative

information, the relationships for updating the control and value-derivative functionals

are more involved and, hence, introduce additional computation. Furthermore, since the

DHP critic approximates a vector functional, the problem of function approximation is
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more challenging. Many other methodologies have been proposed to alleviate some of

the difficulties mentioned above. Global dual heuristic programming (GDHP) attempts

to combine the advantages of heuristic DP and DHP (Ferrari and Stengel 2004 [30]).

In GDHP the critic approximates both the value function and its derivatives. Its critic

training utilizes both the heuristic DP and DHP recursions, while actor training is as

same as in DHP. Therefore GDHP uses models for both critic and controller training.

In addition to the adaptive critic approaches above, Werbos and other researchers

presented the “action dependent (AD)” concept leading to action-dependent heuristic DP

(ADHDP) (Werbos 2004 [87]), Q learning, etc. Crudely speaking, ADHDP/Q-learning

methods lead to ADP approaches which do not directly require a model of the system.

Although Q learning and ADHDP were independently presented by Watkins [81] and

Werbos [84] in the same year (1989), both can be derived from the same recurrence

equation, i.e., the Q recurrence equation as in Werbos (2004) [87] derived from the

original Bellman equation. Now researchers view them as in the same category (Lendaris

and Neidhoefer 2004 [49]). In ADHDP/Q-learning methods, one can train a critic to

match targets of the value function based on the Q recurrence equation, using exactly

the same procedure as in heuristic DP. The actor training is simplified, in that since the

control variables are inputs to the critic, the derivatives of value function with respect to

the control variable are obtained directly from back-propagation through the critic. Thus

ADHDP/Q-learning methods use no system models in the training process. The action

dependent concept can also be combined into the other adaptive critic approaches (Ferrari

and Stengel 2004 [30], Lendaris and Neidhoefer 2004 [49]). In brief, the motivation behind

all these ADP approaches is to achieve faster convergence to the optimal solution and to

simplify the problem of function approximation.

Other ADP research based on the machine-learning perspective includes the fol-

lowing. Anderson et al. combined robust control theory with RL methods and developed
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an RL procedure that is guaranteed to remain stable even during training (Anderson at

al. 2004 [1], Anderson at al. 2004 [2]). Balakrishnan and Han applied adaptive critic

based neurocontrol for distributed parameter systems with practical success in truly chal-

lenging aerospace applications (Balakrishnan and Han 2004 [4]). Rosenstein and Barto

introduced a supervised learning mechanism into actor-critic structures for improving

the effectiveness of learning (Rosenstein and Barto 2004 [65]). Lendaris and Neidhoefer

explored application issues related to ADP, in particular, to the DHP version, and de-

signed a nonlinear controller for a hypersonic-shaped aircraft (Lendaris and Neidhoefer

2004 [49]). Powell and Van Roy studied applying adaptive DP to handle high-dimensional

problems in transportation and logistics (Powell and van Roy 2004 [64]). Saeks et al.

worked with a variety of adaptive critic and adaptive DP implementations where the

adaptive critic was developed to be suitable for real-time applications (Saeks et al. 2002

[68]). Si et al. studied direct neuro-DP, developed a model-independent to ADHDP ap-

proach, and successfully applied it to a wireless network call admission control in an

industrial scale helicopter control (Si et al. 2004 [70], Enns and Si 2004 [26]). Tsitsiklis

and Van Roy explored how to more efficiently approximate the value function in ADP

for large-scale systems with some feature based methods, including feature extraction

and linear approximations (Tsitsiklis and van Roy 2001 [76]). Werbos, as the most im-

portant pioneer in learning-based ADP, continues to expand his work. In a recent study,

he proposed a time-lagged recurrent network and a simultaneous recurrent network to

try to handle some fatal problems arising in the simple feed-forward neural network

approximation in ADP (Werbos 2005 [88]).

2.4 Sequential Design and Analysis of Computer Experiments

The proposed ADP methods in this dissertation implement a sequential approach

motivated by sequential methods in design and analysis of computer experiments (DACE)
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(Sacks et al. 1989 [67]). DACE was developed to replace time-consuming computer mod-

els or expensive physical experiments, so as to facilitate faster exploration of a complex

system. Specifically, DACE uses design of experiments (DoE) and statistical modeling

to efficiently represent performance measures from a computer model, typically a sim-

ulation. The statistical model is a model of the computer model, i.e., a “model of a

model” called a metamodel. The computer model is run at sample points determined by

DoE, and the output responses are used to fit the metamodel. The important research

issues associated with metamodeling are the type and size of the experimental design

and the adequacy of the metamodel (Jin et al. 2005 [41]). In conventional metamodeling

approaches, sample points are generated in batch, and a statistical model is constructed

based the whole batch. However, when the computer model is extremely computational,

a sequential approach can reduce the number of computer model runs. Sample points

are selected sequentially, allowing the sample size to be determined as data accumulate,

or in other words, it allows the sampling process to be stopped as soon as there is suf-

ficient information (Sacks et al. 1989 [67]). Based on a sequential sampling strategy,

a metamodel can be updated sequentially with new sample points and the associated

response evaluations. As Sacks et al. (1989) [67] point out: “Fully sequential design is,

therefore, the most natural for computer experiments.” In ADP research, the iterative

RL approach conducts adaptive sample size determination (but not adaptive statistical

modeling), while the statistical perspective assumes batch sampling and is subject to

similar issues in DACE. Hence, the desire is to combine these ideas.

Sequential DACE can be used for global metamodeling or for metamodel-based

design optimization (Jin et al. 2005) [41]. Sequential design for global metamodeling

focuses on sequentially improving the accuracy of metamodels over the entire design

space of interest. Sequential design for metamodel-based design optimization emphasizes

finding the global optimum by balancing a search for the optimal points of a metamodel
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and a search for unexplored regions to avoid missing promising areas due to the inaccuracy

of the metamodel. For the ADP statistical perspective, the sequential design for global

metamodeling is more relevant because the entire design space (state space) is of interest.

In recent years, the aforementioned sequential ideas have been attempted by a few

researchers and some sequential DACE methods have been developed. Sacks and col-

leagues (Sacks et al. 1989 [67]) presented a simple two-stage optimal design example that

is one of the earliest sequential design examples. A metamodel for predicting a physical

feature of a transistor circuit was constructed based on kriging model. With this exam-

ple they demonstrated that sequential design was computationally cheaper and allowed

adaptiveness to the data. Currin et al. then complemented the work of Sacks et al. (Cur-

rin et al. 1988 [22], Currin et al. 1991 [23]) by using product linear and product cubic

correlation functions for the kriging model and proposing a posterior entropy criterion

for DoE. They showed that their two-stage design for the application example by Sacks

et al. was much faster than a corresponding factorial design. Osio and Amon proposed

Bayesian surrogates and a sequential-adaptive optimal sampling method based on the

A-optimality criterion and kriging model (Osio and Amon 1996 [61]), and the proposed

method was tested with a known analytical function approximation and a thermal design

of embedded electronic packages. Lin et al. proposed a sequential exploratory experimen-

tal design method (Lin 2004 [51], Lin et al. 2004a [52], Lin et al. 2004b [53]), in which

data points were identified sequentially in regions with large expected prediction errors.

Jin et al. proposed two criterion for sequential sampling, namely, the maximum-scaled-

distance-approach in which the importance of different design variables were considered

in sampling, and the cross-validation-approach in which future points were allocated in

regions where there were few observed points and prediction errors (calculated based on

leave-one-out-cross-validation) were large (Jin et al. 2005 [41]). Kleijnen and van Beers

developed an application-driven (or customized) sequential design method that utilized
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distribution-free jackknifing and cross-validation to estimate the variance for a set of

candidate input combinations (Kleijnen and van Beers 2004 [45]).

2.5 Statistical Modeling Methods

Various types of statistical models have been used for approximating the future

value function or cost-to-go function in their ADP studies, but almost all have been

used as fixed structure parametric approximators, particularly in the aforementioned

RL-based ADP literature. While a sequential DoE approach can be applied with a fixed

model structure, a sequential DACE approach desires a data-adaptive identification of

model structure, more akin to a nonparametric statistical modeling method. Although

multilayer feed forward neural networks have been employed as fixed structure paramet-

ric approximators in ADP, they can play an adaptive role in a sequential DACE approach

applied to ADP. This section describes neural networks (NNs) and other candidate statis-

tical modeling methods, including (but not limited to): multivariate adaptive regression

splines (MARS), support vector regression (SVR), radial basis functions (RBFs), and

classification and regression trees (CART).

2.5.1 Neural Networks

Neural networks (NNs) form a family of powerful machine learning methods that

have been applied in various tasks, like regression, classification, optimal control, etc.

There are many types of NNs, depending on different topological structures, neural ac-

tivation functions, training (or learning) algorithms, and so on (for general background

and applications see Lippmann 1987 [54], Haykin 1999 [38], among many others). In

this dissertation NNs are used to approximate the future value (or cost-to-go) function

in solving a DP problem.
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Multilayer feed-forward NNs are known to be universal approximators (Barron

1993 [5]). Their basic topology is an interconnection of nodes (also called neurons)

organized in layers. At the input layer, the nodes are the input variables and at the

output layer, the nodes are the response variable(s). In between, there is usually at

least one “hidden” layer to enable modeling flexibility. An activation function defines

transformations between layers (e.g., input to hidden), the simplest one being a linear

function and the most common being a sigmoid function. The current research uses

one-hidden layer feed-forward NNs with a single output. Such a model can be written in

the general form:

f̂(x; DN , w) = b2

(
H∑

h=1

wh · b1

(
n∑

i=1

vihxi + θh

)
+ γ

)
, (2.9)

where x ∈ Rn denotes the input variables, b1(·) and b2(·) are activation functions, H is the

number of hidden nodes, DN is training data set with size N , and w = {vih, wh, θh, γh}
are coefficients that we together call the network’s connection weights, without loss of

generality. The above NN model is a nonlinear statistical model and its weights can be

estimated with an appropriate training algorithm. The most common training algorithm

is the back-propagation algorithm (see Rumelhart et al. 1986 [66]).

An NN model can learn highly complex relationship when sufficiently large amount

of data are given and model architectures are properly designed. Two key problems in

building an NN model are how to determine the appropriate NN architecture and how

to determine the training sample size so that a real problem can be well approximated

within an acceptable computational cost. The majority of the existing methods address

the two problems empirically in a “one-step” manner, that is, the NN architecture and

the sample size are fixed before a trial. Obviously, finding an appropriate NN architecture

and sample size by trial and error is a considerable task. A few scientists have made efforts
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in recent years to develop algorithms to adaptively identify NN model architecture, using

a sequential process. Most of them, however, are limited to a fixed training data.

For a multilayer feed-forward NN, the architecture is defined with the number of

hidden layers and the number of the nodes in each hidden layer. Since this disserta-

tion only uses one-hidden-layer feed-forward NNs, the architecture search is reduced to

determining the number of hidden nodes in the one hidden layer.

The best number of hidden nodes is of course problem specific. In other words, it

first depends on the complexity of the underlying function to be approximated. Too few

hidden nodes will yield too simple of a model with a high statistical bias or under-fitting

of the data. In machine learning terms, the overly simple NN model has high training

(or learning) error that can contribute to the model’s generalization error, making the

model perform poorly in practice. By contrast, too many hidden nodes will yield an

overly complicated model with low training (learning) error, but high generalization

error due to high variance from over-fitting the data. Geman et al. (1992) [35] call

the above phenomena of model performance regarding to the number of hidden nodes:

“bias/variance dilemma.” This concept will be discussed in more detail in the next chapter

of this dissertation because it is a key to the design of the new sequential methods. The

other factors that can affect the appropriate number of hidden nodes include the numbers

of input and output nodes, the number of training cases (sample size), the amount of

noise in the data, the type of hidden node activation function, the training algorithm,

etc.

For determining the number of hidden nodes for one-hidden-layer feed-forward

NNs, many authors have sought some theoretical “rules of thumb.” Hecht-Nelson used

Kolmogorov’s theorem – which states that any function of i variables may be represented

by the superposition of a set of 2i+1 univariate functions – to derive the upper bound for

the required number of hidden neurons, where i is the number of inputs, and therefore,
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determined that 2i+1 should be used as the upper bound on the number of hidden nodes

required for a one-hidden-layer back-propagation network (see Feng at al. 2006 [29]).

Lawrence and Fredrickson (1998) [47] suggested that a best estimation for the number of

hidden nodes is half of the sum of inputs and outputs. They further proposed an alternate

criterion that relates the training data size to the number of hidden nodes as N/10−i−o ≤
h ≤ N/2− r− o, where N is the sample size for training, and o is the number of output

nodes. Marchandani and Cao (1989) [56] derived the relationship h = i log2 P , where P

is the number of training patterns (the term for “training sample size” in the pattern

recognition literature). Baum and Haussler (1989) [7] presented some expressions related

to training patterns, nodes, and weights under the consideration of various statistical

confidence levels. Lippmann (1987) [54] indicated that the maximum number of hidden

nodes for one-hidden-layer network is O(i + 1). Finally, BrainMaker Neural Network

Software Company lists in its website (http://www.calsci.com/BrainIndex.htm) a quite

complete list of “rules of thumb” for choosing an NN architecture. As the company points

out in the website, these rules of thumb are impractical (even nonsensical as commented

by the website) in many cases because they ignore the number of training cases, the

amount of noise in the targets, and the complexity of the function.

Determining the appropriate sample size for training a NN architecture is much

less studied. In theory, there is never an upper bound on the sample size for a func-

tion approximation or regression task since more samples always helps to build a better

model (asymptotic convergence property). The only reason to seek a proper sample

size is because of the limitations on obtaining data and on computational power. In

such a situation, there is of course no reasonable method available to select a sam-

ple size. Nevertheless, Lawrence and Fredrickson (1998) [47] suggest empirical bounds,

2(i + h + o) ≤ N ≤ 10(i + h + o), to estimate the best number of training samples.
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In recent years some methods on how to sequentially build NN models have been

developed by a few scientists. Zhang (1994) [92] proposed a incremental learning al-

gorithm, called “selective learning with flexible,” to adaptively build a NN structure.

The algorithm starts with a small structure and a small subset of the full data set, and

then incrementally adds hidden nodes and training data to identify the NN structure,

where the generalization error is based on the full data set. The theoretical background

of the generalization error calculation for this method is unclear. Zhang and Morris

(1998) [93] developed a sequential learning approach, in which hidden neurons are added

one at a time. The procedure starts with a single hidden neuron and sequentially in-

creases the number of hidden neurons until the model error is sufficiently small. The

algorithm combined the classical Gram-Schmidt orthogonalization method to train the

weights that link the newly added nodes. Its sequential nature, however, only addresses

the NN architecture and not sample size. Liang and Huang (2006) [50] presented a on-

line sequential learning algorithm for one-hidden-layer feed-forward NNs with additive

or radial basis function hidden nodes. In their method, the hidden nodes can be sequen-

tially added, while the hidden weights are randomly produced and the output weights are

analytically determined. Ma and Khorasabi (2005) [55] proposed a constructive learning

algorithm for one-hidden-layer feed-forward NNs. The hidden nodes are added with acti-

vation functions that are functions of orthonormal Hermite polynomials. The literature

in evolutionary learning methods to build NN models has grown in recent years (see for

example Yao (1999) [91]). The basic idea is that a population of different NN structures is

evolved by an evolutionary algorithm consisting of the operations of selection, mutation,

and crossover, etc. These methods usually are time-consuming due to the dependence on

evolutionary algorithms. It should be noted that all these adaptive methods stress how

to algorithmically update the weights while searching for the appropriate NN structure

and usually require a fixed data set.
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2.5.2 Other Candidate Methods

2.5.2.1 Multivariate Adaptive Regression Splines

The multivariate adaptive regression splines (MARS) algorithm was developed by

Friedman (1991) [33] as a statistical modeling method for nonparametric regression.

MARS uses a forward stepwise algorithm to “split” on knots, building an approximation

of the form

f̂(x) = β0 +
M∑

v=1

βv

{
Lv∏

l=1

[
sl,v

(
xi(l,v) − κl,v

)]
+

}
, (2.10)

where [z]+ = max {0, z} and M is the number of basis functions; for the v-th basis

function, βv is the coefficient and Lv is the number of splits in the product; and for the

l-th split of the v-th basis function, the associated sign sl,v is either +1 or −1, xi(l,v) is the

associated input variable, and κl,v is the associated knot. A backward stepwise algorithm

may also be applied to “prune” the model. Smoothing is an option to provide continuous

derivatives at the knots. MARS has the added advantage of conducting variable selection

while building the model. Only variables that are important for predicting the response

are selected for inclusion in the model.

The key model input parameter for limiting computational effort is the maximum

number of basis functions; however, this is often difficult to specify. Instead, Tsai and

Chen (2005) [74] developed more flexible stopping rules based on the coefficient of deter-

mination, defined as the fraction of variability explained by the model. In addition, Tsai

et al. (2004) [75] have developed a parallel computing algorithm for MARS.

2.5.2.2 Support Vector Regression

Support vector machines were originally developed to solve classification problems

in supervised learning (see Vapnik 1995 [77]) and have recently been successfully extended

to nonlinear regression estimation (Vapnik et al. 1997 [78]; Cristianini and Shawe-Taylor
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2000 00). Via a nonlinear mapping, support vector regression seeks to map the input

variables into a high-dimensional feature space, in which linear computations are con-

ducted. The model form f̂ = 〈w, Φ(x)〉 + b, where w is a weight vector, b is a bias

(constant) term, and function 〈·〉 is the inner product in an M -dimensional feature space

Φ(x) = {φm(x)}M
m=1. A support vector regression approximation minimizes the regular-

ized risk function Rreg(w) = C
[

1
N

∑
Lj

]
+ 1

2
‖ w ‖2, where C is a pre-specified constant

to control the trade-off between complexity and accuracy, and Lj is Vapnik’s ε-insensitive

loss function. The solution has the form

f̂(x) =
N∑

j=1

(
α∗j − αj

)
K (xj, x) + b, (2.11)

where α∗j and αj are Lagrange multipliers that satisfy α∗j , αj ≥ 0 and α∗jαj = 0, and

K (xj, x) = 〈Φ (xj) , Φ (x)〉 is called a “kernel” function. Support vector machines are

related to several forms of modeling, including spline models, kriging, and NNs (Wahba

1990 [79]; Gao et al. 2002 [34]; Andras 2002 [3]). Support vector regression has been

recently attempted for value function approximation in ADP (Dietterich and Wang 2002

[25]; Jung and Uthmann 2004 [43]).

2.5.2.3 Radial Basis Functions

Radial basis functions were first introduced by Powell (1992) [63] to solve real

multivariate interpolation problems. A radial basis function is a real-valued function

whose value depends only on the distance from a center c, so that φ(x, c) = φ (‖ x− c ‖),
where the norm is usually Euclidean distance. Radial basis functions are typically used

to build up function approximations of the form

f̂(x) =
N∑

i=1

wiφ (‖ x− ci ‖) , (2.12)
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where the approximation function f̂(x) is represented as a sum of N radial basis functions,

each associated with a different center ci, and weighted by an appropriate coefficient wi.

Radial basis function models may also be interpreted as a simple single-layer type of

neural network, called a radial basis function network, though it was originally developed

unrelated to NNs.

2.5.2.4 Classification and Regression Trees

The classification and regression trees (CART) method was developed by Breiman

et al. (1984) [13] and now has become an extremely popular data mining tool. It

utilizes recursive partitioning (binary splits), which evolved from the work of Morgan

and Sonquist (1963) [57] and Fielding (1977) [31] on analyzing survey data. CART

has a forward stepwise procedure that adds model terms and backward procedure for

pruning. The model terms partition the x-space into disjoint hyper-rectangular re-

gions via indicator functions: b+(x; k) = 1 {x > t}, b−(x; t) = 1 {x ≤ t}, where the

“split-point” k defines the borders between regions. The resulting model terms are

Bm(x) =
∏Lm

l=1[b
sl,m · (xv(l,m) − kl,m)]+, where Lm is the number of truncated linear func-

tions multiplied in the m-th basis function, xv(l,m) is the input variable corresponding

to the l-th truncated linear function in the m-th basis function, kl,m is the knot value

corresponding to xv(l,m), and sl,m is +1 or −1 to indicate the direction of the partition.

The CART model form is then

f̂(x) = β0 +
M∑

m=1

βmBm(x), (2.13)

The partitioning of the x-space does not keep the “parent” model terms because they

are redundant.
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ADAPTIVE VALUE FUNCTION APPROXIMATION (AVFA)

3.1 Motivation and Basis

3.1.1 Nonparametric Statistical Inference and Consistent Estimation

The AVFA framework develops a sequential approach to adaptively approximate

the future value function. Existing theoretical results in nonparametric statistical in-

ference can play a significant role in the implementation of this idea. Nonparametric

statistical inference is a branch of statistics associated with model-free estimation. In

order to introduce its theoretical results it is necessary to define a term known within the

statistical community, the “bias/variance dilemma” (Geman 1992 [35]). This dilemma

states that an estimation error can be decomposed into two portions, known as bias and

variance. Given a “training data set” DN = (x1, y1), ..., (xN , yN) with size N , a regression

task constructs a function f(x; DN) based on DN to approximate the real relationship

between y and x. Presented a particular x, a natural measure of the effectiveness of f

as a predictor of y is the mean-squared error (MSE): E[(y − f(x; DN))2|x,DN ]. For this

MSE we have:

E[(y − f(x; DN))2|x, DN ] = E[(y − E[y|x])2|x,DN ] + (f(x; DN)− E[y|x])2. (3.1)

In the above equation the expectation E
[
(y − E [y | x])2 | x,DN

]
is simply the variance

of y given x which we can do nothing to minimize because it is independent of our model;

(f(x; DN)− E [y | x])2 is the squared distance to the regression function, which measures,

in a natural way, the effectiveness of f as a predictor of y. The MSE of f as an estimator

of the true regression E [y | x] is EDN

[
(f(x; DN)− E [y | x])2], where EDN

represents an

expectation with respect to the training set, DN , that is, the average over the ensemble

33
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of possible DN (for fixed sample size N). This MSE can further be decomposed into a

bias and a variance term as (Geman 1992 [35]): for any x,

EDN

[
(f(x; DN)− E [y | x])2]

= (EDN
[f(x; DN)]− E [y | x])2 + EDN

[
(f(x; DN)− EDN

[f(x; DN)])2]

= (bias)2 + variance (3.2)

If, on the average, f(x; DN) is different from E [y | x], then f(x; DN) is said to be biased

as an estimator of E [y | x]. On the other hand, an unbiased estimator may still have a

larger MSE if the variance is large.

According to this bias/variance dilemma, either bias or variance can contribute

to poor performance of a regression (or approximation) model: when sample data are

given, models that are too simple in structure to represent the data lead to high bias;

while models that are too complex in structure (usually guaranteed with sufficient model

complexity to approach the real system) suffer from high variance, and, in turn, require

more sample points.

Fortunately, nonparametric regression estimators are characterized by their being

consistent for all regression problems, which motivates us to be able to properly utilize

the bias/variance dilemma in some way. Consistency for a regression problem describes

in what sense the estimator f(x; DN) converges to the true function E [y | x]. There are

many specifications of consistency mathematically, and here only the most common two

versions are listed (Geman 1992 [35]). One is “point-wise MSE,” which states as: for

each x

lim
N→∞

EDN

[
(f(x; DN)− E [y | x])2] = 0. (3.3)

The other more global one is in terms of integrated MSE:

lim
N→∞

EDN

[∫
(f(x; DN)− E [y | x])2 dx

]
= 0. (3.4)
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Obviously, from the above definitions, any consistent estimator will require that both

bias and variance go to zero as the size of training sample increases.

3.1.2 Statistical Consistency Traces

Though the concept of consistency presented above looks simple, it provides little

guidance on “how” to realize a consistent nonparametric approximation. Realizing such

a consistent process is a difficult computational problem. It needs not only a gradually

increasing sample size (to reduce variance error) but, more importantly, a gradually grow-

ing capacity (or complexity) of possible functions (to diminish bias). Nevertheless, the

concept implies that some theoretical convergence traces exist for a consistent nonpara-

metric approximation. Such a trace is determined by how a nonparametric estimator

grows its complexity as the sample size tends to infinity. In this section a theoretical

analysis is presented with a graphical illustration.

In statistical modeling, it is reasonable to evaluate the performance of a model by

monitoring its generalization ability. To this end, a common statistical method, “cross

validation,” is often applied (see Kohavi 1995 [46] and Seliono 2001 [69], among others).

Though it is also applicable to an ADP application, the method however has an expensive

computational cost, which will increase the already heavy computational load inherently

encountered in an ADP solution process. The generalization ability of a model can also

be evaluated by a test set that is independent from the data used to build the model,

provided the test set is representative enough (Zhang and Morris 1997 [93]; Chi and

Ersoy 2002 [19]). In this study, the predicted mean-squared error (called test error) from

a test set is always used to evaluate the performance for the model-building process. It

is defined as

ets =
1

M

M∑
j=1

(yj − f(xj; DN))2 , (3.5)
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where M is the size of the test set; and xj and yj, j = 1, ..., M , represent the sampled

predictors and their target responses, respectively, in the test set. The objective is to

minimize this error in order to achieve a good approximation model.

Equation (3.5) defines a random error function whose average performance can be

further analyzed with the bias/variance dilemma and the consistency theory mentioned

previously. For simplicity, assume that the variance of y given x is constant for any x for

the system to be approximated, and is denoted with σ2. Taking expectations for both

sides of Equation (3.5), first with respect to yj given xj, j = 1, ..., M , and then with

respect to the different possibilities of training data DN (for fixed sample size N ), we

can get

EDN
[E [ets]] =

1

M

M∑
j=1

EDN

[
E

[
(yj − f(xj; DN))2]]

=
1

M

M∑
j=1

EDN

[(
E

[
(yj − E[yj | xj])

2
]
+ (f(xj; DN)− E[yj | xj])

2
]

= σ2 +
1

M

M∑
j=1

EDN

[
(f(xj; DN)− E[yj | xj])

2
]
. (3.6)

From the above equation, the average performance of the error function (3.5) is composed

of the system’s variance σ2 and the average of the mean-squared errors of the model as an

estimator of the true regression over all the test points. By using the consistency result in

Equation (3.3) we can easily observe that as long as the sample size of the training data

set increases to infinity, the second term of Equation (3.6) tends to zero. Mathematically,

this observation can be written as

lim
N→∞

EDN
[E [ets]] = lim

N→∞

(
σ2 +

1

M

M∑
j=1

EDN

[
(f(xj; DN)− E[yj | xj])

2
]
)

= σ2. (3.7)
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This result indicates that when the model building process is consistent, the test error

should converge in expectation to the system’s inherent noise. This supplies a theoretical

optimal value of the test error defined by Equation (3.5).

The second term of Equation (3.6) can be further decomposed in a similar way in

Equation (3.2) into bias and variance parts as

1

M

M∑
j=1

EDN

[
(f(xj; DN)− E[yj | xj])

2
]

=
1

M

M∑
j=1

(EDN
[f(xj; DN)]− E[yj | xj])

2

+
1

M

M∑
j=1

EDN

[
(f(xj; DN)− EDN

[f(xj; DN)])2] . (3.8)

The bias and variance parts for the test error are made up by averaging the bias

and variance contributions over all the test points. These two terms will inherit the

bias/variance trade-off feature from the individual test points and hence allow the test

error function to achieve a bias/variance trade-off feature averaged over the test points,

which together with consistency will be discussed further below.

Given that a type of nonparametric modeling is selected and that the size of the

training data can grow from small to large, the test error function defined with Equa-

tion (3.5) can be viewed as a function of the model complexity and the size of training

data, that is, we can realize an error surface ets = ets(model complexity, size of training data)

with respect to model complexity and size of training data. With the results obtained

previously in Equations (3.6), (3.7) and (3.8), it is possible to have a graphical under-

standing of the expectation performance and the ideal shape of that error surface. We

first consider a case where the data is a fixed size. From the bias/variance dilemma

described earlier in this chapter and in Equation (3.8), with such a training data set, the

curve of the expected generalization error (test error) is thought to be “bowl-shaped,”

due to the combined effects of model bias and variance with respect to the variation of
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model complexity: as model complexity increases, the bias term for the model decreases

while the variance term increases and vice-versa (see, for example, Hastie et al. 2001 [37]

for a discussion on the shape). The location where the lowest error value occurs is the

optimal bias/variance trade-off point associated with an optimal model structure, i.e.,

optimal model complexity, for a fixed data set. For simplicity, let us further assume that

the portion of the test error contributed by bias only depends on the model complexity

and not on the training data size. From the fact that increasing the training data always

reduces the variance, we can plot the trend of the bowl curves for different sizes of train-

ing data in the two dimensional “test error vs. model complexity” space as in Figure 3.1.

From the figure one can imagine that the minimum value points on all the possible bowl

curves with different sizes of training data form a trace that should asymptotically go

down as long as both the size of the data and the model complexity increase to infinity.

In particular, if we assume that the system has a constant variance for y given any x,

from the result shown in Equation (3.7), the test error should asymptotically converge to

that system’s variance σ2. This “ideal” trace can be viewed as a theoretical realization

of a consistency trace.

In this dissertation, the consistency property is used to devise the sequential model-

ing algorithms that can realize some adaptive and “data-driven” (or “letting-data-speak”)

(Geman 1992 [35]) asymptotical processes. The algorithms are tuned to follow a con-

sistency trace, so as to identify the appropriate model structure for approximating the

future value functions of an ADP problem.

3.1.3 Nonparametric Neural Networks Features

Nonparametric models are a critical component of the AVFA framework because

they are critical in implementing a consistent modeling process. In this dissertation,

one-layer feed-forward NNs are chosen as the nonparametric models.
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Figure 3.1. The test error curves for different sizes of training data sets, and the trace
formed by the minimum error points of the error curves.

Neural networks in most cases are treated as parametric models in which the pa-

rameters are the connection weights. In this situation, a NN model has a fixed structure.

As already mentioned in Chapter 2, the two most critical problems for NN modeling are

how to identify an appropriate NN architecture, and how to determine that sufficient

data are available. For both problems described here, the best practice is using trial and

error, i.e., by training several networks, with different training sample sizes, using a test

set or a cross-validation process to evaluate the generalization abilities of those candidate

models, and then choosing the best among them. It can be remarked that in both kinds

of existing ADP methods in which NN models have been applied, NNs were used in their

parametric version (Cervellera et al. 2007 [14]; Bertsekas 2001 [10]; Si et al. 2004 [71]).

Because a NN used in such a way is fixed in structure, it is unavoidable for the model

builders to suffer a time-consuming trial-and-error process.

In fact, NNs can be treated as nonparametric models. Nonparametric methods

are generally indexed by one or more parameters that control bias and variance. These

parameters could, theoretically, be properly tuned, as functions of sample size, to ensure
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consistency, and to achieve a very best bias/variance tradeoff for any fixed size of the

training set. Any NN with a fixed architecture is useless for such purposes. However, if

the number of hidden nodes of one-layer feed-forward NNs, for instance, is taken as such

a parameter, the NNs become nonparametric models. The number of hidden nodes can

control NN complexity and can further be associated with the size of data set. White

(1990) [90] proved that a feed-forward NN can be made consistent by suitably letting the

network size grow with the size of the training set. Geman et al. (1992) [35] had further

summarized about the consistency of one-hidden-layer feed-forward NNs.

3.1.4 Sequential State Space Discretization

Sequential design (or sampling) techniques are another critical component for the

AVFA framework, which, together with adaptive NN nonparametric modeling, mimic a

consistent model-building process. From a statistical perspective, state space discretiza-

tion or sampling is equivalent to design of experiments (DoE). The traditional full grid of

points, i.e., the full factorial design, is known by statisticians to be too large in practice

for high dimensions. Thus, a variety of more efficient experimental designs have been

developed. For DP problems one in general has no prior knowledge of the form of the

future value functions, so “space-filling” methods are suggested by statisticians since they

are model-independent and can identify a set of design points that are “uniformly scat-

tered” over a design space. Space-filling methods include the aforementioned orthogonal

arrays (OAs), Latin hypercubes (LHs), number-theoretic methods (NTMs), etc., and are

getting more and more attention in the literature in recent years (see Chen et al. 2003

[17], 2006 [18] for a review of OAs and LHs and Wen 2005 [82] for NTMs).

In the AVFA framework, the increasing data sample size is sequentially generated

by adding newly sampled data batches in each sequential step. In consideration of the
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Figure 3.2. The sequential space-filling performance of a Sobol′ sequence.

fact that no prior knowledge of the state space is available, it is desired to maintain good

space-filling quality while growing the sample size.

Among the various space-filling methods, NTMs are most easily adapted to a se-

quential sampling approach. An NTM, a.k.a. quasi-random sequence or low-discrepancy

sequence, aims to create uniformly-spaced designs in Is ≡ [0, 1]s (here the domain of

interest is normalized to the closed and bounded unit cube for convenience) by minimiz-

ing a “discrepancy” measure, the most common of which is star-discrepancy, defined in

Niederreiter (1992) [59] as

D(N, PN) = sup
w∈[0,1]s

| A(xi ≤ w, PN)

N
− v([0,w]) |, (3.9)

where PN is a point set with N points in [0, 1]s, PN = (x1,x2, ...,xN), A(xi ≤ w, PN) is a

counter function that counts the number of points xi ∈ PN that satisfy the inequality, and

v([0,w]) is the volume of the rectangle [0, w] ∈ [0, 1]s. In other words, the “discrepancy”

of a points set is the largest difference between the fraction of the number of points in a

subset and the volume of the subset. Point sets with lower discrepancy are deemed to be

more uniformly scattered. A multitude of classes of NTMs have been proposed based on



42

the fruitful developments within and between several mathematical disciplines such as

algebraic number theory, combinatorial methods, algebraic geometry and ergodic theory.

Particular low-discrepancy sequences include good lattice points (Hua and Wang 1981

[39]; Fang and Wang 1994 [27]), Hammersley sequence (Hammersley 1960 [36]), Sobol′

sequence (Sobol′ 1967 [72]), Faure sequence (Faure 1982 [28]) and Niederreiter sequences

(Niederreiter 1992 [59], Niederreiter and Xing 1995 [60]), etc.

The sequential space-filling quality of NTM methods is illustrated with Figure

3.2 with a Sobol′ sequence for instance. The results show three differently sized, two-

dimensional sampling data sets generated in a unit square. In all sizes (50, 100 and

500), the data points are quite well scattered at each case, indicating the desired good

space-filling performance.

3.1.5 AVFA Framework

The schematic flowchart of the framework is shown in Figure 3.3. The essence of

this approach is to appropriately increase both the model complexity and the training

data size, so as to realize an efficiently consistent modeling building process. It is recalled

that the one-hidden-layer feed-forward NNs are chosen as the nonparametric models,

with their numbers of hidden nodes as adjustable parameters. (In general, any type of

the nonparametric modeling can be chosen.) The state space is sequentially sampled

according a low-discrepancy sequence, and the obtained data sets are used to train the

models. A test set of fixed size is also prepared beforehand according to another low-

discrepancy sequence that is independent of that which is used for state space sampling.

A sequential modeling process from this approach starts with an initial model structure

and an initial training data set. It then progresses step by step within an iterating loop

that can be generically described as follows:
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Figure 3.3. Schematic flowchart of the AVFA framework.

1. Given an updated model structure and an updated data set from the preceding

sequential step, find a new model for the current sequential step among certain

candidate models through certain strategies – a core part of adaptive modeling,

where each candidate model must be trained with a training algorithm and evalu-

ated with test data.

2. Check with a given criterion whether to stop the process; if yes, the process is

stopped; otherwise, it goes ahead to a new sequential step.

It is noticed that an asymptotical process, as the AVFA sequential modeling process,

theoretically extends to infinity. In practice, however, a stopping rule is used to “cut-off”

the process as soon as the desired model performance is satisfied.
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3.2 AVFA Algorithms

Let l index the sequential steps for the algorithms. The notation used in the algo-

rithms is as follows:

NNl — the NN model

DNl
— the training data

Nl — the size of the training data

Dts — the test data set

Hl — the number of hidden nodes

∆N — an increment of the size of training data

D∆N,l — the subset of data corresponding to ∆N

∆H — an increment of the number of hidden nodes

ets,l — the test error

nmax — the maximal number of trial models for a successive model search process

NN (i) — the trial models in a successive model search process

e
(i)
ts — the test errors of the trial models in a successive model search process

d — a rule index for a proper stop of a successive model search process

Given that one-hidden-layer feed-forward NNs are chosen as the models, the AVFA

algorithms will involve two basic successive search processes — successive model search

process (denoted as “model-search process” for simplicity) and successive data search

process (“data-search process”), that are further defined as:

• Model-Search Process: For a given training data set, a model-search process

begins with a “base” model and successively searches to find an optimal NN model

among certain candidate models whose numbers of hidden nodes successively in-

crease with an increment, denoted by ∆H, from the “base” model.
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• Data-Search Process: A data-search process begins with a “base” data set and

successively searches to find an optimal training data sample size through training

a NN model of the same structure (i.e., a fixed number of hidden nodes) with

different data sets that are obtained by successively adding ∆N new data points

to the “base” data set.

Depending on different strategies for increasing both the model complexity and the

training data size, the schematic framework of the new approach described in Section 3.1

is implemented in this dissertation via three algorithms. Each can start with the same

initial conditions, i.e., a training data set DN0 with size N0, and a model NN0 with the

number of hidden nodes H0, and then works with their individual strategies.

3.2.1 Algorithm A

Algorithm A is in a very intuitive way to implement the AVFA framework, as shown

in the pseudocode. In this algorithm, the training data are set to increase with a given

increment for each sequential step, and in each step a model-search process is embedded

to find a optimal model under that training data set. Once the algorithm is initialized,

an iterative loop conducts the following main actions:

• The training data set DNl
is updated by adding ∆N new points to the preceding

training data DNl−1
.

• With the new data, the algorithm does a model-search process by trying nmax

candidate models whose numbers of hidden nodes successively increase ∆H from

Hl−1, the number of hidden nodes for the model from the previous sequential step.

In Algorithm A, the trial models always include a “base” model that has the same

number of hidden nodes as in the model NNl−1 from the previous sequential step l − 1,

and the others are obtained by successively adding ∆H hidden nodes from that base

model. After all the candidate models are trained with the data DNl
, and tested with
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data Dts, the model with the smallest value among
{

e
(1)
ts , e

(1)
ts , . . . , e

(nmax)
ts

}
is chosen as

the model NNl for the current sequential step l. The test error for the chosen model for

each sequential step is recorded as the performance history of the algorithm. Figure 3.4

schematically illustrates how a model-search process embedded in a sequential step in

Algorithm A works to find an optimal model for the step. The figure shows two smooth

bowl-shaped error curves for a current step and its preceding step, with the previous

sequential model NNl−1 exactly at the bottom of the error curve. The model-search

process will find the optimal model within the shaded range that starts from Hl−1 and

has the width nmax along the axis of model complexity H. Ideally and obviously, when

nmax is large enough such that the range contains the number of the hidden nodes, say

Hl, of the potential optimal model NNl, the model-search process could successfully find

the optimal model for the current sequential step. Referring to the error surface trends

depicted in Figure 3.1, it is imaginable that Algorithms A empirically follows the ideal

consistency trace. Given a training data set, the sequential procedure seeks to find the

lowest point of the bowl curve corresponding to that data set. It then increases the data

set and repeats the model-search process. As long as the associated parameters are tuned

properly, this algorithm should approximately follow a consistency trace and realize an

adaptive model-building process for ADP problems.

A model-search process in Algorithm A is determined by two parameters, ∆H and

nmax. It then tries each of the nmax models, and chooses the best as the model for the

current sequential step. As a result, Algorithm A has three important parameters, the

above two for the model-search processes and the increment of training data, ∆N , to

jointly control its performance.

Algorithm A can be implemented very easily due to its intuitiveness and simplicity.

It however has a drawback from the included model-search processes: the entire nmax
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Algorithm A
Input: DN0, N0, NN0, H0, Dts, ∆N , nmax, ∆H
Output: a optimal NN structure for ADP
H1 = H0, N1 = N0, l := 0
Repeat
• l:=l+1
• N l = Nl−1 + ∆N
• Sample ∆N new points to get D∆N,l and

let DNl
= DNl−1

+ D∆N,l

• Select NNl via a local search process:
FOR i = 1 to nmax

Train the model NN (i) with (Hl−1 + (i− 1) ·∆H) hidden nodes

Calculate their e
(i)
ts with Dts

END FOR

Identify the best one with the minimal e
(i)
ts

Let the best model be NNl

Let the best model’s test error be ets,l

Until a stopping criterion is satisfied

models can require excessive computation because the best model may appear earlier

than the nmax-th model.

3.2.2 Algorithm B

Algorithm B was designed to reduce the extra computation in the model-search

process that may occur in Algorithm A; thus, it can be considered as an improved version

of Algorithm A. From the pseudocode, Algorithm B has the iterative loop with main

actions very similar to Algorithm A:

• The training data set DNl
is updated by adding ∆N new points to the preceding

training data DNl−1
.

• With the new data, the algorithm does a model-search process by trying at most

nmax candidate models, whose numbers of hidden nodes successively increase ∆H

from Hl−1.
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Figure 3.4. Illustration of a model-search process for finding the optimal model of a
current step.

Algorithm B
Input: DN0, N0, NN0, H0, Dts, ∆N , nmax, ∆H, d
Output: a optimal NN structure for ADP
H1 = H0, N1 = N0, l := 0
Repeat
• l:=l+1
• N l = Nl−1 + ∆N
• Sample ∆N new points to get D∆N,l and

let DNl
= DNl−1

+ D∆N,l

• Select NNl via a local search process:
FOR i = 1 to nmax

Find e
(i)
bench from

{
e
(i)
ts

}
, i = 1, ..., i− 1,∀i ≥ d

Train the model NN (i) with (Hl−1 + (i− 1) ·∆H) hidden nodes

Calculate their e
(i)
ts with Dts

IF e
(i)
ts > e

(i)
bench,∀i ≥ d

BREAK FOR
END IF

END FOR

Identify the best one with the minimal e
(i)
ts

Let the best model be NNl

Let the best model’s test error be ets,l

Until a stopping criterion is satisfied
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A distinction between Algorithms A and B exists in the second action, in particular,

in the model-search processes. Unlike in a model-search process in Algorithm A, where

each candidate is tried as long as nmax is specified, a model-search process in Algorithm

B is given with nmax only to restrict the maximum number of candidate models (or trial

times). The search process works almost in a same way as in Algorithm A, except a

“degradation-judgment” step (i.e., “IF ... END IF” part in the pseudocode) is added

between the successive candidate-model trials to promptly and timely stop the search

process as soon as the trial models degrade. For each degradation-judgment, the algo-

rithm first needs to pick a benchmarking model with certain rules from the models that

have already been tried within the associated model-search process, and then compares

the current trial model with that benchmarking model using test error values. If the

fit of the current trial model is worse than that of the benchmarking model, then it is

decided that the untried trial models will not yield an improved fit, and hence are not

worth exploring; otherwise, the search process with the judgment step continues, at most

until the maximal number of the trial models is reached. Once the model-search process

has stopped, the model with the smallest test error value among those already tried is

chosen as the model NNl for the current sequential step l. The corresponding test error

value is recorded in the performance history of the algorithm.

The interesting and crucial part of this algorithm concerns the rules for setting the

benchmarking model. The degradation-judgment step added in the model-search process

is not a free lunch. On the one hand, it provides a way to save computational effort. On

the other hand, it may miss some better models, as some stochasticity is inherited into a

model-building process by at least two main sources, the uncertainty in the data and the

random models. Firstly, as was already mentioned in Section 3.1, the “smooth” bowl-

shaped test error curves and the consistency trace derived from them are obtained based

on some expectations. Although Algorithms A and B (even extensively, Algorithm C to
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be discussed later on in this section) are designed to do a model-search process to follow

the theoretical test error curves, what the algorithms can do in practice is to sample the

curves. In other words, the obtained error curves may not exactly be smoothly bowl-

shaped (or convex) with one unique basin part where the ‘theoretical” optimal model

is located. Consequently, there may be “zigzag” shapes for which there are multiple

locally “optimal” models. Therefore, it is not guaranteed that the degradation-judgment

in Algorithm B will always conclude a correct degradation trend of the candidate models

in a search process because of the data-noise caused by local optima. Secondly, the NN

models selected in this study have additional randomness from the fact that the models

are usually trained over some multi-mode error functions.

Fortunately, it is found that if the rules are determined in terms of “different order

of best models”, the issues discussed above can be addressed. Let parameter d index the

different possible rules. Thus, when “the first order best model” is taken as the rule, it

is denoted that d = 1. In this situation, the algorithm does a degradation-judgment by

always taking the best model among the already tried candidate models in the associated

model-search process as the benchmarking one, and comparing the current model with it.

Similarly, when d = 2, the degradation-judgment takes the second best model (i.e., the

model after the best) among the already tried candidate models as the benchmarking

one and comparing the current model with it, and so on and so forth. The fact is

that the lower the order of the benchmarking model is chosen as the benchmarking, the

lower the computational effort, and also the higher the probability that the model-search

process may miss some better models. If the order of the benchmarking model is too

high order, then the model-search process tends to try the entire nmax models, resulting

in no computational savings over Algorithm A. These pilot experiments demonstrated

that the first three orders are enough to control the balance of the degradation-judgment

step in this algorithm. Therefore only three rules will be considered in this study. It is
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noted that the benchmarking model selected by the rule described above will obviously

be adaptive and dynamic (or equivalently, the benchmarking model could be from the

different candidate models) during a model-search process. Also, the different rules let

the degradation-judgment step start at the point where certain models have been tried

and are enough to use the given rule to pick a benchmarking model. For example, if

d = 1, the degradation-judgment step can start working at the second trial model, while

if d = 3 it only can start working from the fourth trial model. Finally, it can be seen

that ∆N , nmax, ∆H, and the rule index d form the four principle parameters that jointly

control the performance of this algorithm.

3.2.3 Algorithm C

The AVFA framework can also be implemented with Algorithm C in that the

model-search processes and data-search processes are alternately carried out. Essentially,

Algorithm C follows the same consistency concept as Algorithms A and B. It however

is distinguished from them by a different manner of following a consistency trace. From

the pseudocode, after being initialized, Algorithm C has the iterative loop consisting of

the following main actions:

• A candidate model NNl is trained with the data set DNl
, in which the former can

be from an update based on a model-search process, while the latter from an update

based on a data-search process.

• The trained model is tested with Dts to obtain the test error ets,l.

• If the test error of the current model, ets,l, is less than the test error value of the

previous-step model, i.e., if ets,l < ets,l−1, then the model is recorded as the l-th

official sequential model and the algorithm proceeds with a new sequential step;

otherwise, the algorithm realizes an update of the current model NNl by adding
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∆H nodes in its hidden layer or an update of the current training data set DNl
by

adding ∆N new points, and goes back to the training action.



53

Algorithm C
Input: DN0, N0, NN0,H0, Dts, ∆N , ∆H, e0

ts

Output: a optimal NN structure for ADP
H1 = H0, N1 = N0, l := 0
Repeat
• Build NN l with DNl

• Calculate ets,l with Dts

• IF ets,l < ets,l−1

l := l + 1
e0

ts = ets,l

ELSE
IF Nl increased
IF ets,l < e0

ts

Nl = Nl + ∆N
Hl = Hl

ELSE
Nl = Nl

Hl = Hl + ∆H
END IF

ELSE
IF ets,l < e0

ts

Nl = Nl

Hl = Hl + ∆H
ELSE
Nl = Nl + ∆N
Hl = Hl

END IF
END IF
e0

ts = ets,l

END IF
Until a stopping criterion is satisfied
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The iterative loop described above can be translated as a “models/data updating

and retraining” loop that is designed to always follow a track determined by alternate (or

reciprocating) model-search and data-search processes, by which a model better than the

one in the preceding sequential step is filtered out as the model for the current sequential

step. The following strategies are specified for the two search processes to work and

mutually switch in this algorithm:

• When the tried model is from a model-search process, the algorithm continues

working in this search process by trying the successive models one by one. As long

as a tried model is worse than its preceding one, the model-search process stops and

switches to a data-search process. In the meantime, the last model and the training

data set in the model-search process are transferred to the data-search process as

its base model and base training data.

• Similarly, when the tried model is from a data-search process, the algorithm contin-

ues working in this search process by trying the models, that have the same number

of hidden nodes, with successive size-increasing training data sets. If it finds that

a training data set generates a degraded model, then the data-search process stops

and switches to a model-search process. Simultaneously, the last training data set

and the model from the data-search process are passed to the model-search process

as its base model and base training data.

• Evidently, when the tried model is from a switch, the algorithm starts a new search

process opposite the preceding one.

As a result, with the aforementioned reciprocating searching strategy, Algorithm

C allows the size of the sample data, Nl, and the number of the hidden nodes, Hl, to

ingeniously increase, hopefully, to approximately follow a consistency trace as shown in

Figure 3.1.
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Figure 3.5. An example sequential model-building procedure performed with Algorithm
C.

An example sequential model-building procedure performed with Algorithm C can

be simply illustrated on a two dimensional contour plot of test error with respect to the

number of hidden nodes, H, and the size of the training data, N , as shown in Figure

3.5. On the figure, the small circles indicate the models tried by the algorithm, in which

the shaded are the sequential models selected while the blank are the ones only tried,

and the numbers index the sequential steps. Without a loss of generality we assume that

the algorithm starts from a zero-th step (an initialization step) in a data-search process.

The algorithm goes ahead along this process and gets a better model under an increased

data set, thus it comes to a new sequential step (the first step). When the algorithm

continues with a newly increased training data set, it obtains a degraded model, and

hence it switches to a model-search process. In the model-search process, the algorithm

first tries a model with number of hidden nodes being increased, and finds that are better

than the latest sequential one and goes to a new sequential step (the second step). It
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then tries another one and gets to another sequential step (the third step). When it

goes on to try the next model further, the algorithm meets a worse model and switches

to another data-search process. The algorithm can keep going so on and so forth, until

a satisfied model is achieved. It is noted that if the algorithm starts in a model-search

process, a similar track can be obtained as in the case shown above.

Some further remarks can be made about Algorithm C, referring to the example

case presented in Figure 3.5.

• The sequential models constructed in Algorithm C could follow a consistency trace:

A trend of these models shown in the figure presents an appearance that as the

algorithm progresses, the newly found sequential models are located closer to the

plotted consistency trace.

• Unlike in the model-search process in Algorithms A and B, where the algorithms

need to try the base model because a new data set is always presented, a base

model in Algorithm C is automatically determined by the preceding process.

• That a switch in Algorithm C occurs when a degraded model is encountered pushes

the algorithm to continue growing the sample size and the number of hidden nodes.

This follows the assumption that a consistency trace always increases both the size

of training data and the model complexity.

Finally, Algorithm C has the two increment parameters, ∆N and ∆H, to control

its performance.

3.3 Application to an Inventory Forecasting Problem

The three new AVFA sequential algorithms proposed in Section 3.2 can be easily

employed by the traditional backward solution framework for ADP problems, yielding

a new framework that keeps the backward style but makes the future-value-function

approximating process sequential and hence more adaptive and automatic. In this sec-
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tion, the new algorithms were examined using a nine-dimensional stochastic inventory

forecasting problem.

3.3.1 Inventory Forecasting Problem

Inventory forecasting problems are typical stochastic DP problems with continuous

state space that need approximate solutions. To demonstrate the AVFA approach, a

nine dimensional inventory forecasting problem is chosen. An advantage to choose this

problem is that it has been frequently studied previously (Chen et al. 1999 [16], Chen

1999 [15], Cervellera et al. 2007 [14], Wen 2005 [82]) and hence provides us some good

benchmarking results to be compared.

The state variables for inventory forecasting consist of the inventory levels and

demand forecasts for each item. For the chosen nine-dimensional problem, three items

and two forecasts for each are considered. At the beginning of stage t, let I
(i)
t be the

inventory level for item i at the beginning of the current stage. Let D
(i)
t,t be the forecast

made at the beginning of the current stage for the demand of item i occurring over the

stage. Similarly, let D
(i)
t,t+1 be the forecast made at the beginning of the current stage for

the demand of item i occurring over the next stage ( t + 1). Then the state vector at the

beginning of stage t is:

xt =
(
I

(1)
t , I

(2)
t , I

(3)
t , D

(1)
t,t , D

(2)
t,t , D

(3)
t,t , D

(1)
t,t+1, D

(2)
t,t+1, D

(3)
t,t+1

)T

The decision variables control the order quantities. Let u
(i)
t be the amount of item i

ordered at the beginning of stage t, then the decision vector is ut =
(
u

(1)
t , u

(2)
t , u

(3)
t

)T

.

Each component of ut is a function of the state variables, i.e., u
(i)
t = λ

(i)
t (xt), i = 1, 2, 3,

where λ
(i)
t (·) is a unknown function. Put in a compact way, one can write ut = λt(xt).

For simplicity, it is assumed that orders arrive instantly.
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The transition function from period t to period t+1 is xt+1 = xt+ut−D, where D is

the multivariate random variable. The associated stochasticity in transitions is modeled

using the multiplicative Martingale model of forecast evolution. (See Chen (1999) [15]

for a detail on the stochastic modeling.)

The constraints for inventory forecasting are placed on the amount ordered, in

the form of capacity constraints, and on the state variables, in the form of state space

bounds. For this test problem, the capacity constraints are chosen to be restrictive,

forcing interactions between the state variables, but are otherwise arbitrary. The bounds

placed on the state variables in each stage are necessary to ensure accurate modeling over

the state space.

The objective function is a cost function involving inventory holding costs and

backorder costs. The typical V-shaped cost function common in inventory modeling is

cv(xt, ut) =
∑nI

i=1(hi[I
(i)
t+1]+ + πi[−I

(i)
t+1]+), where [q]+ = max {0, q}, hi is the holding cost

parameter for item i, and πi is the backorder cost parameter for item i. The smoothed

version of the objective function described in Chen (1999) [15] is employed here.

3.3.2 Computational Setup

The experiments in which the CPU times were compared were conducted on a Dual

2.6 GHz Linux workstation. The MATLAB software system (www.mathworks.com) was

used to code the AVFA algorithms to approximate the future value functions for the

selected inventory forecasting problem, and then to simulate ADP solutions based on

the obtained future value functions. MATLAB has a neural network (NN) toolbox that

was used to train models. The training algorithm of NNs is based on back propagation

(see Lippmann 1987 [54]). For all of the NN models the activation functions for the

hidden nodes and for the output nodes were sigmoid and linear, respectively. A training

process was limited to 100 times of network weight updates, which is the default value
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by the toolbox and is thought to be a sufficiently large value for the training algorithm

to converge for most practical NN modeling tasks.

The time horizon of the nine-dimensional inventory problem is three, so only two

future value functions, i.e., for the second stage and the third (last) stage, respectively,

needed to be approximated. In accordance with the backward solution framework, the

future value function model for the third stage was built first. Based on that model, the

model for the second stage was then built. For both stages the training data used to

build the approximate future value functions were obtained based on the design points

from a nine-dimensional Sobol′ sequence. The test data consisted of 2000 design points

from a nine-dimensional Hammersley sequence, with the consideration that these test

data should overlap as little as possible with the training data.

For a comparison purposes, the case of a fixed structure and fixed training data

set using NN modeling by Cervellera et al. (2007) [14] for future value function ap-

proximations of the same inventory forecasting problem under the traditional backward

framework was rerun and tested under the same computational conditions as for the new

AVFA algorithms. In this case, the NNs had 40 hidden nodes and the training data con-

sisted of 1331 points from a Sobol′ sequence. Cervellera et al. (2007) [14] set the number

of the training updates to 1000 for this fixed structure case, so this setting was used for

this case only. The test data set used by the new method was also used to evaluate the

fixed structure NNs.

3.3.3 Approximations of Future Value Functions

The selection of the initial parameters such as the size of training data N0 and

the number of hidden nodes H0 would of course impact the corresponding algorithm

performance. However, their influence on the algorithms was expected to be weaker than

the other algorithmic control parameters. Thus, N0 = 100 and H0 = 2 were arbitrarily
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set for all studied cases of all algorithms. In addition, the increment of the training

data points, ∆N , should be important for each new algorithm. Herein, it is assumed

that its controllability for each algorithm could somehow be compensated by a proper

adjustment of the increment of hidden nodes and by other algorithmic parameters, and

hence ∆N = 50 throughout this study, only for simplicity.

For Algorithm A, the influential algorithmic parameters are the two parameters,

∆H and nmax, for the model-search processes. The experimentation of this algorithm was

then designed to investigate different values of these parameters. In particular, five cases

from combinations of the different values of these two parameters, i.e., (∆H, nmax)=

(1,3), (1,4), (1,5), (2,3), (2,4), were studied. For Algorithm B, it is assumed that when

the maximum number of models nmax was sufficiently large, it was no longer a critical

control parameter for the algorithm. In this study nmax was taken as 5 by trial and

error. The influential algorithmic parameters for this algorithm were then the increment

of the hidden nodes for the successive search process, ∆H, and the rule index d for

the benchmarking models. Six cases from combinations of the different values of these

parameters, i.e., (∆H, d)=(1,1), (1,2), (1,3), (2,1), (2,2), and (2,3), were investigated for

Algorithm B. For Algorithm C only the increment of hidden nodes, ∆H, was a critical

control parameter. Three cases of this parameter, i.e., ∆H=1, 2, 3, were tested.

For convenience of discussion in the remainder of this chapter, the fixed structure

case in Cervellera et al. (2007) [14] is represented with “FS.” Each of the specified cases

for new algorithms are represented with a string composed of two segments in which

the first indicates the algorithm and the second specifies the selected parameter(s). For

example, the string “A-(∆H = 1, nmax = 3)” denotes the case of ∆H = 1 and nmax = 3

for Algorithm A. All the studied cases are listed as:

A-(∆H = 1, nmax = 3), A-(∆H = 1, nmax = 4),

A-(∆H = 1, nmax = 5), A-(∆H = 2, nmax = 3),
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A-(∆H = 2, nmax = 4)

for Algorithm A;

B-(∆H = 1, d = 1), B-(∆H = 1, d = 2),

B-(∆H = 1, d = 3), B-(∆H = 2, d = 1),

B-(∆H = 2, d = 2), B-(∆H = 2, d = 3)

for Algorithm B; and

C-(∆H = 1), C-(∆H = 2), C-(∆H = 3)

for Algorithm C.

Algorithms A, B and C with the above parameter-specific cases were used to ful-

fill the tasks of the approximations of the future value functions for the chosen nine-

dimensional inventory forecasting problem. For each experimental case, 50 trial runs

were performed under the consideration that different random initializations of the net-

work weights may result in different models, as the error functions on which the training

algorithm tries to find a minimum are usually multimodal. Each run stopped when the

size of training data reached 1350, chosen to assure a relevant comparison to the fixed

structure case, which used a training sample of 1331 data points.

The experimental results of the fourteen selected cases for the three proposed algo-

rithms were demonstrated and compared with the fixed structure NN method in Figures

3.6-3.9. Figure 3.6 shows the boxplots of the training errors (i.e., the MSE of the models

over the training data) and the boxplots of the test errors for the NN models achieved

by these algorithms. For clarity, Figure 3.7 only shows the eleven cases for Algorithms

A and B because the results of Algorithm C were much worse. In addition, an outlier in

the test error boxplot of case FS at stage 3 was excluded. Figure 3.8 shows the boxplots

of the numbers of the hidden nodes in the NN models. The computational effort for the

experimental cases is presented in Figure 3.9, in which the runtimes were recorded for

each entire model-building procedure over both stages.
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Figure 3.6. Boxplots of the training errors and the test errors for the NN models from
the fourteen experimental cases by Algorithms A, B and C and the fixed structure case
for future value function approximations.
Note: In Figures 3.6-3.9, the column numbers and the corresponding experimental cases
are as follows:
1 — FS 9 — B-(∆H = 1, d = 3)
2 — A-(∆H = 1, nmax = 3) 10 — B-(∆H = 2, d = 1)
3 — A-(∆H = 1, nmax = 4) 11 — B-(∆H = 2, d = 2)
4 — A-(∆H = 1, nmax = 5) 12 — B-(∆H = 2, d = 3)
5 — A-(∆H = 2, nmax = 3) 13 — C-(∆H = 1)
6 — A-(∆H = 2, nmax = 4) 14 — C-(∆H = 2)
7 — B-(∆H = 1, d = 1) 15 — C-(∆H = 3)
8 — B-(∆H = 1, d = 2)
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Figure 3.7. Boxplots of the training errors and the test errors for the NN models from
the eleven experimental cases by Algorithms A and B and the fixed structure case for
future value function approximations.
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Figure 3.8. Boxplots of the numbers of hidden nodes for the NN models from the fourteen
experimental cases by Algorithms A, B and C and the fixed structure case for future value
function approximations.
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Figure 3.9. Boxplots of the computational effort (seconds) for the NN models from the
fourteen experimental cases by Algorithms A, B and C and the fixed structure case for
future value function approximations.
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3.3.3.1 Observations for Each Algorithm

For the five experimental cases for Algorithm A, some observations with respect to

the two studied parameters ∆H and nmax can be made as follows:

• When ∆H was given, for the different nmax the results showed that the training

errors and the test errors decreased, on average, as nmax became larger, as shown

in Figure 3.7. The numbers of hidden nodes and the computational effort also

tended to have larger values as nmax became larger, as shown in Figures 3.8 and

3.9, indicating that a better model (in terms of lower test errors) needed more

hidden nodes and a larger computational effort.

• When nmax was given for the two different ∆H, the results by cases A-(∆H = 1,

nmax = 4) and A-(∆H = 2, nmax = 4) showed that the training errors and the test

errors decreased as ∆H became larger, that is, when nmax was given, the models

tended to be better (again in terms of lower test errors) with a larger increment of

hidden nodes for the model-search processes. Also, the numbers of hidden nodes

and the computational effort tended to have larger values as ∆H became larger.

The six cases for Algorithm B with the two studied parameters ∆H and d have the

following observations:

• When ∆H was given for the three different d, the training errors exhibited decreas-

ing trends as d became larger, as shown in Figure 3.7. However, the test errors

exhibited rather complicated trends in contrast to the training errors. Except for

the cases of ∆H = 1 for stage 2 where the test errors decreased as d became larger,

when ∆H = 2 for stage 2 and both ∆H = 1 and ∆H = 2 for stage 3, the test

errors decreased as d increased from 1 to 2 and increased (at least do not obviously

decrease) as d increased from 2 to 3. This may indicate that a d that is too large

could result in over-fitting since the corresponding training errors still decreased.



67

The numbers of hidden nodes and the computational effort tended to have larger

values as d became larger, as shown in Figures 3.8 and 3.9.

• When d was given for the two different ∆H, the results showed that the training

errors exhibited decreasing trends as ∆H became larger; whereas the test errors

decreased as ∆H from 1 changed to 2 and not obviously decreased as ∆H from

2 changed to 3. Again, too large of a ∆H could cause over-fitting. The numbers

of hidden nodes and the computational effort tended to have larger values as ∆H

became larger.

The three cases for Algorithm C with the studied parameter ∆H present some trends

as follows: As ∆H became larger, the training errors decreased, as shown in Figure 3.6.

Although not shown, the test errors for both stages decreased with ∆H from 1 to 2, and

increased with ∆H from 2 to 3. The numbers of hidden nodes and the computational

effort tended to have larger values as ∆H became larger, as shown in Figures 3.8 and

3.9.

3.3.3.2 Overall Observations on Model Accuracy

For the adaptively constructed NN models, their performance could first be assessed

by test errors, under the assumption that a lower test error means a model with higher

approximation accuracy. It is reasonable for us to assume that the fixed structure case

(FS) was carefully constructed (i.e., with many trial-and-error experiments), so as to

achieve high accuracy. Comparing the experimental cases to case FS with the results

shown in Figures 3.6 and 3.7, the following observations can be made:

• Four cases (A-(∆H = 1, nmax = 4), A-(∆H = 1, nmax = 5), A-(∆H = 2, nmax =

3), A-(∆H = 2, nmax = 4)) for Algorithm A, and five cases (B-(∆H = 1, d = 2),

B-(∆H = 1, d = 3), B-(∆H = 2, d = 1), B-(∆H = 2, d = 2), B-(∆H = 2,
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d = 3)) for Algorithm B achieved the NN models that are statistically equivalent

to or better than the fixed structured case FS;

• One case (A-(∆H = 1, nmax = 3)) for Algorithm A and one case (B-(∆H = 1, d =

1)) for Algorithm B had higher test errors, on average, and hence were considered

worse than case FS;

• Unfortunately the three cases (C-(∆H = 1), C-(∆H = 2) and C-(∆H = 3)) for

Algorithm C were rather worse than case FS and the other experimental cases,

with higher values in both training error and test error, especially at stage 2.

The “good” cases, that is the cases equivalent to or better than case FS in model

accuracy, can provide some rules of thumb for selecting the corresponding algorithmic

parameters:

• For Algorithm A, when ∆H = 1, it seems that the other parameter nmax should be

larger than 3. Too small of an nmax could cause the algorithm to produce inferior

models (e.g., case A-(∆H = 1, nmax = 3)). The results demonstrated that, when

∆H = 2, nmax should be equal to or larger than 3. The results with those selected

experimental cases did not indicate any upper limits on nmax with respect to the

two ∆H values.

• For Algorithm B, when ∆H = 1, the parameter d should be larger than 1. d taken

as 1 could cause the algorithm to produce inferior models (e.g., case B-(∆H = 1,

d = 1)). As was mentioned in Section 3.3.3.1 and shown in Figure 3.7, when d was

taken from 2 to 3 the test errors at stage 3 presented a upward trend. This fact

indicated that in this situation, d taken as 3 produced inferior models, implying

that d should not be larger than 3. The cases of ∆H = 2 also lead to the same rule

that d should not be larger than 3.
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3.3.3.3 Overall Observations on Computational Effort

Computational effort is also a crucial criterion to assess the AVFA framework.

Focusing on the nine “good” cases obtained above, from the results shown in Figure 3.9

some points are noted as follows:

• Three cases (A-(∆H = 1, nmax = 4), A-(∆H = 2, nmax = 3)) for Algorithm A

and one case (B-(∆H = 1, d = 2)) for Algorithm B were the most computationally

efficient.

• One case (B-(∆H = 2, d = 3)) for Algorithm B was the most time-consuming.

• The remaining five cases (A-(∆H = 1, nmax = 5), A-(∆H = 2, nmax = 4) for

Algorithm A and B-(∆H = 1, d = 3), B-(∆H = 2, d = 1), B-(∆H = 2, d = 2) for

Algorithm B) were between the above extreme cases, and thus were moderate in

computational effort.

Here it must be stated that it is unfair to directly compare the computational

effort of the new algorithms to the fixed structure NN case with the results shown in

Figure 3.9. The calculations for the computational effort for case FS did not consider

the time taken by a trial-and-error process usually required in building a fixed structural

NN model. This trial-and-error process is known to be time-consuming. Nevertheless,

some rough and qualitative comparisons can still be made. To this end, it was assumed

that, if case FS had to construct several approximations via trial-and-error to reach the

current structure, each of the trials would have taken nearly same computational effort

as in a FS case shown. Focusing on the nine “good” cases, it is easy to make the following

arguments:

• If case FS had required three trial-and-error attempts to reach the current structure,

then its real computational effort might be larger, on average, than the three most
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computationally efficient cases for Algorithms A and B, i.e., cases A-(∆H = 1,

nmax = 4), A-(∆H = 2, nmax = 3), B-(∆H = 1, d = 2).

• Similarly, if case FS had required, for example, seven trial-and-error attempts, its

real computational effort might be larger than the five cases, i.e., A-(∆H = 1,

nmax = 5), A-(∆H = 2, nmax = 4), B-(∆H = 1, d = 3), B-(∆H = 2, d = 1),

B-(∆H = 2, d = 2), that were thought to be moderate in computational effort.

• Finally, more than nine trial-and-error attempts would yield a real computational

effort larger than the most time-consuming case, i.e., B-(∆H = 2, d = 3), and it

is not a stretch to imagine that more than nine trial-and-error attempts would be

needed in practice.

Therefore, in reality the new AVFA sequential algorithms are more likely to require

less total computational effort than the fixed structure method.

3.3.3.4 A Tradeoff on Model Accuracy and Computational Effort

In many cases, for a large-scale ADP problem, a tradeoff is needed between ac-

ceptable computational effort and model approximation accuracy for a real-world DP

problem. In order to investigate the performance of the nine “good” cases for Algo-

rithms A and B in this aspect, the mean values of the test errors and the computational

times are averaged over the two stages of the models for the nine cases and plotted in

Figure 3.10. The mean test error values obtained for the nine experimental cases actually

are quite small (less than 1.7× 10−5) and quite close, testifying that all nine cases had a

good model accuracy. The results further show the following:

• Case A-(∆H = 1, nmax = 5) formed a front (or lucky case) that is very near the

origin, and thus is the best case in a tradeoff on model approximation accuracy and

computational effort.
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Figure 3.10. Mean test errors versus mean computational effort averaged over two stages
for the NN model sets from the nine experimental cases by Algorithms A and B for future
value function approximations.

• Considering the fact that the mean test error values for all the cases are very close,

it can be concluded that all the cases except case B-(∆H = 2, d = 3) formed a

family of eight cases with good tradeoff performance since they are in general close

each other and close to the origin.

• Obviously, case B-(∆H = 2, d = 3) was quite poor with regard to computational

effort compared with the others.

• Cases A-(∆H = 1, nmax = 4), A-(∆H = 2, nmax = 3), and B-(∆H = 1, d = 2)

clustered at the extreme area of model accuracy side, revealing that they were most

computationally efficient cases among the “good” cases, as mentioned in Section

3.3.3.3.
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3.3.3.5 Additional Remarks

Some additional remarks can be made from the above obtained results as follows:

• On Hidden Nodes: As was shown in Figure 3.8, the numbers of hidden nodes

for the nine “good” cases were very dependent on the associated algorithmic pa-

rameters. Usually for a given training data size, more hidden nodes requires more

computational effort in training. This effect can easily be seen by comparing Fig-

ures 3.8 and 3.9. An important finding on the hidden nodes is that the numbers of

hidden nodes were quite insensitive to the model approximation accuracy, at least

for those “good” cases: Within values ranging somewhere from 40 to 70, Algorithms

A and B achieved acceptable models (here case B-(∆H = 2, d = 3) was excluded

for its bad tradeoff ability).

• On Algorithms A and B: Algorithm B was proposed originally to avoid extra

computations that could occur in the model-search process of Algorithm A. The

computational effort results for the two algorithms, shown in Figure 3.9, explicitly

demonstrated this point. Comparing case A-(∆H = 1, nmax = 5) for Algorithm

A, with cases B-(∆H = 1, d = 2) and B-(∆H = 1, d = 3) in that nmax = 5 for

Algorithm B, respectively, it can be seen that case A-(∆H = 1, nmax = 5) exhibited

clearly larger computational time than case B-(∆H = 1, d = 2) and slightly larger

computational time than case B-(∆H = 1, d = 3). More importantly, Algorithm

B was designed to tune its performance using the two parameters ∆H and d, and

the introduction of the parameter d made the algorithm easy to tune because this

parameter takes on very few values, i.e., 1, 2 and 3. By contrast, Algorithm A, which

was designed to use the two parameters ∆H and nmax to tune its performance,

tested the parameter nmax at values from 1 to 5. Hence, Algorithm B is both easier

to use and more computationally efficient.
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3.3.4 ADP Solution Simulations

The nine “good” cases for Algorithms A and B from Section 3.3.3 were further

examined by using the associated NN models to simulate test scenarios for the inventory

forecasting problem.

The test scenarios consisted of 100 initial state vectors, each simulating 1000 de-

mand forecast ε sequences over which a mean cost is calculated to assess the quality of

the resulting ADP solution. This setup is the same as that used in Cervellera et al.

(2007) [14].

From Section 3.3.3 50 different sets of NN models were obtained for each experi-

mental case (including the fixed structure NN case). For each of the nine “good” cases

and the fixed structure case, the best and worst approximations, according to the average

of the final test errors of the two stages, were selected for the ADP solution simulations.

Thus, each experimental case yielded two simulated ADP solutions over the test scenar-

ios. The solutions are denoted by adding “b” (best) and “w” (worst) in the corresponding

notation for their experimental cases. All the simulated ADP solutions can then be listed

as:

FS-b, FS-w for fixed structure NN case;

A-(∆H = 1, nmax = 4)-b, A-(∆H = 1, nmax = 5)-b,

A-(∆H = 2, nmax = 3)-b, A-(∆H = 2, nmax = 4)-b,

A-(∆H = 1, nmax = 4)-w, A-(∆H = 1, nmax = 5)-w,

A-(∆H = 2, nmax = 3)-w, A-(∆H = 2, nmax = 4)-w

for Algorithm A; and

B-(∆H = 1, d = 2)-b, B-(∆H = 1, d = 3)-b,

B-(∆H = 2, d = 1)-b, B-(∆H = 2, d = 2)-b,

B-(∆H = 2, d = 3)-b,

B-(∆H = 1, d = 2)-w, B-(∆H = 1, d = 3)-w,
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B-(∆H = 2, d = 1)-w, B-(∆H = 2, d = 2)-w,

B-(∆H = 2, d = 3)-w

for Algorithm B.

The simulations were conducted using the 100 given initial state vectors. A simu-

lated solution provided 100 mean costs (corresponding to the 100 initial state vectors),

each over 1000 sequences. To assess the ADP solution quality, 36 AVFA ADP solutions

taken from throughout this chapter were each simulated. For each initial state vector,

the smallest mean cost achieved by a set of 36 simulated ADP solutions was used as the

“true” mean cost for computing the “absolute error” as measure of ADP solution quality.

Among the 36 ADP solutions, 20 are examined in this section: 4 best cases and 4 worst

cases for Algorithm A, 5 best cases and 5 worst cases for Algorithm B, 1 best case and

1 worst case for the fixed structure method. The boxplots of the absolute errors for the

20 simulated solutions are shown in Figure 3.11.
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Figure 3.11. Boxplots that illustrate the distributions of absolute errors for all 18 simu-
lated ADP solutions by Algorithms A and B and 2 simulated ADP solutions by the fixed
structure method.
Note: The column numbers and the corresponding simulation cases are as follows:
1 — FS-b 11 — FS-w
2 — A-(∆H = 1, nmax = 4)-b 12 — A-(∆H = 1, nmax = 4)-w
3 — A-(∆H = 1, nmax = 5)-b 13 — A-(∆H = 1, nmax = 5)-w
4 — A-(∆H = 2, nmax = 3)-b 14 — A-(∆H = 2, nmax = 3)-w
5 — A-(∆H = 2, nmax = 4)-b 15 — A-(∆H = 2, nmax = 4)-w
6 — B-(∆H = 1, d = 2)-b 16 — B-(∆H = 1, d = 2)-w
7 — B-(∆H = 1, d = 3)-b 17 — B-(∆H = 1, d = 3)-w
8 — B-(∆H = 2, d = 1)-b 18 — B-(∆H = 2, d = 1)-w
9 — B-(∆H = 2, d = 2)-b 19 — B-(∆H = 2, d = 2)-w
10 — B-(∆H = 2, d = 3)-b 20 — B-(∆H = 2, d = 3)-w
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Figure 3.12. Average absolute error as a percentage of 61.81 against the computational
time (hours) required to build the associated “best” and “worst” NN model sets for the
nine “good” experimental cases by Algorithms A and B and for the fixed structure case.
Note: The index numbers and the corresponding simulation cases are as follows:
1 — A-(∆H = 1, nmax = 4)-b 1’ — A-(∆H = 1, nmax = 4)-w
2 — A-(∆H = 1, nmax = 5)-b 2’ — A-(∆H = 1, nmax = 5)-w
3 — A-(∆H = 2, nmax = 3)-b 3’ — A-(∆H = 2, nmax = 3)-w
4 — A-(∆H = 2, nmax = 4)-b 4’ — A-(∆H = 2, nmax = 4)-w
5 — B-(∆H = 1, d = 2)-b 5’ — B-(∆H = 1, d = 2)-w
6 — B-(∆H = 1, d = 3)-b 6’ — B-(∆H = 1, d = 3)-w
7 — B-(∆H = 2, d = 1)-b 7’ — B-(∆H = 2, d = 1)-w
8 — B-(∆H = 2, d = 2)-b 8’ — B-(∆H = 2, d = 2)-w
9 — B-(∆H = 2, d = 3)-b 9’ — B-(∆H = 2, d = 3)-w
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The following basis is used to compare the model accuracy for these simulation

results:

• Two experimental cases are said to be equivalent when they have both equivalent

“best” and ”worst” simulated solutions (of course, a model can be deemed bet-

ter/worse than another when the former has both better/worse “best” and ”worst”

simulated solutions than the latter, but the current results did not include such a

pure situation);

• A model is said to be comparable to another model if the former has one simulated

solution equivalent or better and one simulated solution worse than the latter.

Comparing the nine experimental cases for Algorithms A and B with the fixed structure

experimental case, from the results shown in Figure 3.11, the following is observed:

• Three cases, namely A-(∆H = 2, nmax = 3) for Algorithm A, B-(∆H = 1, d = 2)

and B-(∆H = 2, d = 2) for Algorithm B, were equivalent to case FS.

• The remaining cases were comparable to case FS.

It is noted that for the experimental case B-(∆H = 2, d = 1), its “worst” NN model

set gave in an inferior ADP solution compared to the case FS and the other experimen-

tal cases, while the corresponding result for its “best” NN model set, in contrast, was

among the better ADP solutions. Therefore, this experimental case is comparable to

the others. Nevertheless, it can be argued that this case may not have good robustness

compared to the others. In summary, all nine experimental cases were equivalent or at

least comparable to the fixed structure case for these test scenarios.

The smallest mean-costs for 100 initial state vectors obtained above averaged 61.81.

The average absolute error as a percentage of 61.81 for each simulated solution for Algo-

rithms A and B was also studied against the run time required to build the associated

“best” or “worst” NN models sets, in order to further observe the tradeoff performance

of the compared experimental cases in ADP solution quality and in computational effort,
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as depicted in Figure 3.12. (The fixed structure case was excluded in this comparison for

the same reason as mentioned in Section 3.3.3.3.) From the results, the following points

were derived:

• The two pairs of simulated solutions, (A-(∆H = 2, nmax = 3)-b, A-(∆H = 2,

nmax = 3)-w) and (B-(∆H = 1, d = 2)-b, B-(∆H = 1, d = 2)-w), with their

members close one to another, were most close to the origin, indicating that in

such a tradeoff viewpoint, the two experimental cases A-(∆H = 2, nmax = 3) and

B-(∆H = 1, d = 2) were the “lucky” bests;

• The pairs of simulated solutions (A-(∆H = 1, nmax = 5)-b, A-(∆H = 1, nmax = 5)-

w), (A-(∆H = 2, nmax = 4)-b, A-(∆H = 2, nmax = 4)-w), (B-(∆H = 1, d = 3)-b,

B-(∆H = 1, d = 3)-w), and (B-(∆H = 2, d = 2)-b, B-(∆H = 2, d = 2)-w) together

with the above lucky two pairs were clustered together in an area quite close to the

origin, implying that the associated 6 experimental cases, A-(∆H = 2, nmax = 3),

B-(∆H = 1, d = 2), A-(∆H = 1, nmax = 5), A-(∆H = 2, nmax = 4), B-(∆H = 1,

d = 3), and B-(∆H = 2, d = 2), in general had good tradeoff performance.

• The two pairs of the simulated solutions (A-(∆H = 1, nmax = 4)-b, A-(∆H = 1,

nmax = 4)-w) and (B-(∆H = 2, d = 1)-b, B-(∆H = 2, d = 1)-w) were quite

disparate in the average absolute error direction. Thus the associated model cases,

A-(∆H = 1, nmax = 4) and B-(∆H = 2, d = 1) may lack robustness in ADP

solution quality.

• The pair of simulated solutions (B-(∆H = 2, d = 3)-b, B-(∆H = 2, d = 3)-w)

was far from its fellows in the hours direction, implying that the experimental case

B-(∆H = 2, d = 3) was the most time-consuming case.

The above observations are, in principle, consistent with what was obtained for

the nine cases from the previous results. For example, the good tradeoff groups defined

in Figure 3.10 and Figure 3.12 shared at least 6 of the same members; the bad tradeoff
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case B-(∆H = 2, d = 3) in computational effort was detected in both above tradeoff

figures; and the cases A-(∆H = 1, nmax = 4) and B-(∆H = 2, d = 1) that had disparate

performance between their “best” and “worst” simulated solutions in average absolute

error in Figure 3.12 also exhibit disparate results in Figure 3.11.

3.3.5 An Extensive Study on Stopping Criteria

The AVFA algorithms were mainly studied by stopping at a given number of train-

ing data points (1350), so that a comparison of the new algorithms with the fixed structure

method could be made under the similar conditions. This type of stopping rule is equiv-

alent to specifying a maximum number of sequential steps, provided the increment of

the training data set, ∆N , is fixed. (For Algorithm C the two aforementioned stopping

criteria are not equivalent.) Though somewhat naive, these stopping criteria are easy

ways to stop a sequential algorithm like Algorithms A and B.

In practice, one would desire a more generic, adaptive and automatic stopping

criterion that is applicable to any of the AVFA algorithms. Such a criterion may use a

model-performance measure, e.g., test error or R2 (R2 is the coefficient of determination

in regression analysis, and in this study it means the test R2, i.e., the R2 based on the

test data), to form a stopping parameter, denoted as Sl hereafter, that can be queried in

each sequential step l and can be given a threshold value at which the algorithm would

stop.

As was mentioned previously, due to the inherent stochasticity in a model-building

process, a model performance measure is usually random as well. Direct use of it as

a stopping criterion is inappropriate, since a stopping parameter should ideally vary

robustly and monotonically with model performance. To enhance robustness, a “moving-

band” concept was proposed, which is like a “moving average” concept from statistics.

The moving-band is defined as the difference between the maximum and the minimum
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values of a performance measure for given number of successive sequential steps within

a window moving along with the sequential steps of the algorithm. Let MB represent a

moving-band and p denote a performance measure, for sequential step l. Then a moving

band can mathematically be written as

MBl(p : r) = max {pl−r+1, ..., pl−1, pl} −min {pl−r+1, ..., pl−1, pl} , (3.10)

where r is the length of the moving window.

Based on this concept, a stopping criterion was presented as:

Sl = MBl(R
2 : r) ≤ c (3.11)

where the stopping parameter Sl relied on the model performance measure R2, and the

threshold (or error tolerance) c given beforehand. Since a model’s R2 value is always

in [0,1], this criteria has the advantage that it can easily be given with a threshold for

stopping a sequential algorithm.

Two experimental cases, namely A-(∆H = 2, nmax = 3) for Algorithm A and

B-(∆H = 1, d = 2) for Algorithm B, were arbitrarily chosen to test the newly defined

stopping criterion. The two new experimental cases with the stopping criterion were

denoted as A-(∆H = 2, nmax = 3)(R2-stop) and B-(∆H = 1, d = 2)(R2-stop), respec-

tively. While the length of the moving-band r and the threshold c were given through

trial-and-error as r = 6 and c = 0.0002, respectively, the initial conditions and the other

algorithmic parameters were kept identical to their original experimental cases. Fifty

trial runs were performed for each of the new experimental cases. The experimental

results were compared with the corresponding original experimental cases and the fixed

structure case in Figures 3.13-3.15, in which Figure 3.13 showed the boxplots of the test

errors, Figure 3.14 showed the boxplots of the numbers of the hidden nodes and the size

of training data, and Figure 3.15 showed the computational effort, for the obtained NN
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model sets. The two new experimental cases were also simulated over the test scenarios

as described in Section 3.3.4, with their “best” and “worst” model sets among the 50

runs. This yielded four simulated solutions denoted as A-(∆H = 2, nmax = 3)(R2-stop)-

b, B-(∆H = 1, d = 2)(R2-stop)-b, and A-(∆H = 2, nmax = 3)(R2-stop)-w, B-(∆H = 1,

d = 2)(R2-stop)-w. The obtained results were compared in Figure 3.16 with the simu-

lated solutions for the original experimental cases where the training data size was given

for stopping the algorithms, and with the simulated solutions for the fixed structure case.

From the results, under the given stopping threshold value and window length of the

moving-band for the defined stopping criterion, the new experimental cases by Algorithms

A and B successfully found the NN model sets that were equivalent or better than the

corresponding original cases and the fixed structure case. The detailed observations from

those results include:

• The new experimental cases were equivalent to or slightly better than their original

cases in model accuracy, especially at stage 3, as shown in Figure 3.13.

• The number of hidden nodes and the size of the training data for the new experi-

mental cases were equivalent to or larger than in their original cases, as shown in

Figure 3.14.

• The computational effort of the new experimental cases was larger than their orig-

inal cases, as shown in Figure 3.15.

The above results are reasonable, since according to the consistency theory mentioned

in Section 3.1 the new experimental cases with higher model accuracy should require

more training data and more hidden nodes, and consequently more computational effort.

The simulation results on the ADP solution quality over the test scenarios show that the

experimental cases with the new stopping criterion performed a little bit better than or

comparably to their original experimental cases and the fixed structure case.
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Figure 3.13. Boxplots of the training errors and the test errors for the NN model sets
for two experimental cases by Algorithms A and B using the new stopping criterion in
comparison with the experimental cases by Algorithms A and B using the given training
data size as the stopping criterion and the fixed structure case for future value function
approximations.
Note: In Figures 3.13-3.15, the column numbers and the corresponding experimental
cases are as follows:
1 — FS
2 — A-(∆H = 2, nmax = 3)
3 — A-(∆H = 2, nmax = 3)(R2-stop)
4 — B-(∆H = 1, d = 2)
5 — B-(∆H = 1, d = 2)(R2-stop)

The results for the threshold with three different values, namely, c = 0.0002, 0.0003

and 0.0005, were also shown in boxplots of the test errors over the 50 runs in Figure 3.17.

When c was 0.0002, the test errors, on average, were close to the fixed structure case, so

this value of c is used in the current study.

Finally, it is worth mentioning that another performance measure, namely test

error, can be used to form a similar stopping criterion. In this case, the R2 in Equation

(3.11) can be replaced by ets, with a scaling technique to make sure that the resultant

moving-band is within a reasonable range, for instance, in [0 1].
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Figure 3.14. Boxplots of the numbers of hidden nodes and the size of training data for
the NN sets for two experimental cases by Algorithms A and B using the new stopping
criterion in comparison with the experimental cases by Algorithms A and B using the
given training data size as the stopping criterion and the fixed structure case for future
value function approximations.
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Figure 3.15. Boxplots of the computational effort (seconds) for the NN sets for two exper-
imental cases by Algorithms A and B using the new stopping criterion in comparison with
the experimental cases by Algorithms A and B using the given training data size as the
stopping criterion and the fixed structure case for future value function approximations.
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Figure 3.16. Boxplots that illustrate the distributions of absolute errors for four simulated
ADP solutions by Algorithms A and B using the new stopping criterion four simulated
ADP solutions by Algorithms A and B using the given training data size as the stopping
criterion and two simulated ADP solutions by the fixed structure method.
Note: The column numbers and the corresponding simulation cases are as follows:
1 — FS-b 6 — FS-w
2 — A-(∆H = 2, nmax = 3)-b 7 — A-(∆H = 2, nmax = 3)-w
3 — A-(∆H = 2, nmax = 3)(R2-stop)-b 8 — A-(∆H = 2, nmax = 3)(R2-stop)-w
4 — B-(∆H = 1, d = 2)-b 9 — B-(∆H = 1, d = 2)-w
5 — B-(∆H = 1, d = 2)(R2-stop)-b 10 — B-(∆H = 1, d = 2)(R2-stop)-w
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Figure 3.17. Boxplots of the test errors for the NN model sets for the experimental case
by Algorithm B using the new stopping criterion with three different stopping threshold
values in comparison with the fixed structure case.
Note: The column numbers and the corresponding experimental cases are as follows:
1 — FS
2 — B-(∆H = 1, d = 2)(R2-stop), c = 0.0002
3 — B-(∆H = 1, d = 2)(R2-stop), c = 0.0003
4 — B-(∆H = 1, d = 2)(R2-stop), c = 0.0005
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3.3.6 Illustrations of Consistency Features

As all the proposed AVFA algorithms theoretically should follow a consistency

trace, in this section, some consistency features for Algorithms A and B are illustrated.

These illustrations utilize the aforementioned experiments plus some additional exper-

iments with longer runs. Each of the longer runs was stopped at the 91-st sequential

step, resulting in 4850 training data points. Longer run results were obtained for all four

“good” cases for Algorithm A and only one case (i.e., B-(∆H = 1, d = 2)) for Algorithm

B. Two cases A-(∆H = 1, nmax = 4) and A-(∆H = 2, nmax = 4) for Algorithm A

were chosen to be demonstrated, in which the former was moderate in performance while

the latter averaged the highest numbers of the hidden nodes among the experimental

cases for Algorithm A, and therefore was thought to have higher risk of deviating from

a consistency trace due to overfitting of the training data. The only case for Algorithm

B was chosen arbitrarily. For each of the chosen experimental cases, its longer run test

error history together with the “shorter” 50-run test error histories recorded from the

corresponding experiments in Section 3.3.3 were presented in Figures 3.18-20. For the

chosen case for Algorithm B the corresponding experimental results for the algorithm

using “R2-stop” were available and hence were also used in these illustrations. Figure

3.21 showed the longer run test error history for the case for Algorithm B used in Figure

3.20 and the 50-run test error histories recorded from the experiments for the related

“R2-stop” case in Section 3.3.5. The results in these figures demonstrated that for all

the selected cases, the test error histories presented trends that strongly support the as-

sumption that the new algorithms follow consistency traces. In particular, the following

observations can be made:

• The test error histories from all the longer runs for the selected three experimental

cases smoothly stretched toward the direction of increasing both hidden nodes and
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the training data, which is the same direction as a statistical consistency trace

derived in Section 3.1.2.

• The test error histories from the 50 runs of the experimental cases in Section 3.3.3

and of the experimental case in Section 3.3.5 closely followed the associated longer

run histories, implying that they have the same trend as the longer runs.

In addition, case A-(∆H = 2, nmax = 4) for Algorithm A did not present an inferior

trend compared to the other chosen cases, implying that overfitting was not an issue.

The NN model sets obtained by the longer runs of the three experimental cases

were simulated under the test scenarios used in Section 3.3.4, and the results were shown

in Figure 3.22, in comparison with the “best” simulated solutions for the chosen cases and

the fixed structure case. The absolute errors of the simulation results from the longer-run

model sets were lower than those from the “best” simulated solution among the chosen

experimental cases for Algorithms A and B and the fixed structure case. This again

indicated that Algorithms A and B were consistent: Running Algorithms A or B longer

will yield a more precise model, provided the computational requirement is affordable.
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Figure 3.18. Test errors histories of a longer run and the 50 runs for the NN model sets
for experimental case A-(∆H = 1, nmax = 4) by Algorithm A.
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Figure 3.19. Test errors histories of a longer run and the 50 runs for the NN model sets
for experimental case A-(∆H = 2, nmax = 4) by Algorithm A.
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Figure 3.20. Test errors histories of a longer run and the 50 runs for the NN model sets
for experimental case B-(∆H = 1, d = 2) by Algorithm B.
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Figure 3.21. Test errors histories of a longer run and the 50 runs for the NN model sets
for experimental case B-(∆H = 1, d = 2)(R2-stop) for Algorithm B.
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Figure 3.22. Boxplots that illustrate the distributions of absolute errors for the simulated
ADP solutions of the “best” NN model sets for experimental cases A-(∆H = 1, nmax = 4),
A-(∆H = 2, nmax = 4) and B-(∆H = 1, d = 2) in comparison with simulated ADP
solutions of their longer run NN model sets.
Note: The column numbers and the corresponding cases are as follows:
1 — A-(∆H = 1, nmax = 4)-b
2 — A-(∆H = 1, nmax = 4), one longer run
3 — A-(∆H = 2, nmax = 4)-b
4 — A-(∆H = 2, nmax = 4), one longer run
5 — B-(∆H = 1, d = 2)-b
6 — B-(∆H = 1, d = 2), one longer run
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3.3.7 Discussions on Algorithm C

Algorithm C has the same theoretical background as Algorithms A and B, and was

thought to be more adaptive than Algorithms A and B since it gradually varies both the

model complexity and the training data size. The fact that the experimental cases by

Algorithms C were clearly worse than the cases by Algorithms A and B is unclear and

needs further study. Nevertheless, Algorithm C is still considered as a potentially good

sequential algorithm. This opinion is based on a few of the clues from some additional

experiments.

To explore Algorithm C beyond the given training data size limit in Section 3.3.3,

for each of the three experimental cases of this algorithm (i.e., C-(∆H = 1), C-(∆H = 2)

and C-(∆H = 3)), an additional single run of the algorithm with “R2-stop” studied in

Section 3.3.5 was conducted with the stopping threshold c taken as 0.0002. The test

error values of the NN model sets for the inventory forecasting problem obtained from

these three runs were compared in Figure 3.23 with the corresponding 50-run results for

the three experimental cases and the fixed structure case discussed in Section 3.3.3. The

models resulting from each of the additional runs had the test error values lower than the

smallest test error values achieved by the model sets established from the corresponding

50 runs for the three experimental cases. It was observed that the single runs usually

took much longer than in their associated 50-run cases. It is hence believed that the

algorithm could do well at least in model accuracy, though it may perform very poor in

computational effort. It also implies that any attempt to improve this algorithm might

focus on a decrease of its computational times.

The consistency trend of Algorithm C is also illustrated in Figure 3.24, in which

the test error history of the additional single run and the 50-run test error histories of

the experimental case C-(∆H = 2) with respect to the number of hidden nodes, H, and
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the size of the training data, N , recorded in Section 3.3.3 were plotted. A good trend can

been seen from this figure, which verifies the assumption of consistency for Algorithm C.

The NN model sets obtained by the additional single runs of the three experimental

cases were simulated with the same test scenarios used in Section 3.3.4. For each of the

three experimental cases for Algorithm C, the best and worst NN models from the 50

runs were also simulated with the same test scenarios, yielding six simulated solutions

denoted as:

C-(∆H = 1)-b, C-(∆H = 2)-b, C-(∆H = 3)-b,

C-(∆H = 1)-w, C-(∆H = 2)-w, C-(∆H = 3)-w.

The absolute errors of all the above nine simulated solutions were shown in Figure 3.25

together with the simulated solutions for the fixed structure case. Among the three

single run simulated solutions, two, i.e., the simulated solutions of the single runs for

experimental cases C-(∆H = 1) and C-(∆H = 2), were better than the “best” simulated

solutions for the experimental cases for Algorithm C. In particular, the single run for

case C-(∆H = 2) was comparable with the simulated solutions for the fixed structure

case. This means that Algorithm C is able to do as well as Algorithms A and B in ADP

solution quality.
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Figure 3.23. Test error values and boxplots for the NN model sets for the single runs
and the three experimental cases by Algorithm C and the fixed structure case for future
value function approximations.
Note: The column numbers and the corresponding cases are as follows:
1 — FS
2 — C-(∆H = 1)
3 — C-(∆H = 1), R2-stop, one run
4 — C-(∆H = 2)
5 — C-(∆H = 2), R2-stop, one run
6 — C-(∆H = 3)
7 — C-(∆H = 3), R2-stop, one run
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Figure 3.25. Boxplots that illustrate the distributions of absolute errors for the simu-
lated ADP solutions by the three single runs and the associated experimental cases for
Algorithm C and by the fixed structure case.
Note: The column numbers and the corresponding cases are as follows:
1 — FS-b 7 — C-(∆H = 2)-w
2 — FS-w 8 — C-(∆H = 2), R2-stop, one run
3 — C-(∆H = 1)-b 9 — C-(∆H = 3)-b
4 — C-(∆H = 1)-w 10 — C-(∆H = 3)-w
5 — C-(∆H = 1), R2-stop, one run 11 — C-(∆H = 3), R2-stop, one run
6 — C-(∆H = 2)-b



CHAPTER 4

SEQUENTIAL STATE SPACE EXPLORATION (SSSE)

The adaptive value function approximation (AVFA) algorithms discussed in the

previous chapter can both adaptively identify the model structure and state space sam-

ple size for the future value function approximation of a finite horizon ADP problem,

assuming its state space region is given for each stage. Unfortunately, in most prac-

tical ADP problems the state space region is typically unknown. Though it is crucial

to the solution of an ADP problem, an appropriate specification of the state space re-

gion is not straightforward. In this chapter, a second type of sequential framework is

developed to conduct state space exploration forward through the stages, and hence

can identify the appropriate state space regions for modeling the future value functions.

This forward sequential state space exploration (SSSE) approach induces an iterative

forward-backward framework (called “SSSE framework”) for solving finite-horizon ADP

problems. By combining the SSSE and AVFA approaches in the statistical perspective,

a self-organized “learning” of an ADP solution can be realized.

4.1 Forward Exploration

As the SSSE approach is also a sequential procedure, without loss of generality, as

in Chapter 3, take l to index the sequential steps for a forward exploration process as

well. The following notation is used to describe such a process:

DFt,l, DFt+1,l — the state space sample data sets for stage t and t + 1, respectively

NFt,l, NFt+1,l — the sizes of the sample data sets for stage t and t + 1, respectively

∆NF — an increment of the size of the sample data

97
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Figure 4.1. Flowchart of a forward sequential state space exploration process.

DF∆NF,l — the subset of data corresponding to ∆NF

but+1,l — the upper bound vector of state space by a sequential step for stage t + 1

blt+1,l — the lower bound vector of state space by a sequential step for stage t + 1

BUt+1,l — the upper bound vector of state space updated for stage t + 1

BLt+1,l — the lower bound vector of state space updated for stage t + 1

nd — a sample size of decision space points per a state point

nε — a sample size of ε points per a state-decision combination

It is assumed that the state space region for the first stage is known. Given the state

space region for the current stage t, the SSSE approach propagates forward to explore the
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next stage t + 1. In this SSSE framework, the state space region is defined by the upper

and lower bound vectors in which the upper and lower bounds of each state variable are

stored, respectively. Figure 4.1 illustrates the schematic flowchart for a forward SSSE

process. In general, such a process sequentially samples the unknown state space region

for the next stage based on the known state space region of the current stage. The state

space sample points of the current stage t are gradually increased during the process.

The transition to the next stage t + 1 depends on the decision and a realization of the

random variable ε. For each sampled point in the state space of the current stage t, the

SSSE approach follows several trajectories induced by multiple decision-ε combinations.

All the obtained sets of the state points for stage t+1 are collected and used to calculate

the state space bound vectors for stage t + 1. The sequential process continues until the

bound vectors no longer change. The sequential state space sampling for the current stage

employs the space-filling, low discrepancy methods (NTMs) used in Chapter 3, for the

same reasons. Two basic sequential processes, denoted as “SSSE Process I” and “SSSE

Process II,” are considered in this dissertation, where they differ in how they obtain the

decisions to propagate forward.

4.1.1 SSSE Process I

This is an SSSE process that purely samples the decision space. The process is

described as follows:

• Start with a given initial sample data DFt,0;

• For a current sequential step l with the state space sample data DFt,l of the size

NFt,l:

1. For each of the NFt,l state space sample points in DFt,l, sample nd decision

space points;
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2. To each of the NFt,l × nd state-decision combinations, randomly assign nε ε

points;

3. Transition each of the NFt,l×nd×nε state-decision-ε combinations to get the

state space sample points for the next stage, DFt+1,l, with the size NFt+1,l =

NFt,l × nd × nε;

4. Calculate the sampled state space upper/lower bounds, but+1,l and blt+1,l, from

the state space points, DFt+1,l;

5. Update the sequentially identified upper/lower bounds, BUt+1,l and BLt+1,l,

in such a way:

(a) If in the first sequential step, i.e. l = 0, then

BUt+1,l = but+1,l and

BLt+1,l = blt+1,l;

(b) Otherwise:

BUt+1,l = max {BUt+1,l−1, but+1,l} and

BLt+1,l = max {BLt+1,l−1, blt+1,l};
6. If l > k1, where k1 is a positive integer given for stopping the process, check

whether the sequential identified upper/lower bounds are varying within cer-

tain sequential steps, i.e., whether BUt+1,l = BUt+1,l−k1 AND BLt+1,l =

BLt+1,l−k1 is true:

(a) If yes, then stop the process, output the identified upper/lower bounds;

(b) Otherwise, go to a new step by updating l and DFt+1,l as:

l = l + 1

DFt+1,l = DFt+1,l−1 + DF∆NF,l−1

There are two ways to sample the decision space for a state space point in substep 1

of SSSE Process I. The first is with a purely random sampling strategy in which the points

are obtained from a random seed, usually with a uniform distribution to provide coverage
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of the decision space. The second is with a design of experiments (DoE) technique, where

in theory any DoE technique for state space discretization mentioned in Chapters 2 can

be used. Again, NTMs are employed here.

4.1.2 SSSE Process II

Given that a future value function approximation for each stage is available, SSSE

Process II can be described as follows:

• Start with a given initial sample data DFt,0;

• For a current sequential step l with the state space sample data DFt,l of the size

NFt,l:

1. For each of the NFt,l state space sample points in DFt,l, use the proper value

function and the available future value function approximation for stage t to

get a “optimal” decision space point;

2. To each of the NFt,l state-decision combinations, randomly assign nε ε se-

quence points;

3. Transition each of the NFt,l × nε state-decision-ε combinations to get the

state space sample points for the next stage, DFt+1,l, with the size NFt+1,l =

NFt,l × nε;

4. Calculate the sampled state space upper/lower bounds, but+1,l and blt+1,l, from

the state space points, DFt+1,l;

5. Update the sequentially identified upper/lower bounds, BUt+1,l and BLt+1,l,

in such a way:

(a) If in the first sequential step, i.e. l = 0, then

BUt+1,l = but+1,l and

BLt+1,l = blt+1,l;
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(b) Otherwise:

BUt+1,l = max {BUt+1,l−1, but+1,l} and

BLt+1,l = max {BLt+1,l−1, blt+1,l};
6. If l > k2, where k2 is a positive integer given for stopping the process, check

whether the sequential identified upper/lower bounds are varying within cer-

tain sequential steps, i.e., whether BUt+1,l = BUt+1,l−k2 AND BLt+1,l =

BLt+1,l−k2 is true:

(a) If yes, then stop the process, output the identified upper/lower bounds;

(b) Otherwise, go to a new step by updating l and DFt+1,l as:

l = l + 1

DFt+1,l = DFt+1,l−1 + DF∆NF,l−1

Unlike SSSE Process I, where multiple decisions are sampled for each point in

the state space of the current stage, SSSE Process II only propagates forward with

one decision, the optimal decision. Since the ADP goal is to estimate the future value

functions, the appropriate state space region should be limited to the optimal decisions

that lead to the future value functions.

4.2 SSSE Framework

A forward-backward iterative SSSE framework is presented that employs both types

of SSSE processes together with any backward ADP solution approach. This framework

simultaneously identifies the appropriate state space regions and approximates the future

value functions using the backward ADP solution approach.

The flowchart of the proposed SSSE framework was shown in Figure 4.2. It consists

of two phases. The first phase has a single forward step and a single backward step. This

forward step moves forward stage by stage via SSSE Process I. The purpose of this

forward step is to identify an initial realistic state space region for each stage. The state
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space regions resulting from SSSE Process I should be larger than what is needed for

approximating the future value function because the decisions are randomly sampled

instead of optimized. However, a larger initial region ensures sufficient exploration of

the state space. These initial regions (bounds) are used in the subsequent backward step

to build the initial future value function approximations, which are then used in the

second phase to enable the first iteration of SSSE Process II with optimized decisions.

The second phase iterates between a forward step and a backward step. The forward

step moves forward stage by stage through implementing SSSE Process II for each stage,

which uses the available future value function approximations from the first phase or

from the previous iteration of the second phase to optimize the decisions and determine

the appropriate bounds. In each iteration, the state space bounds identified by SSSE

Process II are used to update the saved overall state space bounds and the backward

step builds new future value function approximations over these updated regions. The

two steps repeat until the bounds stabilize.

In both phases of the SSSE framework, the backward step can employ any ADP

backward solution technique, including the sequential AVFA algorithms discussed in

Chapters 3.
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Figure 4.2. Flowchart of a forward-backward iterative SSSE framework.
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Let L index the iterations in the second phase of the SSSE framework, BUFt,L and

BLFt,L represent the upper and lower bound vectors of state space identified by SSSE

Process II in a forward step for stages t = 2, . . . , T (as is mentioned, it is assumed that

the state space region is known for the first stage), BUIt,L and BLIt,L represent the saved

overall upper and lower bound vectors of the state space for stages t = 2, . . . , T . The

forward-backward iterative loop in the second phase is explained as follows:

• Start with a initial future value function approximations from the first phase;

• For a current loop iteration L:

1. Conduct a forward step to get the state space bounds, BUFt,L and BLFt,L,

identified by SSSE Process II for stages t = 2, . . . , T ;

2. Update the saved overall state space bounds BUIt,L and BLIt,L in such a way:

(a) If in the first loop ietartion, i.e. L = 1, then

BUIt,L = BUFt,L and

BLIt,L = BLFt,L for stages t = 2, . . . , T ;

(b) Otherwise:

BUIt,L = max {BUIt,L−1, BUFt,L} and

BLIt,L = max {BLIt,L−1, BLFt,L} for stages t = 2, . . . , T ;

3. Conducted a backward step to build the future value function approximations

under the saved overall bounds for stages t = 1, . . . , T with an ADP backward

solution technique;

4. If L > k3, where k3 is a positive integer given for breaking the loop, check

whether the saved overall bounds are varying within certain iterations, i.e.,

whether BUIt,L = BUIt,L−k3 AND BLIt,L = BLIt,L−k3 is true, ∀t = 2, . . . , T :

(a) If yes, then break the loop, output the saved overall bounds and the

associated future value function approximation models;

(b) Otherwise, go to a new loop iteration with L = L + 1
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This framework combines the statistical and machine learning perspectives in the

following aspects:

• The pure sampling of the decision space by SSSE Process I in the forward step in

the first phase is similar to the sampling of the decision space in machine learning

based ADP approaches.

• The backward step in both phases conducts a statistical perspective based ADP

solution.

• The second phase iterates to refine the knowledge of the unknown state and decision

spaces, like a machine learning perspective, but additionally takes advantage of the

optimization and modeling used by a statistical perspective in order to converge

faster.

More importantly, this framework can learn a finite-horizon ADP solution more efficiently

than a pure machine learning based approach and with more self-organization ability

than a pure statistical perspective based approach. It should be noted here that the

existing machine learning based methods are actually intended for infinite-horizon ADP

and cannot easily handle a finite-horizon problem (Bart and Sutton 1998 [6]).

4.3 SSSE-AVFA Applied to an Inventory Forecasting Problem

The SSSE framework can employ the AVFA algorithms in the backward step. The

combination of SSSE and AVFA framework yields a fully sequential and self-organized

framework for ADP. In this section, the combined SSSE-AVFA algorithm is applied to

solve the same nine-dimensional inventory forecasting problem as described in Chapter

3, where the state space region for the first stage was kept the same as in Chapter 3,

while the state space regions for the second and third stages were determined by the

SSSE framework.
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4.3.1 Implementation Strategies

The backward steps in both phases of the SSSE framework were realized by Al-

gorithm B with its algorithmic parameters taken the same as in experimental case “B-

(∆H = 1, d = 2)” and its initial conditions taken the same as in Chapter 3, i.e., an incre-

ment of design points of 50 (i.e., ∆N = 50), 100 initial training data points (N0 = 100)

and 2 initial hidden nodes (H0 = 2) for each NN model. The stopping criterion for

Algorithm B was “R2-stop” with the threshold c taken as 0.0002. All these settings were

shown to be reasonable in Chapter 3.

For the forward steps of both phases, both SSSE Processes I and II began with

100 initial sample points (NFt,0 = 100), incremented by 50 state space sample points

(∆NF = 50), and sampled 50 ε points for each state-decision combination (nε = 50).

In addition, for SSSE Process I in the forward step of the first phase, 50 decision space

points were sampled for each state space point (nd = 50). The above settings for SSSE

Processes I or II in the forward step were taken to be complementary to the settings of

the AVFA algorithm in the backward step.

The sequential processes in the forward and backward steps shared the same nine-

dimensional Sobol′ sequence that was used in Chapter 3 for sequentially obtaining the

training data from the state space. It should be noted that although the exact same

experimental design sequence is used, the actual points in the state space will vary with

the identified state space bounds. The test data required in the selected AVFA algorithm

were taken from the 2000 Hammersley sequence points, again, as in Chapter 3, but now

scaled using the bounds identified by the SSSE approach.

All the ε points required by both SSSE Processes I and II in the framework were

sequentially sampled based on the same ε realizations used to simulate the ADP solution

in Chapter 3.
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SSSE Process I in the forward step of the first phase utilized a three-dimensional

Sobol′ sequence with a large enough size to sequentially sample the decision space. As

there are two constraints for the decision space for the chosen ADP problem, each sampled

decision space point must be checked for feasibility under the given constraints. For

the inventory forecasting problem, the two constraints have the form, ui
t + uj

t ≤ Ck,

where i = 1, 2, j = 2, 3, i 6= j and Ck, k = 1, 2 are two positive constants, A “mirror” or

“reflection” method was used to treat a point that violated a constraint. In addition, there

are nonnegativity constraints u1
t ≥ 0 and u2

t ≥ 0. Let us take one constraint, u1
t +u2

t ≤ C1

for instance to explain this method. This constraint requires that the decision produced

must fall in the triangle area formed with the two axes and the line by u1
t + u2

t = C1

in the u1
t -vs.-u2

t coordinate space. On the other hand, the decision points yielded from

the Sobol′ sequence would spread to the entire square area formed by the two axes and

the lines u1
t = C1 and u2

t = C1. Consequently, all the decision points on the upper right

triangle of the square would violate the constraint. The “mirror” or “reflection” method

maps an infeasible point into the feasible region by “reflecting” the point across the

violated constraint. For this inventory forecasting problem, this maintains the “space-

filling” feature of the Sobol′ sequence in the feasible region. Other options for handling

infeasible designed decisions include simply ignoring them or projecting them onto the

boundary of the constrained area. An example of a more complex method for handling

infeasible designed decisions is given by Pilla et al. (2008)[62]. The appropriate choice

will always be application-specific.

For both SSSE Processes I and II, if bounds did not change in 5 sequential steps

(i.e. k1 = k2 = 5), then the process stopped. For the forward-backward loop in the

second phase, if the overall bounds did not change in 3 loop iterations (k3 = 3), then the

loop was broken, and the entire algorithm ends.
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4.3.2 Experimental Results and Discussions

The experiments were conducted with the same computational setup used in Chap-

ter 3. The combined SSSE-AVFA algorithm successfully completed after 15 loop itera-

tions.

4.3.2.1 Observations on Bound Search

Among the nine state variables (i.e., I
(1)
t , I

(2)
t , I

(3)
t , D

(1)
t,t , D

(2)
t,t , D

(3)
t,t , D

(1)
t,t+1, D

(2)
t,t+1,

D
(3)
t,t+1), the lower bounds for the six demand forecast variables were known to have lower

bounds of zero. Hence the SSSE approach was used to identify upper bounds for all nine

and lower bounds for only the three inventory variables (I
(1)
t , I

(2)
t , I

(3)
t ). The evolving

histories of the state space bounds identified by SSSE Process I in the forward step of

the first phase are shown in Figure 4.3. An example realization of SSSE Process II in

the forward step of the second phase is shown in Figure 4.4. It can be seen from Figure

4.3 that SSSE Process I stabilized in 17 sequential steps for stage 2 and 18 sequential

steps for stage 3. In particular, the upper bounds for the five state variables I
(1)
t , I

(3)
t ,

D
(1)
t,t+1, D

(2)
t,t+1, D

(3)
t,t+1 in both stage 2 and stage 3 stabilize in one sequential step. The

example case of SSSE Process II shown in Figure 4.4 was from the 10th loop iteration,

which stabilized in 27 sequential steps for both stage 2 and stage 3. The SSSE Process

II bounds identified by all fifteen forward steps are shown in Figure 4.5. Some additional

observations on the bounds can be made from this figure:

• For the first three state variables, I
(1)
t , I

(2)
t , I

(3)
t , all had quite unstable lower bounds

for both stage 2 and stage 3, indicating more variability on the lower end of the

distribution, while I
(1)
t had little variability for stage 2 and instability for stage 3,

I
(2)
t had little variability, and I

(3)
t had unstable upper bounds.

• The three state variables, D
(1)
t,t , D

(2)
t,t , D

(3)
t,t , had unstable upper bounds.
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• The three state variables, D
(1)
t,t+1, D

(2)
t,t+1, and D

(3)
t,t+1, had little variability in their

upper bounds.

Evolving histories of the saved overall state space bounds from the second phase

of the SSSE framework are shown in Figure 4.6, on which the bounds identified from

the first phase of the framework and the bounds used in Chapter 3 are also shown. The

results demonstrated that the framework could find the unknown bounds as expected.

The following can be observed from Figure 4.6:

• As expected, the bounds obtained through SSSE Process I in the forward step

of the first phase in general produced larger regions than what were needed for

approximating the future value functions. This was true in particular for the first

three state variables I
(1)
t , I

(2)
t , I

(3)
t . (For the other six state variables the SSSE

framework found the bounds that were almost the same as those from the first

phase.)

• The state space regions identified by the SSSE framework turned out to be larger

than those used in Chapter 3. This implies that the appropriate regions of the

state space for modeling the future value functions should be larger than what was

assumed before.

4.3.2.2 Discussions on NN Models

The experimental run of the SSSE framework resulted in a sequence of sixteen sets

of NN models, each of which includes two models used to approximate the future value

functions for stage 2 and stage 3. With different state space bounds from the different

backward steps, these NN model sets obtained from the associated backward steps were

also tested with different test sets, though the test sets were generated using the same

set of Hammersley sequence points. It is therefore hard to compare their performance in
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terms of test error. However, if the test errors show an overall decrease over the course

of the SSSE-AVFA algorithm, then this demonstrates the improvement in the future

value approximations achieved by proper identification of the state space regions. Three

typical model sets were selected for this purpose. The first one was the model set from

the first phase where the bounds were very preliminary and the model set should be

rough. The second was the model set from the first loop iteration of the second phase

where the framework started to use optimal decisions to search the bounds, and thus the

model sets should become better compared to the one from the first phase. The third

was the one from the final loop iteration of the second phase, i.e.,the final output model

set upon completion of the SSSE-AVFA algorithm. The three model sets are denoted as

“Model-0”, “Model-1” and “Model-15”, respectively. The test error values attained by

the three model sets over the associated test sets are presented in Figure 4.7. It can be

seen in the figure that Model-1 had lower test error than Model-0, and Model-15 had

lower test error than Model-1. Hence, the SSSE framework appears to be successful.

As was already mentioned, the regions of the state space used in Chapter 3 were

quite different with the ones identified by the SSSE framework. Assuming that the state

space regions obtained by the SSSE framework are more appropriate for the problem, an

additional experiment was conducted to study how the NN models based on the state

space regions from Chapter 3 would perform over the more appropriate SSSE-identified

regions. The 50 NN model sets from the fixed structure experimental case in Chapter

3 were utilized to predict the test set used by the SSSE framework in building the final

output model set. This added experimental case is denote as “FS-add” in correspondence

with the original fixed structure case “FS” discussed in Chapter 3. The boxplot of the 50

test errors for the added experimental case were plotted in Figure 4.8 together with the

boxplot of the 50 test errors for the original fixed structure case obtained in Chapter 3

and the test error values of the three selected NN model sets from Figure 4.7. Although
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the original fixed structure case performed well over its test set with the “older” bounds,

its 50 NN model sets had extremely poor accuracy in predicting the test set with the

bounds identified by the SSSE framework. This is not a surprise since the original fixed

structure is only valid over the “older” bounds, and prediction at any point outside

these bounds is extrapolation — a phenomenon that is avoided in statistical modeling.

However, assuming that the SSSE-identified bounds are more appropriate, the evolution

of the inventory forecasting system could access points anywhere within these bounds.

Consequently, if a model set was built under inexact bounds, it might perform very

poorly and lead to a poor ADP solution. By contrast, the three model sets identified

during the execution of the SSSE-AVFA algorithm had comparable test error values

being compatible to the original fixed structure case. Hence, the SSSE framework, with

its adaptive and automatic identification of the state space regions of the ADP problem,

effectively avoided extrapolation caused by models constructed over inexact bounds.
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Figure 4.3. Evolving histories of the bounds of state space from SSSE Process I in the
forward step of the first phase of the SSSE framework for the nine-dimensional inventory
forecasting problem.
Notes: In Figures 6.2, 6.3 and 6.5, the subplots and the corresponding state variables are
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(3)
t,t+1;
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Figure 4.4. An example case for evolving histories of the bounds of state space from
SSSE Process II in the forward step of the second phase of the SSSE framework for the
nine-dimensional inventory forecasting problem.
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Figure 4.6. Evolving histories of the overall state space bounds by the second phase of
the SSSE framework for the nine-dimensional inventory forecasting problem.
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CHAPTER 5

SUMMARY AND FUTURE WORK

This dissertation developed novel methodology for solving approximate dynamic

programming (ADP) problems based on a statistical perspective. A sequential concept

was first presented based on some theoretical results from nonparametric statistical in-

ference and consistent estimation. This concept was used to develop an adaptive value

function approximation (AVFA) framework, from which three AVFA algorithms were

proposed that can sequentially and adaptively approximate the future value functions of

an ADP problem. A second kind of sequential concept was then presented for a sequential

state space exploration (SSSE) framework that seeks to identify the appropriate state

space regions over which to model the future value functions. Two basic SSSE processes

were proposed that, combined with a backward ADP solution technique, produced an

iterative forward-backward framework. The SSSE framework can solve a finite-horizon

ADP problem with an unknown state space region, and can be fully sequential and

self-organized when combined with an AVFA algorithm.

Section 1 of Chapter 3 first described the theoretical background and motivation

for the new AVFA approach. Statistical consistency traces in terms of test errors were

derived from the characteristics possessed by nonparametric inference and the definition

of consistent estimation. Neural networks were introduced as a kind of nonparametric

model, one of the two critical components needed to support the AVFA framework. The

other critical support component of AVFA, is sequential experimental design techniques,

for which number-theoretic methods (NTMs) were selected. The basic framework of the

AVFA approach was outlined in the end of the section.
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Given that one-hidden layer feed-forward neural networks were employed for non-

parametric statistical modeling and that NTM low-discrepancy sequences were used to

obtain sequential data from a continuous state space, Section 2 of Chapter 3 proposed

three AVFA algorithms:

• Algorithm A was in a very intuitive way to follow a consistency trace, in which

the training data were set to increase with an given increment for each sequential

step, and in each step a successive model-search process was performed to find an

optimal model under that given data.

• Algorithm B was an improvement over Algorithm A, which introduced a stopping

mechanism for the successive model-search process to reduce computation.

• Algorithm C conducted alternate successive model-search and data-search pro-

cesses to more naturally follow a consistency trace.

In Section 3 of Chapter 3, the proposed three AVFA algorithms were examined

using a nine-dimensional stochastic inventory forecasting problem. Among the three new

algorithms, Algorithms A and B were shown to outperform the existing fixed-structure

based methods:

• Proper model structure and sample size were adaptively identified.

• The automated adaptiveness of the AVFA approach avoided unnecessary and uncer-

tain computation usually needed by a blind trial-and-error process for determining

model structure or sample size.

The performance of Algorithm C was discussed at the end of the section, where some ad-

ditional experimental results indicated that the algorithm still has promise, but requires

further study.

Chapter 4 first proposed two basic SSSE processes, SSSE Processes I and II, among

which the former propagates the states via a sample of decisions while the latter propa-

gates the states via optimal decisions. A SSSE framework was then proposed by combin-
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ing the two basic processes with a backward solution ADP technique. The SSSE frame-

work consisted of two phases, where the first phase is used to obtain initial state space

regions and initial future value function approximations, and the second phase iteratively

updates the state space regions and the associated future value function approximations.

In both phases, a SSSE process was used to search the state spaces forward through the

stages, and a backward ADP solution technique was used to build the future value func-

tion approximation for each stage under the latest saved state space region. Finally, the

SSSE framework was combined with the AVFA algorithm to solve the nine-dimensional

inventory forecasting problem.

There are several directions for further work based on the AVFA and SSSE sequen-

tial approaches:

• To Improve the Three AVFA Algorithms: For the three new AVFA algo-

rithms, Algorithms A and B can be studied more to fine tune their parameters,

and obviously much work must be done for Algorithm C. One initially foreseeable

strategy to improve Algorithm C is to add more parameters to adaptively adjust

one or both of the data-search and models-search processes.

• To Improve the SSSE Framework: The presented results on the SSSE frame-

work are preliminary. Hence, the following work is planned:

– A comprehensive study on sequential parameters: This study will focus

on finding the optimal control parameters, in particular for the forward steps.

– A study on better update rules for the state variable bounds: The

current framework used the update rule that can be stated in brief as “always

keep the higher/lower value for the upper/lower bound of a state variable.”

This rule is sensitive to outliers. To reduce this risk, a percentile concept is

considered to replace the current update rule. According to this concept, a

percentile value will be taken to update the bounds of a state variable.
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• To Study Other Candidates for Nonparametric Modeling: All the mod-

eling methods mentioned in Chapter 2, namely, multivariate adaptive regression

splines (MARS), support vector machines, radial basis functions, and classification

and regression trees (CART), can be properly treated as nonparametric models,

and hence can in theory replace the NN models in our current AVFA algorithms.

A comparison study on these techniques with the existing NN models should be

conducted.

• To Extend the New Approach to More Complicated ADP Problems: A

potential real application of the AVFA and SSSE approaches is the large-scale ADP

problem from a research project (GOALI: Statistically Parsimonious Adaptive Dy-

namic Programming for Minimizing the Environmental Impact of Airport Deicing

Activities) funded by the National Science Foundation and led by my supervising

professor, Dr. Victoria Chen.
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