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ABSTRACT

SERVICE DISCOVERY BY AUTOMATED

STRUCTURAL AND SEMANTIC

MATCHING

Publication No. ______

Alan Walker, MSCS

The University of Texas at Arlington, 2005

Supervising Professor:  Mohan Kumar

Pervasive computing systems need to locate and use services dynamically.  

Current models of service location and interaction rely on a fixed contract, or service 

description, located by name and/or a combination of keywords.  This implies a priori 

agreement on the service description, leading to fragility and the inability for systems to 

interoperate unless they were built to match an existing standard.

This thesis implements a technique for relaxing the fixed contract assumption, 

so that the nearest match amongst a set of services can be located.  The system takes 

into account structural, data type and naming differences.  The naming differences are 

handled by using an ontology, so that the program maps similar concepts.  The search 
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algorithm lays out a series of steps that could be used to form an adapter, in the cases 

where a match is close enough to be automatically resolved.  Creation of these adapters, 

such as a set of XSLT transforms, is left as future work.

Several researchers have proposed techniques for service integration and 

flexible composition, but there is a paucity of computational results in the literature.  

This work proposes a semantic matching algorithm and reports on the performance and 

accuracy, using a set of services created by a number of different programmers.  The 

various types of incompatibilities that cannot be resolved automatically are 

characterized and this thesis concludes with a discussion of future work, as well as 

listing the incompatibilities that cannot be bridged programmatically.
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CHAPTER 1

INTRODUCTION

1.1 Perfect Integration

In George Lucas’ epic Star Wars [Lucas 79?], there is a scene where the heroes 

are trapped in a garbage compactor on the Death Star.  R2D2 plugs itself into a wall 

socket on the Death Star and, in less than a minute, manages to display the plans of the 

Death Star, determine from the sensors that the heroes are in the trash compactor and 

shut down the ram that is about to crush them.

How could this be possible?  Interoperability of disparate technologies, created 

on separate planets by civilizations that are at war with each other?  Well, anything is 

possible in Hollywood.

However, integration issues are a reality for pervasive computing and, more 

generally, distributed computing systems.  Clients need to locate services and 

interoperate with these services.  Systems cannot necessarily rely on common standards 

and the need to interoperate with different versions of standards, possibly created by 

competing standards bodies is real.

The current research in the field is focusing on techniques to relax many of the 

constraints in distributed systems.  Self-describing objects and data formats, using Java 

Jini or XML, relax the need for exact agreement on data formats.  Other researchers 

have proposed using ontologies to make service lookup more flexible.
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This thesis explores one aspect of automatic integration, the semantic 

integration of services by comparing the structure of services in the catalog.  This 

comparison takes into account the following types of differences:

• Structural differences, such as ordering and placement of fields.

• Data types and conversions among them.

• Semantic differences in field names, using linguistic knowledge.

1.2 Contributions

Many researchers have proposed techniques for semantic integration of services, 

yet we were unable to find computational results in the literature.  The thesis reports on 

the response time, as well as the accuracy of the matching techniques.

It is clear that automated matching and integration is in its infancy, as there are a 

number of incompatibilities that cannot be bridged automatically.  Using the services 

provided by a number of programmers, this work compares these incompatibilities to 

the semantic integration challenges described in the literature.  Further, it reports on 

what can be reasonably done with today’s technology, what might be achievable in the 

future and what types of incompatibilities are unlikely to be resolved programmatically.

Many of the integration problems may be resolved through service composition.  

For example, if the client asks for zip code and the server can only supply a GPS 

location, another service might be integrated to derive the zip code from the 

coordinates.  This thesis concludes with a list of fundamental services that will be 

required for integration in pervasive environments.
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1.3 Overview of this Thesis

Chapter 2 describes the background work in pervasive and distributed 

computing, covering naming and trading services, as well as recent research on 

distributed service discovery.

Chapter 3 describes the components of the matching algorithm, which is the 

core of this thesis work.  The key steps of the algorithm are described and there is a 

discussion of modules that may be reused within the Pico project.

Chapter 4 summarizes the performance of the algorithm, in terms of accuracy 

and speed.  The algorithms matching performance is compared to that of humans 

performing the same task and we show that the results correlate well with the rankings 

chosen by human experts.  This section also examines the semantic gaps that could not 

be bridged and proposes a classification and roadmap for further research.

Chapter 5 is the conclusion and a description of future work that could build 

upon this foundation.

Appendix 1 is the document sent to a number of my colleagues, in which I 

invited them to contribute services to a directory.  The goal was for them to create 

service definitions in a variety of domains, without communicating amongst themselves 

to create common standards.

Appendix 2 contains some of the service definitions that were created to test this 

thesis work.  Several different programmers contributed to the service catalog and this 

variety led to the semantic gaps.
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CHAPTER 2

RELATED WORK

2.1 Introduction

The chapter explores existing techniques for service discovery in distributed 

systems.  There are many protocols available, yet they share a fundamental shortcoming 

in that the service definition must be known a priori.  More recently, researchers have 

begun working on the problem of semantic matching, through the use of ontologies and 

other techniques.  Several recent papers are reviewed and their algorithms described. 

2.2 Service Discovery

Distributed systems need to locate services before they can be used.  The 

canonical approach is to use a Naming or Directory Service [Tannenbaum & van Steen 

2002].  When the server creates a service, it registers the name of the service with a 

centralized naming server.  

Perhaps the most commonly used and most widely known service lookup is the 

Domain Name System (DNS), which translates hostnames and domain names into a 

physical IP address.  For example, the name www.apache.org is translated to the IP 

address 209.237.227.195.  DNS is a hierarchical system, with a root DNS server, where 

servers at various levels can cache recent lookups.
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Figure 1 - Canonical Service Lookup

This simple approach to service discovery has several limitations:

• The directory server can be a bottle-neck, both in terms of scalability 

and fault-tolerance. 

• Services must be found by exact matching of the name.  They must also 

have identical semantics, or they cannot interoperate.

There has been a great deal of research on the scalability and fault-tolerance 

problem.  These problems are encountered in peer-to-peer systems, such as file-sharing 

services.  We will briefly cover some of this research later in this section.

This thesis work addresses the second problem, of exact matching of names and 

service semantics.  We will review relevant work in this area, describe a new algorithm 

(Query By Example) and show results.
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2.3 Discovery Protocols

Several low-level protocols currently exist for service discovery, such as the 

Universal Plug and Play Protocol [http://www.upnp.org] and Jini [Waldo 2001].  The 

former is concerned with discovery and configuration of hardware, the latter is a service 

discovery protocol.  These protocols rely heavily on standardization and require a 

predetermined set of functions, agreed upon a priori.  Standardization can only go so 

far, as we cannot anticipate all future needs [Berners-Lee et al 2001].

The JavaSpaces service [Waldo 2001] is an implementation of a tuple space, as 

proposed by Gelernter for the Linda parallel system [Gelernter 1985].  The tuple space 

contains typed objects, with simple primitives to read, write, take and notify.  This 

provides decoupling of the client and server, so that they can flexibly enter and leave 

the processing community.

Figure 2 – Java Spaces

Worker

Worker

Worker

Client

Client

Java

Spaces

Service
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2.4 Trading Services

One approach to adding flexibility is to create a more flexible naming system.  

Naming services, such as DNS and the CORBA Naming Service, rely on a hierarchical 

approach to naming and locating services.

The following diagram shows one way to organize resources hierarchically on a 

Local Area Network (LAN).  The programmer specifies the path to the resource, much 

like the hierarchical names in the Unix file system.  The downside is that the there are 

multiple ways to organize the hierarchy and there is no simple way to query all devices 

of a given type or characteristic.

Figure 3 - Hierarchical Naming Tree

In a trading service, such as the CORBA Trading Service [Slama et al. 99] and 

the Jini Naming Service [Waldo 2001], the server can associate any number of 

LANResources

PrintersStorage

ColorPrinters BWPrinters

3rdFloorColor 4thFloorColor
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attributes with a service and the client can specify the characteristics of the service 

they’re looking for.  The trading service then returns a list of matching services.

As an example, the server could create and export a printer service with 

characteristics such as location, color vs. black-and-white, stapling / collation features, 

etc.  The client can then query the trading service to locate the most suitable printer 

service.  A flexible query language allows the client to specify the desired 

characteristics, such as:

(location == ‘first floor’ and pagesPerMinute > 10)

However, the service definition must match exactly, or the client cannot use the 

service.  This rigidity implies that the author’s of the client and server software must 

agree a priori on the service definition.  Binary transport mechanisms, such as 

CORBA’s Internet Inter-ORB Protocol (IIOP), are not self-describing and a mismatch 

of service definitions can result in a marshalling exception or even a core dump.

Jini & Java take a partial approach to solving this rigidity problem.  Java objects 

feature reflection, so that a program can dynamically load an object, from a class file or 

across the network, and determine at runtime what the interfaces are.  It can then make 

dynamic calls on the object.  This still leaves the problem of matching the requested 

service to the available services.  The reflection capabilities cannot determine that “car” 

is a type of “vehicle” or use other semantic information to find and assemble services.
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More recently, these service catalogs have fallen out of favor.  The official 

CORBA 3 programming manual [Siegel 2000] from the Object Management Group 

(OMG) doesn’t even describe the Trading Service, which was featured in previous 

editions.  The idea of a Universal Business Registry (UBR) for UDDI has been less than 

successful, in [Chappell 2002] the author sums up the low adoptions of UDDI with, 

“There are literally dozens of corporations registered with the UBR worldwide!”.

“The myth of self-organizing systems that automatically choose business 

partners and integrate on the fly is one that has been around for a while.  

Similar motivations were behind the CORBA Trading Service.  The truth is that 

integration is an up-front design decision that is made by management and 

executed by developers; it’s not something that software can do effectively at 

this point.  The level of artificial intelligence required to make the heuristic 

decisions involved in choosing new business partners and integrating with 

foreign systems simply doesn’t exist yet.”

Richard Monson-Haefel, [Monson2004], p167

This thesis work takes a step in the direction of on-the-fly integration, by 

handling semantic differences that may not have been known to the programmer(s) at 

the time of service definition.
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2.5 Microsoft’s Component Object Model

Microsoft’s Component Object Model (COM) grew out of their pluggable 

component architecture in Windows, known as Object Linking and Embedding (OLE).  

This was then extended to a distributed model, DCOM, that allows discovery and 

interaction with objects across the network [Syzperski 1998].

Recognizing the problems with semantic conflict and evolving standards, 

DCOM takes the following approach to avoid the problems:

• Separation of object identity and interface.  Each object must support the 

IUnknown interface, which is used by the system to control the object’s 

lifecycle.

• Immutable interfaces, with a 128-bit globally unique identifier (GUID) 

to identify them.  This means that an interface can never change.

Figure 4 – DCOM Object

IUnknown

IOleObject

IDataObject

IPersistentStorage

IOleDocument
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An interface may have a readable name, such as IUnknown, but its real name is 

IID 00000000-0000-0000-C000-000000000046.

Thus, interface evolution is supported by creating a new interface to existing 

objects, leaving the previous interface(s) in place.  This avoids the fragility of interface 

evolution by simply disallowing changes to existing interfaces.  COM and DCOM have 

been commercially successful and a large number of third-party companies sell 

components that plug into Microsoft’s systems, such as VBX components for Visual 

Basic.

Pluggable components, used in tools such as Visual Basic, are required to 

support discovery of their interface at run time.  Therefore, components supporting 

these interfaces can be dynamically integrated into an IDE.  This dynamic discovery 

would also provide a facility in a future pervasive environment for dynamic discovery 

and integration.

Like Java’s reflection capability, the dynamic discovery removes the fragility 

but does not help close semantic gaps.  This thesis work could be extended to DCOM 

interfaces, by mapping their services into a common format and using the matching 

algorithm (Query By Example) described in the next section.

2.6 Semantic Conflicts

Ceri and Widom [Ceri & Widom 1993] address the problem of consistency 

across semantically heterogeneous multi-database environments.  Any large company or 

entity will have multiple databases that model overlapping portions of the real world.  
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Each of these databases may model the same real world entities in different ways, 

leading to semantic heterogeneity.  In their paper, the authors identify four categories of 

semantic conflicts that poses integration challenges:

• Naming, such as synonyms.

• Domain, such as currencies or measurement units.

• Structural

• Metadata and types

Ceri & Widom’s work uses a set of declarative consistency requirements, along 

with a formal model that creates production rules for an active database.  Most 

relational databases have an active component today, in the form of triggers.  The 

persistent queues are used to execute transactions against the remote system.  Their 

framework does not require the use of distributed transactions across multiple 

databases, but could use this to produce tighter consistency.

The example cited in the paper is two databases from ENEL, the Energy 

Department of Italy.  The first database covers the design and maintenance of the 

regional power network for Milan.  The second database is the national level monitoring 

of the power network for all of Italy.  Their paper covers the derivation of production 

rules in great detail, including proofs of correctness.  However, they present no 

computational results and also leave discovery of the semantic conflicts to the 

programmer that writes the consistency rules.  Their work is often cited in the database 

and pervasive computing literature for identifying and categorizing semantic conflicts, 

and it predates any automated matching attempts by almost ten years.
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This thesis extends Ceri & Widom’s work by testing an ontology and search 

techniques for automated mapping of semantic differences.  Additionally, we propose a 

taxonomy of semantic differences based on potential solution techniques, as opposed to 

cause.

2.7 Resource Description Framework (RDF)

The goal of the Resource Description Framework (RDF) is a language for 

describing resources on the World Wide Web in a machine readable format.  This 

metadata will allow computers to reason about the applicability of information on the 

internet.

Everything in RDF is identified using a Uniform Resource Identifier (URI), 

which points to an XML definition of the resource.  These can be nested, so that 

properties can have their own descriptions.  The following XML fragment is the RDF 

definition for a person [Miller 2005]
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<?xml version="1.0"?>

<rdf:RDF xmlns:rdf=http://www.w3.org/1999/02/22-rdf-syntax-ns#

xmlns:contact="http://www.w3.org/2000/10/swap/pim/contact#">

<contact:Person rdf:about="http://www.w3.org/People/EM/contact#me">

<contact:fullName>Eric Miller</contact:fullName>

<contact:mailbox rdf:resource="mailto:em@w3.org"/>

<contact:personalTitle>Dr.</contact:personalTitle> 

</contact:Person>

</rdf:RDF>

Figure 5 – RDF Example

RDF then allows the creation of statements about resources.  These statements 

are triplets, containing <subject, predicate, object>.  For example, the following three 

items specify the author of a particular web page.

• Subject http://www.example.org/index.html 

• Predicate http://purl.org/dc/elements/1.1/creator 

• Object http://www.example.org/staffid/85740

Beyond simple statements, RDF also provides the mechanism to specify more 

complex relationships.  Collections are available, such as Bag, Sequence and 

Alternatives.  The Bag is an unordered group, allowing duplicates.  A Sequence means 

the ordering is significant.  The Alternatives structure is a list, specifying that only one 

value is allowed, such as choosing from a set of colors.
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RDF is an enabling technology for distributed systems – it is a language for 

describing resources, but not a computational mechanism to use them.  It may be used 

to extend search engines, to allow for topic specific searches.  The relationship with this 

thesis is that RDF is a basic for specifying Ontologies and could be used for domain 

specific ontologies the information that WordNet provides.

2.8 DARPA Agent Markup Language

The DARPA Agent Markup Language (DAML), http://www.daml.org, is an 

XML based language that extends the Resource Description Framework (RDF), to 

describe the relationships between objects via schemas ontologies.  This markup 

information is designed to be machine readable and provide a basis for inference and 

automated reasoning about information on the World Wide Web.  Automated systems 

will be able to use DAML to process information schemas and reason about them, using 

first-order logic.  A simple example might be understanding a categorical syllogism 

when searching for data:

(motherOf  subProperty  ParentOf)

(Mary  motherOf  Bill)

therefore ==> (Mary  parentOf  Bill)

Figure 6 – DAML Reasoning



16

The DAML ontology allows for the specification of classes, with attributes and 

relationships.  The relationship may be compositional, specialization (sub-type), as well 

as antonyms and disjoint relationships.  The following XML fragment illustrates some 

of these concepts:

<rdfs:Class rdf:ID="Female">

<rdfs:subClassOf rdf:resource="#Animal"/>

<daml:disjointWith rdf:resource="#Male"/>

</rdfs:Class>

Figure 7 – DAML Class Specification

DAML does not necessarily eliminate semantic conflicts when attempting to 

locate, use or compose services.  Scanning through some of the ontologies on their web 

site reveals semantic conflicts.  For example, the IATA airport ontology 

(http://www.daml.org/2001/10/html/airport-ont) uses “Airport”, with attributes of 

“name”, “iataCode” and “icaoCode”.  There is another ontology listed on the same 

website, http://www.daml.org/ontologies/137, with class “AirportCode” and attributes 

“city”, “state”, “airport”.  The usage of the term “airport” is not consistent between the 

two ontologies and it would be difficult to achieve interoperability between applications 

if each were coded to a different definition.

DAML+OIL allows for the creation of specialized ontologies, which could be 

used for service location and composition.  This thesis work attempts to bridge 

descriptions using a general-purpose ontology, WordNet.
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2.9 Semantic Driven Operability

O’Sullivan and Lewis [O’Sullivan 03] outline the potential role for semantic 

techniques in service discovery and matching.  They recognize that the proliferation of 

embedded systems means that we cannot rely on shared, a-priori standards for 

interoperability.  There is an explosion in the number and type of organizations setting 

standards that would be needed for seamless operability of pervasive computing 

systems.  Combined with this, there are a number of standards bodies working on 

service definitions, with specific standards for service composition, such as BPEL4WS, 

WSFL and BPML.  These commercial standards tend to be a compromise between the 

interests of commercial entities on the committees, and they often lack clear semantics 

that could be used for service discovery and composition [Van der Aalst 2003].  The 

authors propose dynamic interoperability based on ontologies.  Actual implementation

is left as future work.

The authors identify the challenges of pervasive computing and propose that all 

components interoperate through services.  This idea ”reduces” the interoperability 

problem to one of ad-hoc service composition.  They propose a roadmap for the 

evolution of human roles in service composition:

• Near Term.  Service users have a limited set of existing, pre-defined 

services available to them, with very limited auto-adaptation.  Service 

composition is done by humans that are skilled in understanding 

semantics of services and who use service composition tools.
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• Medium Term.  Service users are served by dynamic services.  Service 

composition bifurcates into two groups.  The first group is skilled at 

optimizing service compositions, the second group hand-constructs 

services to handle more difficult problems.  Atomic service developers 

are now using ontological tools in their design process.

• Long Term.  The pervasive computing environment understands the 

users intentions, in concert with learned preferences.  Service 

composition is largely automatic.  Atomic service developers focus on 

the development of domain-specific functionality, with development 

tools that automate much of the semantic service definitions.

The prototype service interoperability gateway is based on XML Topic Maps 

and bridges the service requested to on of the services in the catalog.  

The authors state that their approach “holds promise” and do not present 

computational results.  This is indicative of the current state of research.  The work 

presented in this thesis uses WordNet for the ontology and presents computational 

results.  Further, we analyze the semantic and structural gaps that our automate 

techniques could not bridge

2.10 PICO

The Pervasive Information Communities Organization (PICO) project [Kumar 

et al 2003] is an effort to develop a middleware framework to support pervasive 

computing applications.  PICO communities could meets the needs of time critical, 
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pervasive computing needs in telemedicine, military applications, crisis management 

and manufacturing, as well as day-to-day applications (smart home, travel services, etc).

The PICO framework uses the following agents, which correspond to software 

and hardware respectively:

• Delegent (intelligent delegate) is a software entity that works on behalf 

of a user.  These may be static, pre-built communities or dynamically 

constructed to meet user needs.  The work is this thesis is in support of 

dynamic construction of PICO communities.

• Camileun (connected, adaptive, mobile, intelligent, learned, efficient, 

ubiquitous nodes) are systems that can run multiple delegents and 

participate in one or more communities.  A camileun provides services, 

such as the ability to see, hear, adapt, communicate, learn or process 

information.

Figure 8 – PICO Camileun and Delegents

Network Router

Information kiosk

Multiple DelegentsCamileun

Video Camera
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An example PICO scenario, based around emergency response / telemedicine 

could be the diagnosis of the seriousness of a car crash.  The streetlamp camileun can 

serve as a network access point, accessible via wireless protocols.  The users’ cell-

phone or PDA would form a community, using information from sensors on the person 

and sensors in the car.

Figure 9 – PICO Community

This thesis work fits into the larger PICO framework as a means for service 

discovery.  It also provides a list of fundamental services that can be used in 

composition of services to meet specific user needs.  These fundamental services may 

need to run on more powerful cameleuns, such as those classified as level 2 or 3 in the 

PICO framework (laptop, high-end PDA, PCs, servers and grids).  For example, type 

Sensors
Network Access

Phone / PDA
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conversion of streaming video can require more computational bandwidth than can be

supplied on a level 1 device (cell phone, mote or small PDA).  The QBE algorithm can 

be extended to handle service composition, for the creation of dynamic PICO 

communities.

2.11 Ontology-Based Mediation

Corcho et. al. [Corcho 2001] present an ontology based mediation framework 

for electronic commerce applications.  Their goal is to bridge the gap between a user’s 

request and various provider’s systems.  The system is conversational, the mediation 

layer may determine that it cannot answer the question based on the information 

provided by the user, so it will return a list of missing data fields so that the user can be 

prompted to provide them.

The authors’ work is part of the MKBEEM project [Leger et al. 00], which is an 

EU funded research initiative with the goal of building a mediation systems that will 

enable online access to products and services in the customer’s native language.  This is 

similar to the work by [O’Sullivan & Lewis 2003], in that it bridges gaps between 

existing ontologies.

Their example was particularly interesting, as it involves travel and this author 

works in the travel industry.  However, like many publications in this field, the 

computational results have not been presented.  Therefore, we cannot compare the 

accuracy or response time to other systems.
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2.12 WordNet

WordNet is a semantic lexicon for the English language, containing over 

150,000 words grouped into synsets.  A synset is a group of words that share a common 

sense or meaning, and a word can belong to more than one synset.  Polysemous words 

are words that have multiple meanings.  The following example shows three example 

synsets, with a common member:

(gear, cog, sprocket, pinion)

(gear, equipment, stuff, kit, tackle)

(gear, outfit, clothing

WordNet was created at the Cognitive Science Laboratory at Princeton 

University and is currently maintained by the same group.

Nouns in WordNet are categorized into a hierarchy, the following showing one 

meaning for the word “dog”.

Figure 10 – WordNet Hierarchy 

dog, domestic dog, Canis familiaris
    => canine, canid
       => carnivore
         => placental, placental mammal, eutherian, eutherian mammal
           => mammal
             => vertebrate, craniate
               => chordate
                 => animal, animate being, beast, brute, creature, fauna
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WordNet describes the relationships between terms, this thesis work only uses a 

subset of the available relationships, listed below:

Table 1 – Noun Relationships

Relation Description

Synonyms X and Y are synonyms if X and Y have similar meaning

Hypernyms Y is a hypernym of X if every X is a kind of Y

Hyponyms Y is a hypernym of X if every Y is a kind of X

Holonyms Y is a meronym of X if X is a part of Y

Meronym Y is a meronym of X if Y is a part of X

These concepts map back to the “is-a” and “has-a” relationships used in data 

modeling and object models.  It is also similar to the concepts presented in 

DAML+OIL, though setup to be more general purpose.

The WordNet hierarchy has a set of unique “beginners”, these classify nouns 

into various groups, as shown in the following diagram:
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Figure 11 – Unique Noun Beginners in WordNet 

entity organism

object

abstraction

psych. feature

animal

person

plant

quantity

feeling

motivation

attribute

cognition

relation

time

nat. phenomenon

activity

event

group

location

possession

shape

state
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Note that this approach to mapping does not give the system any capability to 

understand or reason about the services in the catalog, nor does it learn.  Storing 

assertions and information to logically reason about the world is well beyond the scope 

of this work.  General purpose knowledge bases and reasoning systems, despite decades 

of research, have not progressed to the point where they are widely usable.  Perhaps the 

best known example of work in this field is Lenat’s Cyc system [Lenat 1995, 

http://www.cyc.com ]

WordNet is used in this thesis work as a fundamental building block, to resolve 

name conflicts.

2.13 Distributed Discovery Protocols

A great deal of research in pervasive computing addresses the problem of 

distributed discovery of services.  What if there is no central server?  Distributed 

protocols can be used to build a self-organizing, scalable lookup and routing system, 

without centralized control.  Interestingly enough, the Internet is now facing a similar 

problem in that the United States considers control of the root DNS servers, via 

InterNIC, to be a national security issue.  At the same time, the rest of the world would 

like to have this service run by the United Nations.  One solution is to move to a 

distributed lookup service, making it potentially a more robust and scalable system.

Peer-To-Peer (P2P) systems, such as Morpheus, Kazaa and Gnutella have a 

particular interest in distributed naming services.  Many of these services have been 
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used to illegally share copyrighted music and video.  A centralized service is easily 

shutdown, as was the case with Napster.

The Chord system, developed at the MIT Laboratory for Computer Science 

[ref], is a distributed hash table that can be used as a primitive for building a 

decentralized lookup service or other services such as a distributed file system.  The 

protocol provides O(log N) lookup for N nodes in the network, as well as addressing 

fault-tolerance and dynamic insertion and deletion of nodes.  It works by using 

consistent hashing to map identifiers onto an m-bit circular address space.  Each node 

maintains a lookup table of size m = log2(N) entries.  Each lookup requires finding the 

node that is the successor of the search key, and then making the next query to that 

node.  The protocol guarantees convergence and is similar to a binary search in that is 

progressively shrinks the region of nodes, by jumping across the circular address space 

in a series of smaller and smaller chords.  Several systems have been built on top of the 

Chord system, such as a distributed, fault-tolerant file system and a peer-to-peer file 

sharing system.

Pastry [Rowstron 2001] is another approach to distributed routing.  Each node is 

assigned a random address in the range [0, 2128-1], using a cryptographic grade random 

number generator.  Each node maintains a list of neighbors and routes messages based 

on common prefixes.  It will attempt to send the message to a node sharing at least one 

more bit in the prefix, so that if it has already matched 3 bits, it will find an address that 

shares at least 4 bits.  Pastry also has protocols for node insertion and deletion, with 

mechanisms to dynamically handle node failure.  Messages are routed in O[log n]
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operations.  Because the system stores additional addresses, it can usually match more 

than one bit at a time and messages are typically routed in ceil(logkN) steps, where k=2b, 

a typical value for b is 4.  Simulation results show that a network of 100,000 nodes can 

route a message in a little more than 4 hops, on average.

However, these distributed hash tables and routing systems do not address the 

problem of matching the service.  They are simple matches of name and other 

characteristics, which then rely on the client and server sharing a common 

understanding of the exact protocol to call the distributed service.  This thesis addresses 

the problem of matching a particular service.

2.14 Summary

The prior work reviewed in this section shows a progression from statically 

named services towards a more dynamic infrastructure.  Several researchers have 

proposed flexible mapping systems.  This thesis takes the idea of ontological mapping 

and reports performance results.  The variety of services used in the algorithm testing 

also results in semantic matching challenges, these challenges are cataloged and 

characterized.  Finally, we propose a taxonomy of basic services that will be needed in 

future systems to facilitate integration, through the use of service composition.
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CHAPTER 3

SERVICE QUERY BY EXAMPLE

3.1 Introduction

Service Query By Example (QBE) replaces service naming by structural 

matching.  Instead of naming a service or searching on keywords, the client specifies 

what they want the output to look like and the server finds the nearest match.  The 

search procedure has two interesting extensions:

• Matching the structure could also list the steps to transform the source to 

the target.

• The search algorithm is extensible to service composition.

These potential extensions are described briefly in this section, but a detailed 

analysis is outside the scope of this thesis.

QBE matches the services using a recursive search procedure.  First, we 

examine how service descriptions are mapped to tree structures.  Next, the algorithm is 

built up from the node to node matching, which uses WordNet and other semantic 

matching techniques, searching for a node in a structure, then structure to structure 

mapping.
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3.2 Mapping Service Descriptions to Trees

This work assumes that services employ a request-reply or Remote Procedure 

Call (RPC) model.  The input and output data structures can each be described as a tree, 

similar to the XML DOM structure.  However, this technique can generalized to 

CORBA, EDIFACT and other structured data representations.

The software uses an internal tree representation, using a Node class.  In this 

class, it stores the name and data type of each element, as well as a collection of its 

descendants.

Figure 12 – XML to Node Tree Mapping

Node
Name = garage

Node
Name = type
Type = string

Node
Name = spaces
Type = int

Node
Name = name
Type = string
Units = (nil)

A sample XML document is mapped 
to a collection of nodes.  Attributes 
and elements are both mapped to the 
generic Node.

<?xml version=”1.0” /?>
<garage type=”covered”>

<spaces>
    42
<spaces>
<name>
    Joe’s Garage
</name>
…
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CORBA IDL is very similar to a C struct definition.  Structures can contain 

other structures, as well as simple collections (array and sequence.  This hierarchical 

representation can also me mapped to a tree and results in the same structure as the 

XML example.

Figure 13 – CORBA IDL Definition

The task of converting industry standard representations, such as CORBA IDL, 

XML Schema and others to a standard format is handled by external scripts.  This is a 

relatively straightforward coding task and will not be explored here.

3.3 Data Type Matching

Data type matching deals with conversion of data from one form to another.  

There are simple type conversions which are totally safe, such as promoting an integer 

to a long integer value.  However, a number of problems can be encountered such as:

• Converting a floating point value to an integer may result in loss of 

precision.

// CORBA IDL Definition
module CityServices

struct Garage {
    string    garageType;
    int         space;
    string    name;
…



31

• Converting a long integer to a short integer may result in an integer 

overflow, so this could result in a runtime error.

More complex data types could also be converted.  As pervasive computing 

applications are deployed, many of them are required to handle multimedia data.  This 

presents a number of conversion challenges.

First, multimedia needs to be encoded in a compatible format with the display 

device.  The service matching needs to understand that JPEG format images can be 

converted to other formats, such as GIF or PNG.  The same applies to streaming audio, 

video files and other information.

The second challenge is determining the cost of the conversion, which could be 

a complex process in a pervasive environment.  Converting streaming video may take 

more computing power than available in an embedded device, so it may need to call on 

the server or even locate a third-party service that can perform the conversion.

3.4 Semantic Matching

The goal of semantic matching is to determine when terms are related, such as 

synonyms, or one being a subtype or a component of another.  For example, one 

programmer might use “price” and another use the term “amount” or “rate” to specify 

the price of a product.  Indeed, the test data that was gathered for this work has 

numerous examples of these types of differences.

Another semantic difference is when terms are more specialized or less 

specialized.  This can be thought of as an “is-a” relationship or subtype in an Object 
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Oriented Programming sense.  In linguistics, these relationships are called holonyms 

and hypernyms.

For semantic matching, this thesis work uses WordNet [Felbaum 98].  This 

began as a project at Princeton University to study a wide range of structures in 

linguistics.  Frustrated by authors who gave 20 or so examples to prove their point in 

research papers, George Miller began an effort to create a comprehensive database.  The 

system currently has over 150,000 terms in the database.

A Java port of WordNet is available at [http://jwn.sourceforge.net ], which is the 

code used for this work.  Only minor changes were needed to use it as part of this thesis 

work.

3.5 Structural Matching

The structural matching process is a modified pattern matcher, based around 

some of the pattern matching ideas in [Tanimoto 1987].  This text demonstrates pattern 

matching for symbolic algebra and sentence / phrase matching.  Changes were made to 

allow for the arbitrary ordering of fields, since this is not relevant to the compatibility of 

data structures.  The matching algorithm is layered on top of a function that computes 

the distance between two nodes in the tree.  This distance function incorporates the data 

type and semantic matching described in the previous section.
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Figure 14 - Sample Service Matching

The first step is to be able to match two individual nodes of the tree.  This match 

function handles data type mapping and semantic mapping, as described in the 

following sections.  The function returns a distance value and the position at which the 

match was found.  The following pseudo-code describes this piece of the algorithm:

Figure 15 – Finding a Node in a Structure

For example, when suppose that upper-case and lower-case letters have a 

distance between them of 1, with a distance between vowels (a, e, i, o, u) of 5 and 10 

<flight-segment>
  <number>48</number>
  <carrier>AA</carrier>
  <origin>DFW</origin>
  <dest>CDG</dest>
  …
</flight-segment>

<flight>
  <carrier>AA</carrier>
  <number>48</number>
  <from>DFW</from>
  <to>CDG</to>
 …
</flight>

Order of fields is 
irrelevant (d=0)

Search for 
similar names

elementDistance(elem, list):

for each elem2 in list

dist = distance(elem, elem2)

if (dist < best)

best = distance

save pos

return (best, pos)
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between all other letter pairs.  If the algorithm is searching for “E” in (A C G T), it will 

return a distance = 5 and position = 0.  If it is looking for “g” in the same list, it will 

return distance = 1 and position = 2.  This function is a building block used in the next 

higher level of the structural matching.

Figure 16 – Distance Between Two Structures

The following example shows the steps of matching the lists in listDistance.  

Each line represents an iteration of the loop.  A node-to-node distance of 0.5 is assessed 

for type conversion (shown here by lower-case / upper-case differences) and a distance 

of 10.0 for not being able to find a required field in the source structure.

listDistance (list1, list2):

if (list1.size == 0)

return list2.size

if (list2.size == 0)

return list1.size

temp2 = list2

for each elem1 in list1:

d, pos = elementDistance(elem1, temp2)

dist += d

temp2 = temp2 without element at pos

return dist
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Target = (a b c d) , Source = (a c B e)

a , (a c B e) → 0.0, (c B e)

b , (c B e) → 0.5, (c e) (cost of type conversion = 0.5)

c , (c e) → 0.0, (e)

d , (e) → 10.0, (e) (cost of missing field = 10)

nil , (e) → 0.0, (e)

Total cost = 10.5

If an item in the structure is itself another structure, the distance metric works 

recursively, finding the best matching structure.

Target = ((a b) (c d)) , Source = ((a B) (c e))

(a b) , ((a B) (c e))

The matching algorithm will try (a b) against (a B) and (c e) to find the best 

match.  Since these are structures, the element distance function makes a recursive call 

back to the listDistance function.  The distances are then summed.

It is worth noting that the distance value in this program does not satisfy the 

mathematical definition of a distance function for a metric space;

• δ(x, x) = 0

• δ(x, y) ≥ 0
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• δ(x, y) = δ(y, x) ← The symmetry requirement is violated

• δ(x, y) + δ(y, z) ≥ δ(x, z) 

This happens due to the asymmetry in adding / deleting fields.  If the client is 

requesting data the server doesn’t have, then the distance is high.  On the other hand, if 

the client doesn’t need a particular field, it is relatively safe to throw it away.  Another 

source of asymmetry is data type conversion, since it is much safer to convert an integer 

value to double precision floating point than the converse, which may suffer from 

rounding or truncation.  Since we don’t have a metric space, this would prevent us from 

using this algorithm to cluster or create topic maps of services.

3.6 Spell Check / String Edit Distance

Dynamic Programming can be used to find the edit distance between two 

strings.  This is the minimum number of insert / delete / substitute steps that change the 

source string into the target string.

However, string edit distance and spell-checking did not work well for service 

discovery.  The problem with this approach is that there are many strings for which a 

one letter change completely changes the meaning, such as CAT → CAR, or BOAT →

GOAT.

3.7 Software Description

The first version of the matching algorithm was implemented in Lisp, using the 

Allegro CL 5.0 compiler.  Lisp helped with prototyping the search algorithm, as it was 
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easier to build using a recursive, functional paradigm.  However, the code was rewritten 

in Java to facilitate easy integration with the existing WordNet code as well as future 

integration with the PICO environment.

The code used Sun’s JDK 1.5 system and is documented using the Javadoc 

standard.  The core of the matching code is the Node class, the following methods are 

the main components of the search:

• distance(Node elem) computes the distance from one Node to another.  

This is the code that matches data types and attempts to resolve naming 

conflicts, using WordNet.  If the Node has a substructure, it works 

recursively to compute the distance between substructures.

• elemDistance(Node elem) takes a portion of the structure and finds the 

Node that is the nearest match.  It returns two values in a small structure, 

1) the distance metric, and 2) a copy of the target structure with the 

matched element removed.

• listDistance(Node target) is the top level of the search.  It takes the 

elements of the source structure one at a time and tries to match themit 

in turn with the target structure, using elemDistance().

The driver program can function either stand-alone, at the command-line, or in a 

demo-mode as a Java Servlet.  The Servlet was tested using Apache Tomcat 5.
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Figure 17 - Sample Lookup Screen
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CHAPTER 4

EVALUATION OF THE QBE ALGORITHM

Two types of tests were performed on the code.  First, scalability testing was 

done to understand the run-time cost of the matching algorithm on a variety of hardware 

platforms.  Secondly, the accuracy of the matching was compared to matching done by 

experienced programmers.  Finally, the semantic gaps that the algorithm could and 

could not bridge are analyzed, and a roadmap for future work in proposed.

4.1 Performance Testing

Pervasive computing systems need to respond rapidly to changes in the 

environment around them, such as available resources.  The performance goal set for 

this work is to evaluate the available service offerings in a few seconds.  This means 

that it can evaluate several dozen to several hundred service definitions and rank them 

according to their matching distance, with acceptable delays for the user.

The search time is dominated by calls to WordNet.  A flag in the code can turn 

the calls to WordNet on or off, so that it is possible to see the timing with and without 

it.  One technique to deal with expensive calls is memoization, so a third option was 

created that caches WordNet lookups in a Java HashMap. 
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The following table shows the average elapsed time per search using the sample 

services.  The timings were performed on a Toshiba Tecra 9100 laptop, Intel P4 

processor at 1.8GHz, using Sun’s JDK 1.5.0_02.

Table 2 – Algorithm timings with and without calls to WordNet

Test Case Time (ms) Calls per Search

WordNet 1527 584

Without WordNet 14 0

Cached WordNet 814 306

This means that WordNet is taking approximately 99% of the matching time 

and that caching the calls can cut the time approximately in half.  Each call to WordNet 

takes 2.6 ms.  It may be possible to significantly improve the performance of WordNet, 

however, this is beyond the scope of this thesis.

The current search procedure is clearly linear in the number of services that it

evaluates, as the list is scanned from beginning to end.  This is acceptable for a small to 

medium number of services, but shortcut methods may be needed for a large service 

catalog and/or high lookup rates.

What techniques might be used to accelerate the search?

• Optimize the Java implementation of WordNet by using a run-time 

profiler and looking for inefficiencies such as allocating too many 

temporary objects.
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• Faster processors.  This would provide a potential speed-up of 2x to 3x, 

using recent technology.

• Parallelization.  This would be approximately linear in the number of 

processors available and would help with a large database.  Recent 

announcement of multi-core processors from AMD, Sun, Azul and 

others make it more cost effective to build more parallel systems.

• Hardware acceleration.  A recent trend in computing is the use of 

reconfigurable hardware, such as Field Programmable Gate Arrays 

(FPGA), to perform encryption, XML parsing and protein sequence 

matching.  It may be possible to perform the lookup in hardware, using a 

reconfigurable processor as associative memory.

• Algorithmic improvements, such as bounding the distance metric and 

comparing to the services already evaluated.  For example, if the service 

needs to return the best ten matches, then after it has ranked the first ten 

services in the database it can use the lowest ranked service to eliminate 

others.  The bounding metric could be computed from the cached 

WordNet values and simply comparing the fields that it knows it must 

bridge.
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4.2 Accuracy Testing

Accuracy is loosely defined as the correctness of the matching algorithm.  In 

information retrieval [Han 2001], there are several accuracy measures that are used:

Table 3 – Accuracy Measures for Information Retrieval

Measure Description Definition

Recall The ability to find all relevant 

documents (or services) in the 

database

num_relevant / total_relevant

Precision The ability to retrieve top-ranked 

documents that are mostly 

relevant

num_relevant / total_retrieved

However, this did not provide a measure for this algorithm.  Our goal is to 

understand how well the matching algorithm ranked the services.  In a future pervasive 

computing environment, the client will need to select one service and use it.

To perform the accuracy tests, several professional programmers were asked to 

create some service definitions using a list of categories.  These categories revolved 

around potential devices for pervasive computing, such as a home alarm system or car 

computer.  The document sent to these programmers to request their participation can 

be found in Appendix A of this thesis.
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Unfortunately, humans don’t think of distance metrics, so we cannot simply test 

the correlation of the distance metrics.  However, an expert programmer can also 

provide a ranking.

Table 4 – Sample Rankings

Program Ranked Human Ranked
1 Garage Garage
2 Restaurant Restaurant
3 Flight3 Hotel
4 Hotel Hotel2
5 Hotel2 Flight3

To compare the rankings, we can use Kendall’s Rank Correlation1, also known 

as Kendall’s Tau, which is a statistical procedure to test the correlation of ranked data 

[ref]. With n items, there are nC2 = n(n-1)/2 unique subsets of 2 items.  For the example 

given above, this is 10 subsets. For each subset of 2 items, it is classified as either: 

Concordant, when both rankings agree on the relative ordering of the two 

items.  For example, the subsets {Garage, Hotel} and {Restaurant, Flight3} are 

concordant, since both observers agree on the ranking.  We denote the number of 

concordant subsets as nc.

Discordant, when the rankings don’t agree on the relative ordering.  In the 

example shown above, there are only 2 discordant subsets, {Flight3, Hotel} and 

{Flight3, Hotel2}. We denote the number of concordant subsets as nd.

The correlation coefficient is given by:
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Equation 1 - Kendall's Tau

2/)1( −
−=

nn

nn dcτ

For the example results shown earlier, with nc=8 and nd=2, this gives a 

correlation value of (8-2)/10 = 0.6.  Note the following features of the correlation 

coefficient:

• τ = 0 implies no correlation.  A randomly chosen subset of 2 items has a 

50/50 chance of being concordant or discordant.

• τ = 1 implies 100% correlation, since there are no discordant subsets.

• τ = -1 implies that every subset is discordant.  Thus, the two observers 

have opposite opinions on every ranking.

Rank correlation coefficients can be given qualitative rankings [Landis & Koch, 

1977], as follows:

1 This was suggested by Dr. David Scott, Chair of Statistics at Rice University.
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Table 5 – Qualitative Guide to Correlation Coefficients

Value Strength of Agreement

< 0.2 Poor

0.2 to 0.4 Fair

0.4 to 0.6 Moderate

0.6 to 0.8 Good

> 0.8 Very good

The following table shows the ordered results of searching for the Restaurant 

service that was created by programmer “DP”.  Note that when multiple programmers 

implemented the same service, they are identified by the programmer’s initials:
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Table 6 – Results of a search for a restaurant

Service Distance

restaurant-DP 130.2

parking-KM 140.0

gasStation-KM 140.0

gasStation-TC 148.0

map-DP 152.1

passengerinTransit 152.1

alarm-TC 153.0

mapImage-KM 154.1

weather-DP 158.1

car-KM 158.1

alarm-KM 158.1

fridge-TC 160.0

The previous example has unusually good correlation.  The first service it 

identified is the correct match.  Further, the next 3 on the list, which are services for 

parking and gas stations, are similar – they are businesses with a location and similar 

service descriptions.  The ranking of the lower part of the list is less relevant as a human 

expert doesn’t care about the ranking of a refrigerator service or home alarm service, as 

neither is germane to the query.
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From the examples created by the programmers, there were 8 examples of 

services that had two or more definitions.  The following table shows the Kendall Rank 

Correlation Coefficient from each lookup request:

Table 7 – Kendall Tau Score for Service Lookups

Requested Service Tau Agreement

Restaurant-KM 1.000 Very good

Alarm-TC 0.758 Good

Gas-TC 0.727 Good

Gas-KM 0.758 Good

Restaurant-DP 0.576 Moderate

Map-KM 0.939 Very good

Map-DP 0.636 Moderate

Alarm-KM 0.212 Fair

4.3 Problems Encountered

One interesting problem is that programmers don’t always use simple, atomic 

terms to name symbols.  Instead, they often use several words, such as a combination of 

nouns or an adjectival clause to describe the parameter.  Examples from the services 

that the volunteers created include totalCapacity, currentCapacity, operatingHours, 
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windDirection, alarmTriggered, etc.  None of these terms can be found “as-is” in the 

WordNet database.

One might also encounter abbreviations, though this was not a problem in the 

test set that was created be the volunteers.  For example, instead of FlightNumber, the 

programmer may choose to use fltno, to avoid typing or to create smaller XML tags.  

There are also a number of domain specific abbreviations that cannot be solved by a 

general purpose ontology, such as LOX = Liquid Oxygen for a rocket engineer.  Again, 

solving this problem is left to future work.

4.4 Gap Analysis

For the mismatches encountered in service lookup, they can be broadly 

classified as follows:

• Natural extensions: These are the extensions that could be added without 

major undertaking.  An example of this is a domain-specific ontology for 

dealing with abbreviations or compound terms.

• Composition problems:  Many of the mismatches could be resolved by 

composition with simple services.  For example, mapping addresses 

to/from map coordinates, or finding an address from reverse phone 

number searches.

• Reasoning problems: These are more complex and are generally the type 

of compositional problem that can be addressed by a human.  For 

example, one programmer specified a Boolean flag “hasDiesel” for a gas 
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station, whereas another service had an array for fuel type and price.  

Clearly, the flag is a functional dependency on the price array, but is 

beyond the scope of automated composition with current technology.

• Missing data:  This is the type of information that a human cannot 

resolve, as the client requests it but the service doesn’t supply it.  For 

example, a client may wish to know if the parking is covered, but the 

service may not supply the data.

The missing data issue leads to an interesting problem – service discovery 

protocols today are binary in nature, they either supply the specified service or nothing 

at all.  Future pervasive computing environments will need to model the value of 

information and determine what can reasonably be left out.  Humans have a great ability 

to determine the value of additional analysis and jump to a reasonable conclusion.  In 

fact, it has been postulated that this capability is key to human intelligence, as we have 

too much input to analyze everything [Klein 1998]

4.5 Building Blocks for Service Composition

In doing this work, we discovered a number of small mapping problems that 

would be amenable to service composition.  Simple type conversions could, in theory, 

be done by services but there is little value in calling an external service to convert an 

integer to floating point.  The following list covers some of the services that would be 

necessary to programmatically bridge the gaps in the sample services used in this thesis:
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Domain and units conversion: 

• Units of measure, such as Metric to/from Imperial.

• Currency: This is more complex than it seems on the surface, as many 

currencies have a large discrepancy between the bank’s buying rate and 

selling rate.  Thus, the service discovery needs to have information on 

the purpose of the currency conversion.

• Coordinates and position: This might convert GPS coordinates to 

latitude and longitude, or provide other simple mappings.  These can be 

done algorithmically.

• Location information, such as zip codes, states and countries, and 

coordinates.  These differ from coordinated in that they require a spatial 

database.

Type conversions:

• Simple type conversions such as integer to floating point are trivial.  

• Multimedia data presents a greater challenge.  This might down-sample 

audio or video data for mobile devices with limited bandwidth, or 

convert from one format to another (JPEG to BMP, etc).

Structural

• Name and address information.  For example, one programmer might 

have a string field for name, while another separates first name, last 

name, etc.  Also, there is a large market for software that cleanses name 

lists and verifies addresses.
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Other

• Ontological services, such as WordNet.

• More complex mappings, such as forward and reverse phone lookups, as 

well as maps.  A first responder to an emergency may have the home 

phone number and need to convert this to an address, or obtain driving 

directions.

• Domain specific ontologies or mapping services.

4.6 Extending QBE to Service Composition

The composition problem is particularly interesting, as a pervasive environment 

will likely contain devices with limited CPU capacity, memory or bandwidth.  This 

means that the composition algorithm needs to take into account these feasibility 

constraints.  For example, in the PICO environment, a dynamically created community 

may need a camileun that provides computational services to reformat streaming video 

or audio data, as the devices carried by the user may not have the computational 

capacity.  Reformatting may imply transcoding, or reduction in definition and 

bandwidth for a smaller display or limited transmission capacity.
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CHAPTER 5

CONCLUSION

5.1 Summary

This thesis shows that automated methods can be used to bridge semantic gaps 

in service discovery and composition.  Service lookup can be done with acceptable 

response time and there are avenues to improve this performance as the number of 

available services becomes larger.

However, there are a number of semantic gaps that cannot be bridged today.  

We have examined the results and created a taxonomy of these gaps based on the 

technology needed to bridge them.  Some of these gaps could be filled through domain-

specific ontologies, service integration or automated reasoning techniques.  There are 

also gaps that cannot be automatically bridged, as the client may be requesting data that 

is not available from any of the services.  This classification contrasts with earlier 

research that classifies the semantic gaps by cause, as opposed to potential solutions.

5.2 Future Work

The distance computation actually finds the steps that would be required to 

transform one data structure into another.  Thus, the matching algorithm could be used 

as part of a search procedure for identifying and/or composing services automatically.



53

The QBE algorithm can also be extended to search for service composition.  

Individual services would be added to the flow-graph in a way that reduces the distance 

between the requested results and the data available.  Such a search procedure could 

also take into account various constraints, such as available CPU, memory and 

communications bandwidth.
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APPENDIX A

INVITATION TO PROVIDE SERVICE EXAMPLES
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This appendix is the text of the document was sent to a number of colleagues at 

Sabre, asking them for service definitions to test the matching algorithm. 

SERVICE DISCOVERY – QUERY BY EXAMPLE

Current service discovery techniques rely on keyword descriptions of a service, 

along with agreement on the structure of the service.  The QBE system takes an 

example of what the client wants, returning the nearest match in the service catalog.  

Matching is done by structure, as well as an ontology of English language nouns that 

understands the relationships between 100,000 different words.  Where feasible, the 

matching algorithm can be extended to automatically generate the adapter for the client 

to call the service. 

In order to test this system, I need volunteers to write some simple service 

descriptions.  Each person will write some sample inputs and outputs for a few of the 

the services described in this document (5 or 6 of them), each description  will be 10-20 

lines of text. 

I don’t know what it’s 
called, but I know 
what it looks like.



56

Next, I’ll put all of the services into the system and see if it can match services 

that were designed and written by different people.  For this to work, you shouldn’t 

collaborate or try to standardize services.  At the same type, be reasonable, the goal is to 

test the algorithm, not to write OTA specifications that nobody really wants to use. 

Structural Mapping

The mapping algorithm deals with:

• Structural changes

• Field reordering

• Data type coercion

• Name mapping, using an ontology

flt1
   fltno int
   carrier string
   orig string
   dest string

flt3
   orig string
   dest string
   fltno int
   carrier string
   depdate string
   deptime string
   arrtime string

garage
   name string
   location string
   zip int
   spaces int
   freespaces int
   price double

Which is 
more similar?
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Ontology
The QBE system uses WordNet.  For example, it knows that an echidna is a 

monotreme, which is a type of mammal.  It does not have any behavioral or reasoning 

information, such as the fact that echidnas lay eggs, which is unusual for a mammal. 

In mapping services, the ontology is used to determine that “hotel”, “motel” and 

“inn” are similar concepts. 

Field of Interest

This work is being done in the field of pervasive computing.  The goal is to 

have portable computing devices that can interface to systems and other devices around 

you, providing useful services. 

General Requirements

Informational Services

The goal of this service database is to create information services, not complex 

services. 

Complexity

Feel free to use XML attributes or elements in the structure, the mapping 

algorithm doesn’t care about this part of the structure.  The same for field ordering, this 

is irrelevant in the matching algorithm. 
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Field Names and Types

Try to use reasonable field names.  Avoid short abbreviations or long flowery 

names. 

Try to use field types from the following list: 

Integers – int / short / long

• Reals – float / double

• Character – string

• Boolean – bool

• Images – jpeg / mpeg / png / gif

Format

The matching algorithm uses a neutral format, so this version doesn’t care if the 

service is specified by IDL, DTD, WSDL or otherwise.  Internally it is reduced to a tree 

similar, similar to the Document Object Model (DOM). 

For example, your PDA might provide the following type of service 

information: 

computer
name string
processor string
memory int
battery-level float
cpu-busy float
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A metric conversion service might use the following input and output structures:

conversion
from-units string
to-units string
amount float

conversion
from-units string
to-units string
from-amount float
to-amount float

Sample Services

FLIFO

This service returns flight time and departure / arrival gate information for a 

specified flight. 

Parking

Return information about a specified parking lot or parking garage.  Information 

returned may include price, location, size, number of empty spaces. 

Hotel

Return location, price and availability information for a hotel. 

Restaurant

Return info about a restaurant, such as location, food style, price, etc. 
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Traffic Light

Heart Monitor

The heart monitor may be worn by a patient on the street, or may be in a 

hospital, ambulance or other setting. 

Map Service

Return a map of a specified location or region. 

Airport

Return relevant information about an airport, such as location. 

Car Rental

Home Monitoring System

Room Monitoring System

Gas Station

Car

What state information would your car return if you asked it?  What do you care 

about?  Many cars have Bluetooth interfaces today, giving features such as controlling 

your phone from the car dashboard. 
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Home Appliances

What interfaces might you want on your home appliances?  How much beer is 

in the fridge? 

Weather

Other

Think up an additional service that you’d like to have in the database, then 

provide a specification. 
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APPENDIX B

SAMPLE SERVICE DEFINITIONS
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The service definitions were translated into a neutral format, primarily using 

scripts written in awk. 

The first example is a definition of the data returned from a weather service.  

This service definition shows the use of compound terms, such as windSpeed and 

windDirection.  These terms do not appear in WordNet and would require a domain-

specific ontology to be understood by the matching algorithm.

svc 0 weather-pedigo
svc 1 conditions string
svc 1 temperature short
svc 1 visibility short
svc 1 windSpeed short
svc 1 windDirection string
svc 1 humidity float
svc 1 pressure short
svc 1 precipitation float

The next two (partial) service definitions illustrate one of the main challenges 

with service definitions.  There are differences in the location information, one 

programmer created a definition with additional information (latitude, longitude, 

country, etc).  From a strict data modeling point of view, the country is a functional 

dependency on the latitude and longitude, so this could be derived through service 

discovery, using one of the low-level services proposed in this thesis.

svc 0 gasStation-TC
svc 1 company
svc 1 name string
svc 1 location
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svc 2 address string
svc 2 city string
svc 2 state string
svc 2 zip int
…

svc 0 gasStation-morris
svc 1 stationName string
svc 1 location

svc 2 latitude float
svc 2 longitude float
svc 2 street1 string
svc 2 street2 string
svc 2 city string
svc 2 state string
svc 2 zip string
svc 2 country string
…
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