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ABSTRACT 

 
ENHANCING PERSONALIZED SEARCH AND IMPROVING ACCURACY AND 

PERFORMANCE FOR KEYWORD-BASED XML QUERIES 

 

Kamal Taha, PhD 

 

The University of Texas at Arlington, 2010 

 

Supervising Professor:  Ramez Elmasri 

 

This dissertation research focuses on three aspects related to querying of XML data. The three 

focus areas are: (1) Improving accuracy of XML keyword queries by modeling the contexts of 

XML elements; (2) Enhancing XML-based personalized search by using group profiling to 

determine individual preferences; and (3) Improving performance of distributed XML querying 

by caching of frequently-used query results. For each of these three focus areas, we developed 

formal concepts and algorithms that lead to the improved accuracy and performance. Our 

contributions are as follows: 

1. Improving the accuracy of XML keyword queries: 

We improve search accuracy by utilizing nodes’ contexts in an XML tree. Overlooking 

nodes’ contexts when building relationships between the nodes may lead to erroneous 

query results. The context of a data node is determined by its parent node. By treating 

each set of nodes consisting of a parent and its children data nodes as one unified 

entity and then determining the relationships between the different unified entities, an 
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XML system can build much more accurate relationships between data nodes in less 

processing time, resulting in more accurate query results. 

2. Enhancing XML-based personalized search: 

 By pre-defining and categorizing social groups based on demographic, ethnic, cultural, 

religious, or other characteristics, a user profile could be inferred from the profiles of the 

social groups to which the user belongs. This would simplify personalized search and 

make its process more efficient. We implemented this approach in an XML-based 

recommender system. The system is able to output ranked lists of content items taking 

into account not only the initial preferences of the user, but also the preferences of the 

user’s various social groups. 

3. Improving performance of distributed XML querying: 

Distributed XML documents are too big and complicated to be rapidly queried every 

time a user submits a query due to the overhead involved in decomposing the queries, 

sending the decomposed queries to remote site(s), and executing structural join 

operations to compose the results. We investigated strategies and mechanisms to 

tackle these problems. We then implemented these mechanisms in a query processor, 

and compared their performance to standard XML query processors. 
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CHAPTER 1 

INTRODUCTION AND MOTIVATION 

 

In this chapter, we give an overview of the research contributions in this dissertation. In 

section 1.1, we discuss the research related to improving the accuracy of XML keyword queries. 

In section 1.2, we discuss the research related to the enhancing of XML-based personalized 

search. In section 1.3, we discuss the research related to the performance improvement of 

distributed XML querying. In section 1.4, we give an overview of the organization of the 

dissertation. In section 1.5, we present a list of publications that resulted from this dissertation 

research. 

 

1.1 Improving the Accuracy of XML Keyword Queries 

With the emergence of the World Wide Web, online businesses, and the concept of 

ubiquitous computing, business’ XML databases are increasingly being queried directly by 

users. Users can query the data using database approach, which performs exact-match (e.g., 

XQuery [25]). But here, recall is often too low, and we also need to learn the query language in 

order to issue a query. There are two alternatives: to issue either a Keyword-based query or a 

Loosely Structured query. The popularity of Keyword-based querying stems from the fact that it 

is user-friendly and does not require the user to learn a query language or to be aware of the 

structure of the underlying data. Loosely Structured querying allows combining some structural 

constraints within a keyword query, by specifying the context where a search term should 

appear (combining keywords and element names). That is, it requires the user to know only the 

labels of elements containing the keywords, but does not require him or her to be aware of the 

structure of the underlying data. Thus, Loosely Structured querying combines the convenience 
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of Keyword-Based querying while enriching queries by adding structural conditions, which leads 

to performance enhancement [51]. Over half of the queries can be expressed in a fielded 

search-like format that does not use the hierarchical structure of the documents [51]. They 

require only that certain keywords occur in elements with certain labels. Thus, they can be 

expressed using Loosely Structured querying. 

 

Business’ executives and employees need flexible access to vast quantities of 

information. Since they are likely to be aware of some labels of elements/attributes containing 

data and are unlikely to be fully aware of the complete structure of the underlying data, they can 

access the data using Loosely Structured queries. On the other hand, business customers are 

most likely not aware of the elements’ labels nor the structure of the data. Thus, Keyword-

Based querying meets their needs. Some Internet-based businesses let their customers issue 

Loosely Structured queries, by providing them with graphical user interfaces containing menus 

(e.g., drop-down menus and check boxes) and search fields (for submitting keywords). Each 

entry in a menu represents an element, and its name depicts the element’s label. For example, 

if the user selects from a drop-down menu the entry “book” and then enters in the search field a 

book’s title, the system will search the XML document for an element labeled “book” containing 

the specified title. This search behavior is directly analogous to the user’s providing keywords 

and also supplying the target elements. Most Internet searches are based on this type of 

controlled Loosely Structured querying. Examples of existing applications are Books24x7 [19] 

and mydeco [69]. The granularity of search on Books24x7 is three levels of the document tree: 

book, chapter, and section. In mydeco, the user can choose an entry such as Designer from a 

list and then choose a value such as Charles from check boxes. This represents the query 

“Charles as Designer”, where Charles is a value contained in an element labeled Designer. 

Online digital libraries also typically provide advanced search forms, allowing users to narrow 

their search by specifying structural hints in their queries. For example, sites such as Wiley 

InterScience [111] allow searching by author, article, title, and publication information.  



 
 

3 
 

The above type of controlled Loosely Structured querying is unfeasible for querying 

data with large and deep schema structures. Research work such as [22, 55, 116, 59] proposes 

techniques for answering XML Keyword-Based and Loosely Structured-Based queries. 

Computing the Lowest Common Ancestor (LCA) of elements containing keywords is the 

common denominator among these proposed techniques. Despite the success of the proposed 

search engines, they suffer recall and precision limitations. The reason is that they employ 

mechanisms for building relationships between data elements based solely on their labels and 

proximity to one another while overlooking the contexts of the elements. The context of a data 

element is determined by its parent, because a data element is generally a characteristic of its 

parent. If for example a data element is labeled “title”, we cannot determine whether it refers to 

a book title or a job title without referring to its parent. Consider as another example an XML 

document containing two elements labeled “name,” one of them referring to the name of a 

student and the other to the student’s school name. Building a relationship between these two 

“name” elements without consideration of their parents may lead to the incorrect conclusion that 

they belong to the same type. This dissertation presents different context-driven techniques, 

which avoids the pitfalls of non context-driven search engines, such as the ones stated above. 

The techniques improve search quality by accounting for elements’ contexts. We present a 

context-driven framework for determining the semantic relationships among elements. We also 

present different techniques that use the framework to locate answer elements. One of these 

techniques employs a stack-based sort-merge approach. Another technique is based on the 

concept of relationship trees: the relationship tree of elements ‘a’ and ‘b’ is the set of elements 

from ‘a’ to ‘b’ in the XML tree. A third technique employs the concept of recursive querying: 

recursive querying allows a query to query the results of a previous application of itself or of 

another query 
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1.2 Enhancing XML-Based Personalized Search 

Traditional search engines typically return identical results for the same query, 

independent of the user or the context. Conventional quantitative scoring functions may not 

adequately reflect users’ preferences, since the same document may be queried by users, 

whose preferences differ. By analyzing search behavior, it is possible to see that many users 

are not able to accurately express their needs in exact query terms [70]. In contrast to 

conventional search engines, a personalized search engine [52, 24, 110] would return different 

results for the same query, depending on the user and the context. Profiles can modify the 

representation of the user needs before the retrieval takes place. Most personalized systems 

lean towards being Information Filtering (IF) systems more than being general Information 

Retrieval (IR) systems [75].          

 

  Most existing personalized search systems do not consider group profiling. Group 

profiling can be an efficient retrieval mechanism, where a user profile is inferred from the profile 

of the social groups to which the user belongs. We propose in this dissertation an XML search 

system called SPGProfile (Speak Group Profile), which employs the concept of group profiling. 

SPGProfile simplifies the personalization process by pre-defining various categories of social 

groups and then identifying their preferences. SPGProfile helps searchers find what they need 

faster by trying to put the most relevant results at the top of the result list, a process known as 

relevance ranking. To the best of our knowledge, this is the first work advocating filtering and 

ranking results based on the preferences of social groups defined based on characteristics such 

as ethnicity, culture, religion, or the like. We make the following contributions in the framework 

of SPGProfile: 

• We experimentally evaluate the search effectiveness and efficiency of SPGProfile and 

compare it to two existing search engines. A demo of the SPGProfile system, running on 

1000 MB grocery and car data, is available at:  

http://dbse1.uta.edu/~kamal/?action=home. 
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• We propose ontology-driven social networks for modeling social groups. 

• We propose rule-chaining (recursive querying) techniques for filtering query results based 

on the preferences of users’ social groups. 

 

 

1.3 Improving Performance of Distributed XML Querying 

XML [11] has rapidly evolved from a markup language to be the most prominent tool for 

data exchange and integration. However, that success is undermined by the following factors: 

(1) Distributed XML documents are too big and complicated to be rapidly queried every time a 

user submits a query due to the overhead involved in decomposing queries, sending the 

decomposed queries to appropriate remote site(s), and executing structural join operations [83]. 

(2) There is also considerable communication costs involved [30]. XPath [13], which is the W3C 

recommendation for navigating XML documents, has been proven to have expensive query 

processing [17]; that also augments the problems of distributed XML queries.  

 

FUQs
1
 should be given special treatment. This strategy arises from the observation that 

there are certain queries submitted by users over and over again. Though predicate condition 

operator and/or values may change, the steps and elements of these queries are the same. For 

example, the query type //employee[ssn=D]/name may be submitted many times but with 

different ssn. We present in this dissertation mechanisms that improve the response time of 

FUQs in client-server architecture. We present the query processor XPCache, which uses these 

mechanisms. XPCache caches the values of Hash Elements (Key Hash Elements
2
 and Return 

Hash Elements
3
) of FUQs at the control site. XPCache classifies queries per their type, ranks 

the query types per their frequency, answers the frequently used ones from cached hash tables 

                                                 
1
 FUQ is the abbreviation of Frequently Used Query.  

2
 A Key Hash Element is a predicate condition element.  e.g., Element ssn in:    //employee[ssn 

= D]/name. 
3
 A Return Hash Element is a result element. e.g., Element name in:  // employee [ssn = 

D]/name. 
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at the control site, and gives cached optimization process plans to the ones that aren’t classified 

as frequently used. Experimental results showed that XPCache has significant improvement in 

query execution time over an XQuery-based search engine [15].  

 

1.4 Overview of the Dissertation 

            The dissertation is a presentation of a new set of techniques involving improving 

accuracy of XML keyword queries, enhancing XML-based personalized search, and improving 

performance of distributed XML querying.  

 

           The dissertation presents different techniques that improve the accuracy of XML keyword 

querying by accounting for the contexts of elements. Chapter 2 presents a context-driven 

framework, which determines the relationships between elements based on their contexts. 

Chapters 3, 4, and 5 present different techniques for locating answer elements based on the 

context-driven framework presented in chapter 2. One of these techniques uses a stack based 

sort-merge algorithm and is implemented in a system called XCDSearch (chapter 3). Another 

technique is based on the relationship trees concept and is implemented in a system called 

BusSEngine (chapter 4). A third technique employs the concept of recursive querying and is 

implemented in a system called KSRQuerying (chapter 5). 

 

Chapter 6 presents a framework for enhancing XML-based personalized search. In the 

framework, query results are filtered and ranked based on the preferences of the social groups 

to which the user belongs. A social group is an entity that defines a group based on 

demographic, ethnic, cultural, religious, age, or other characteristics.  

 

We investigate in chapter 7 strategies and mechanisms to tackle the problems of 

distributed XML querying in client-server architecture. We demonstrate these techniques 
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through a type of middleware, called XPCache, residing in the middle-tier in a 3-tier client-server 

architecture.  

Chapter 8 presents our conclusions and future work. The next section gives a list of 

publications that resulted from this dissertation research. 
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CHAPTER 2 

DETERMINING RELATIONSHIPS BETWEEN NODES BASED ON THEIR CONTEXTS 
 
 

We present in this chapter a context-driven framework. In the next three chapters, we 

present different semantic search techniques that use this framework to improve the accuracy 

of XML keyword queries. In section 2.1, we introduce the general concepts of the framework. In 

section 2.2, we present review of relevant research. In section 2.3, we define basic concepts 

and key notations used in the framework. In section 2.4, we present context-driven search 

techniques for determining the semantic relationships between XML elements. 

 

2.1 Introduction  

Semi-structured data encompasses most of the modeling features of Object-Oriented 

models [58]. The structure of an XML document can be partitioned into multiple units (subtrees), 

where each is associated with some document contents [57]. Within an XML hierarchy, each 

child inherits attributes from its parent, and siblings are related by sharing the inherited 

attributes. Thus, each set of nodes consisting of a parent and its children data nodes are related 

by sharing common attributes. The idea of viewing each such set as one logical entity is useful 

as it enables filtering many unrelated nodes when answering a query.  

 

We present in this chapter a context-driven framework for determining the semantic 

relationships between XML elements. This framework avoids the pitfalls of non context-driven 

search engines by accounting for the contexts of elements, which improves the accuracy of 

XML keyword querying. The context of a data element is determined by its parent, because a 

data element is generally a characteristic of its parent. The framework treats each set of 

elements consisting of a parent and its children data elements as one unified entity. Then, it 
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determines the relationships between the different unified entities. Let ei be a unified entity 

containing a data element labeled nx, and let ej be a unified entity containing a data element 

labeled ny. If ei and ej are semantically related, data elements nx and ny are also related, and 

vice versa. Consider an XML tree containing interior elements labeled “book”, “job”, “student”, 

and “school”. Consider that each of the elements “book” and “job” has a child data element 

labeled “title”, and that each of the elements “student” and “school” has a child data element 

labeled “name”.  The framework treats each of the following sets of elements as one unified 

entity: {book, title}, {job, title}, {student, name}, and {school, name}. Therefore, we will be able to 

determine that the two elements labeled “title” are not semantically identical, since they refer to 

two different types of entities; likewise, the two “name” elements refer to two different types of 

entities.           

    

2.2 Review of Relevant Research 

Keyword-based querying in relational databases has been studied extensively [7, 8, 

44]. These studies model the database as a graph in which tuples are regarded as the graph’s 

nodes and the relationships between the tuples are regarded as the graph’s edges. Then a 

keyword query is answered by returning a subgraph that satisfies the search keywords. A 

number of studies [14, 16, 17, 18, 23] propose modeling XML documents as graphs, and 

keyword queries are answered by processing the graphs based on given schemas. 

 

The studies [22, 55, 59, 116] are the most related to the work in this dissertation, since 

they propose semantic search techniques for establishing relationships between nodes in XML 

documents modeled as trees. Despite their success, however, they suffer recall and precision 

limitations as a result of overlooking nodes’ contexts. We take [22, 55, 59, 116] as samples of 

non-context driven search engines and overview below the techniques employed by each of 

them.  
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Schema-Free XQuery [55]: In [55], nodes a and b are not meaningfully related if their Lowest 

Common Ancestor (LCA), node c is an ancestor of some node d, which is a LCA of node b and 

another node that has the same label as a. Consider for example nodes 2, 11, and 15 in Fig. 

2.1.  Nodes 15 “title” and 2 “name” are not related, because their LCA (node 1) is an ancestor of 

node 10, which is the LCA of nodes 11 and 15, and node 11 has the same label as node 2. 

Therefore, node 15 is related to node 11 and not to node 2 “name”.  

 

XKSearch [116]: [116] returns a subtree rooted at a node called the Smallest Lowest Common 

Ancestor (SLCA), where the nodes of the subtree contain all the query’s keywords and they 

have no descendant node(s) that also contain all the keywords. Consider for example Fig. 2.1 

and let node 8 contains the keyword “XQuery” instead of “XML and the Web”. Now consider the 

query Q(“XQuery”, “Wilson”). Even though the keyword “XQuery” is contained in both nodes 8 

and 15, the answer subtree will be the one rooted at node 10 (which is the SLCA of nodes 11 

and 15) and not the one rooted at node 7 (which is the LCA of nodes 11 and 8). 

 

XSeek [59]: [59] uses the approach of XKSearch for identifying search predicates by 

determining SLCA (which [59] calls it VLCA nodes). The contribution of [59] is the inference of 

desirable result nodes. Each desirable node is a data node that either: (1) matches one of the 

query’s result nodes: if the label of node n1 matches keyword k1 and there does not exist a 

descendant node n2 of n1 whose label matches another keyword k2, n1 is considered a result 

node, or (2) matches a predicate: a keyword that does not satisfy the condition in (1) is 

considered a predicate. 

 

XSEarch [22]: In [22], if the relationship tree of nodes a and b (the nodes in the path from a to b) 

contains two or more nodes with the same label, then nodes a and b are unrelated; otherwise, 

they are related. 
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              Julie Smith 
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Fig. 2.1: A graduate school’s authors and coauthors bibliography XML tree. The paper (node 4) 
was authored by a student (node 1) and coauthored by a contributing student (node 9) and a 

reviewing professor (node 20). The paper (node 12) was authored only by the contributing 
student (node 9). The article (node 24) was authored only by the reviewing professor (node 20). 
 

 

2.3 Concepts Used in the Framework 
 

We model XML documents as rooted and labeled trees. A tree t is a tuple: t = (n, e, r, 

λt) where n is the set of nodes, e ⊆ n × n is the set of edges, r is the root node of t, and λt : n → 

Σ is a node labeling function where Σ is an alphabet of node labels. A node in a tree represents 

an element in an XML document. We use the terms “data node” and “leaf node” 

interchangeably, where a data node/leaf node is a node of a tree data structure that has no 

child node and it always has a value. Nodes are numbered for easy reference.   
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The framework partitions XML trees to subtrees, where each consists of a parent and 

its children data nodes. Each subtree is treated as a unified entity, called a Canonical Tree. A 

Canonical Tree is a metaphor of real-world entities. Two real-world entities may have different 

names but belong to the same type, or they may have the same name but refer to two different 

types. To overcome that labeling ambiguity, we observe that if we cluster Canonical Trees 

based on the ontological concepts of the parent nodes components of the Canonical Trees, we 

will identify a number of clusters. That is, each cluster contains Canonical Trees whose parent 

nodes components belong to the same ontological concept. Consider for example Fig. 2.1. 

Using this clustering scheme, we will be able to determine that the two Canonical Trees whose 

parent nodes components are nodes 4 “paper” and 24 “article” fall under the same cluster, since 

both “paper” and “article” belong to the same ontological concept of “publication”. We will also 

be able to determine that the two data nodes labeled “name” (nodes 2 and 7) are not 

semantically identical (they refer to two different types of entities), since they belong to 

Canonical Trees falling under different clusters: the ontological concepts of “student” and 

“conference” are “person” and “publication proceedings” respectively. We use the term Ontology 

Label to refer to the ontological concept of a parent node. We now formalize the Ontology Label 

and Canonical Tree concepts in Definitions 2.1 and 2.2. 

 

         Definition 2.1 - Ontology Label (OL) and Ontology Label Abbreviation (OLA): Let m  “is-a” 

m′ denote that class m  is a subclass of class m′  in an Object-Oriented ontology. For example, a 

student “is a” person. m′ is the most general superclass (root node) of m  in a defined ontology 

hierarchy. If m  is an interior node’s label, m′  is called the Ontology Label of m , and is 

expressed as )(mOL =  m′ . Fig. 2.2 shows an example of ontology hierarchy. For example, since 

student is a subclass of person (see Fig. 2.2-b), the Ontology Label of node student(1) in Fig. 

2.1 is expressed as OL(student) = person. m′  is a cluster set that contains entities sharing the 

same domain, properties, and cognitive characteristics (e.g., the cluster person contains the 
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entities of student, author, etc.). The framework of XCDSearch applies the above clustering 

concept to all parent nodes in an XML tree, and the label of each of these clusters is an 

Ontology Label (OL). Table 2.1 shows the Ontology Labels and clusters of parent nodes in the 

XML tree in Fig. 2.1. The table is an alternative representation of the information in Fig. 2.2.  We 

abbreviate each OL to a letter called an Ontology Label Abbreviation (OLA). Table 2.1 shows 

the OLAs of the OLs in the table. 

 
 

                  publication                                                          person 

 
paper        article        book              student           author          contributor             reviewingProf 

                       a                                                                       b 

 
                                    field                                                   publicationProceedings 
 
researchInterest                             expertise            conference                                  journal 

                                       c                                                                       d 
 

Fig. 2.2: Example of ontology hierarchy 
 
 
 

Table 2.1: Ontology Labels and OLAs of the parent nodes in Fig. 2.1 

 

 

 

 

Definition 2.2 - Canonical Tree (CT):  Canonical Tree T  is a pair, )( ),( nOLT ′= , where 

)(nOL ′ is the Ontology Label of an interior node n′ and   is a finite set of data nodes and/or 

attributes. Let ),( nn′  denote that there is an edge from node n′ to node n in the XML tree.  = 

{ n | n is a data node, and ),( nn′ , or n  is an attribute of n′ }. In Fig. 2.1 for example, the parent 

node student(1) and its child data node name(2) constitute a Canonical Tree. The parent node 

component student(1) is represented in the Canonical Tree by its Ontology Label “person” (see 

the root Canonical Tree T1 in Fig. 2.3). The Ontology Label of a Canonical Tree is the Ontology 

Parent  nodes (with their IDs) OL OLA 

paper (4,12),  article (17, 24),   book (23) publication    b 

student (1), contributor (9), reviewingProf (20) person    p 

researchInterest (18, 31),  expertise (29) field     f   

conference (6), journal (26) publicationProceedings                    s 
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Label of the parent node component of the Canonical Tree. For example, the Ontology Label of 

Canonical Tree T1 in Fig. 2.3 is the Ontology Label of the parent node component student(1), 

which is “person”. A Canonical Tree is represented by a rectangle, and is labeled with a numeric 

ID. For example, in Fig. 2.3 the label of the root Canonical Tree is T1. We   use the abbreviation 

“CT” throughout the dissertation to denote “Canonical Tree”. 

 

A Canonical Trees Graph (CTG) is a hierarchical representation depicting the 

relationships between CTs. Fig. 2.3 shows a CTG depicting the relationships between the CTs 

constructed from the XML tree in Fig. 2.1. Let n  and n′ be two interior nodes in an XML tree. 

They are the parent nodes components of CTs T and T ′ respectively. CTs T  and T ′ have 

parent-child relationship in the CTG if there does not exist in the XML tree any node n ′′ on the 

path from n  to n′ where n ′′  has children data nodes or attributes. In Fig. 2.1 for example, since 

node paper(4) is a descendant of node student(1) and since there is no interior node in the path 

from student(1) to paper(4) that has children data nodes or attributes, the CT whose parent 

node component is node 4 (CT T2 in Fig. 2.3) is a child of the CT whose parent node 

component is node 1 (CT T1  in Fig. 2.3).  We now formalize the CTG concept. 

 

Definition 2.3 - Canonical Trees Graph (CTG): A CTG is a pair of sets, CTG= (TS , E), where TS 

is a finite set of CTs and E, the set of edges, is a binary relation on TS, so that E ⊆  TS ×  TS. TS 

= {Ti | Ti is a CT, and 1 ≤  i ≤  | TS|). The CTG is constructed as follows: If the two interior nodes 

n , n′ in the XML tree both have children data nodes and/or attributes, and if either (1) ( n , n′ ) 

is an edge in the XML tree, or (2) n  is an ancestor of n′ , and there does not exist any node 

n ′′ on the path from n  to n′ where n ′′  has children data nodes or attributes, then ),( 21 TT  will be 

an edge in the CTG, where )),(( 11 nOLT =  and )),(( 22 nOLT ′= : N1 and N2 are the sets of 

children data nodes/attributes of n and n′ respectively.  
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Fig. 2.3: Canonical Trees Graph (CTG) depicting the relationships between the CTs constructed 
from the XML tree presented in Fig. 2.1 

 
 

 

Definition 2.4 - Dewey ID: Each CT is labeled with a Dewey number-like label called a Dewey 

ID. A Dewey ID of CT Ti is a sequence of components, each having the form OLAx where OLA 

is an Ontology Label Abbreviation (recall Definition 2.1 and table 2.1) and x denotes a subscript 

digit. Each OLA represents the Ontology Label of an ancestor CT Tj of a CT Ti and the digit x 

represents the number of CTs preceding Tj in the graph using Depth First Search, whose 

Ontology Labels are the same as the Otology Label of Tj. When the sequence of components 

OLAx in the Dewey ID of CT Ti are read from left to right, they reveal the chain of ancestors of Ti 

and their Ontology Labels, starting from the root CT; the last component reveals the Ontology 

Label of Ti itself. Consider for example CT T4 in Fig. 2.3. Its Dewey ID p0.b0.p1 reveals that the 
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Dewey ID of the root CT is p0 and its Ontology Label is “person”. It also reveals that the Dewey 

ID of the parent of T4 is p0.b0 and its Ontology Label is “publication”. The last component p1 

reveals the Ontology Label of T4, which is “person”, and the subscript 1 attached to p indicates 

that there is one CT preceding T4 in the graph using Depth First Search, whose Ontology Label 

is “person”. 

 

Definition 2.5 - Semantically Related CTs: CTsT  andT ′ are semantically related iff the paths 

from T and T ′ to their Lowest Common Ancestor (not includingT andT ′ ) do not contain more 

than one CT with the same Ontology Label. The Lowest Common Ancestor of T  and T ′ is the 

only CT that contains the same OL in the two paths to T  and T ′ . 

              

 

2.4 Context-Driven Techniques 

 
 

           We present in this section context-driven techniques that determine the semantic 

relationships between CTs. We first present notations of key concepts. 

 

Notation 2.1 - Keyword Context (KC): KC is a CT containing a keyword of a query. That is, one 

of its data nodes holds a value matching one of the query’s keywords. For example, the KC for 

the Keyword-Based query Q(“XML”) is CT T2 in Fig. 2.3. 

 

Notation 2.2 - Intended Answer Node (IAN): IAN is a data node in the XML tree containing the 

data that the user is looking for. Consider for example Fig. 2.1 and the query Q(“Julie Smith”, 

“VLDB”). As the semantics of the query implies, the user wants to know information about the 

publication(s) authored by “Julie Smith” (node 10) and appeared in “VLDB” conference 

proceedings (node 15). This information is contained in nodes 13 and 16. Therefore, each of 

these two nodes is called an IAN.  
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Notation 2.3 - OLT and OLKC: OLT denotes the Ontology Label of CT T. For example, 
1TOL is 

“person” in Fig. 2.3. OLKC denotes the Ontology Label of the KC. 

 

We call each CT that can contain an IAN for a KC an Immediate Relative of the KC. 

Consider, for example, Figs. 2.1 and 2.3 and the Keyword-based query Q(“XQuery”). XQuery is 

a title of a paper and is contained in node 13. It is intuitive that data nodes 10, 15, and/or 16 be 

IANs, but it is not intuitive that data node 2 be an IAN since “Tom Wilson” (node 2) did not 

author that paper. Since “XQuery” is contained in CT T5, we can determine that the CTs 

containing nodes 10, 15, and 16 are Immediate Relatives of T5, while the CT containing node 2 

is not an Immediate Relative of T5. We denote the set of CTs that are Immediate Relatives of a 

KC by IRKC. We use the notation “T ∈ IRKC” to denote that CT T is an Immediate Relative of the 

KC. A CT can contain an IAN, if it has strong association with the KC. Thus, IRKC is a set of CTs 

that have strong associations with the KC. The IRKC concept enables the search to be focused 

on a specific part of the XML document, which enhances the accuracy of results and efficiency 

of the search.  

 

Because there are many abbreviation of concepts used in the chapter, we summarize 

them in Table 2.2 for easy reference. 

 
 

Table 2.2: Abbreviations of concepts  

Abbreviation  Concept Abbreviation   Concept 

IAN Intended Answer Node KC Keyword Context 

CT  Canonical Tree LCA Lowest Common Ancestor 

IRT Immediate Relatives of CT T OLKC Ontology Label of the KC 

IRKC Immediate Relatives of KC OLT Ontology Label of CT T 

CTG  Canonical Trees Graph OLA Ontology Label Abbreviation 

 

 

Semi-structured data encompass most of the modeling features of the Object Oriented 

(OO) model [56], and static aspects from the OO modeling semantics can be found in XML data 
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modeling [28, 113]. Therefore, many researchers took advantage of the richness of OO 

conceptual modeling to model XML data and describe its complex interrelationships [28, 80, 

113, 114, 120]. The concept of existence dependency was first proposed for Entity-Relationship 

modeling [33], and has been adapted for use in OO conceptual modeling [113]. Existence 

dependency has some correspondences with the IRKC concept. An object x is existence-

dependent on an object y if the existence of x is dependent on the existence of y [113]. 

Following this definition, we can see the closeness between the existence dependency and IRKC 

concepts: both denote that an object has a strong association with another object (in our case 

the KC). All CTs that are existence-dependent on the KC belong to IRKC, but not necessarily all 

CTs belonging to the IRKC are existence-dependent on the KC. In this section we propose three 

rules for the determination of IRKC. The first rule will be validated through the existence 

dependency concept. The three rules will be verified heuristically. A formal strategy of deriving 

IRKC will be given later in the section.     

The first rule we propose is as follows. If CT T ∈ IRKC, then OLT ≠  OLKC. We are going 

to validate this rule by checking whether it conforms to the structural characteristics of existence 

dependency. Snoeck et al. [87] argue that the existence dependency relation is a partial 

ordering of object types. The authors transform an OO schema into a graph consisting of the 

object types found in the schema and their relations. The object types in the graph are related 

only through associations that express existence dependency. Notice the resemblance between 

the concept of this graph and the concept of the CTG, where both are type-oriented (an 

Ontology Label can be viewed as a type of a CT). The authors demonstrated through the graph 

that an object type is never existence-dependent on itself. That is, if the two objects Oi and Oj 

belong to the same type, Oi cannot be dependent on Oj and vice versa. This finding is in 

agreement with our proposed rule, if we view a CT as an object and its Ontology Label as the 

object’s type. Thus, if a CT T has the same Ontology Label as the KC, T can never be 

existence-dependent on the KC; therefore, it can never be its Immediate Relative.  
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After validating the first rule, we now verify it heuristically: verify that CT T may contain 

an IAN for a KC (which means T ∈ IRKC) if OLT ≠  OLKC. Let Ti and Tj be two distinct CTs having 

the same Ontology Label. Therefore, the two CTs share common entity characteristics, and 

some of their data nodes are likely to have the same labels. Let n1, n2, n3, n4, n5, and n6 be data 

nodes, where n1, n2, n3 ∈Ti and n4, n5, n6 ∈  Tj. Let n1 and n4 have the same label l1, n2 and n5 

have the same label l2, n3 has the label l3, and n6 has the label l4. Let m
m

d ′  denote the distance 

between data nodes m  and m′ in the XML tree. Now consider the query Q(l1=”ki”,  l2?). The 

keyword “ki” is contained in data node n1 ∈  Ti (the KC is Ti) and l2 is the label of the IAN. 

Intuitively the IAN is n2 ∈Ti and not n5 ∈  Tj, because 1

2

n
n

d < 1

5

n
n

d . If the label of the IAN in the same 

query is l3 (instead of l2), then obviously the IAN is n3 ∈Ti. However, if the label of the IAN in the 

same query is l4, then the query is meaningless and unintuitive. Now consider the query Q(l3 = 

“ki”, l1?). Intuitively the IAN is n1 and not n4 due to the proximity factor. If the label of the IAN in 

the same query is l2 (instead of l1), intuitively the IAN is n2 and not n5. Thus, we can conclude 

that in order for the query to be meaningful and intuitive, the IAN cannot be contained in CT Tj if 

the keyword is contained in CT Ti. In other words, an IAN of a query cannot be contained in a 

CT whose Ontology Label is the same as the Ontology Label of the KC, unless this CT is the 

KC itself. If the IAN is contained in a CT T, then either OLT ≠  OLKC or T is the KC. 

 

The following is the second rule we propose for determining IRKC. If CT T is an 

Immediate Relative of a KC, then OLT ≠ TOL ′  whereT ′ is a CT located between T and the KC in 

the CTG. We can verify this rule as follows. Let: (1) CTT ′ ∈  IRKC, (2) T ′ be a descendant of the 

KC and (3) CT T be a descendant of T ′ . In order for T to be an Immediate Relative of the KC, 

intuitively T has to be an Immediate Relative of T ′ , because T ′  relates (connects) T with the 

KC. If T and T ′  have the same OL, then T ∉  TIR ′  (according to the first rule). Therefore, in 

order for T to be an Immediate Relative of the KC, OLT ≠ TOL ′ . 
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The following is the third rule we propose for determining IRKC. If CT T ′  ∉ IRKC and CT 

T is related to the KC through T ′  then T ∉ IRKC. We can validate this rule as follows. A KC has 

a domain of influence. This domain covers CTs, whose degree of relativity to the KC is strong. 

Actually these CTs are the Immediate Relatives of the KC. If CT T ′ ∉ IRKC, then the degree of 

relativity between T ′ and the KC is weak. Intuitively the degree of relativity between any other 

CT T and the KC is even weaker if T is related to the KC through T ′ , due to the proximity factor. 

Based on the above, we present Definition 2.6 to formalize the Immediate Relatives concept. 

 

Definition 2.6 Immediate Relatives of a KC (IRKC): The Immediate Relatives of a KC is a set 

IRKC, IRKC = { T |T is a CT, where OLT ≠  OLKC and OLT ≠ TOL ′ , where T ′ is a CT located 

between T and the KC in the CTG}. 

 

We can determine IRKC by pruning from the CTG all CTs∉ IRKC, and the remaining 

ones would be IRKC. We present below three properties that regulate the pruning process. The 

properties are inferred from Definition 2.6. 

 

 Property 2.1: When computing IRKC, we prune from the CTG any CT whose Ontology Label is 

the same as the Ontology Label of the KC. 

 

Property 2.2: When computing IRKC, we prune CT T ′ from the CTG if: (1) there is another CT 

T ′′  located between T ′  and the KC, and (2) the Ontology Label of T ′′ is the same as the 

Ontology Label of T ′ .  

 

Property 2.3: When computing IRKC, we prune from the CTG any CT that is related (connected) 

to the KC through a CT T, T ∉  IRKC. 
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We now present examples to show how we can determine the Immediate Relatives of a CT. 

        Examp1e 2.1: Let us determine 
8

TIR  (recall Fig. 2.3): By applying property 2.1, CTs T1 and 

T4 are pruned, because their Ontology Labels are the same as the Ontology Label of T8. By 

applying property 2.3, CT T12 is pruned because it relates to CT T8 through the pruned CT T1, 

and CTs T5, T6, and T7 are pruned because they relate to CT T8 through the pruned CT T4. The 

remaining CTs in the CTG are 
8

TIR  (see Fig. 2.4). 

         Examp1e 2.2:  Let’s determine
10

TIR (recall Fig. 2.3): By applying property 2.2, CT T2 is 

pruned, because it is located in the path T1     T2         T8     T9       T10   and its Ontology Label is 

the same as the Ontology Label of CT T9, which is closer to T10. By applying property 2.3, CTs 

T1, T12, T3, T4, T5, T6, and T7 are pruned, because they relate to T10 through the pruned T2. The 

remaining CTs in the CTG are
10

TIR (see Fig. 2.5).  

        Example 2.3: Figs. 2.4 – 2.9 show 
3TIR ,

1TIR ,
6TIR , 

4TIR .
 
   

 

          

 

                   

 

 
  

 
 

                   
          
 
 
 
 
 
 
 
 
 
 
 

                                Fig. 2.4: 
8TIR                                Fig. 2.5: 

10TIR                            Fig. 2.6: 
3TIR  

 

 
 

 

 

 
 
 
 
 
 
 

                               
                      Fig. 2.7:   
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 Fig. 2.8:  
6TIR                                    Fig. 2.9: 

4TIR
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The naïve approach for computing IRKC is to apply the three properties to all CTs in the 

CTG. The time complexity of this approach for computing the IR of all CTs in the graph is 

O(|T|
2
). We constructed an efficient algorithm called ComputeIR (see Fig. 2.10), which works as 

follows. To compute IRKC, instead of examining each CT in the graph, we only examine the CTs 

that are adjacent to any CT T ′ , T ′ ∈  IRKC. That is, if CT T ′ ∈  IRKC, the algorithm will examine 

the CTs that are adjacent to T ′ ; otherwise,  it will not examine any CT T ′′  that is connected to 

the KC through T ′ , because T ′′  will not be an IR of the KC according to property 2.3.  The 

algorithm’s time complexity is )
||

1
|( |∑

=

T

i
iTIRO .  

 

 

   ComputeIR (KC) {   
1. T � KC   // CT T is the KC 

2. KC
KC

S � null                                                // Initialize set S to null 

3.  IRKC � null                                                // Initialize set IRKC to null 
4. ExamineCT ( T )   {     
5.        for each CT T ′∈Adj [T] {                             //T ′  is adjacent to CT T  in the CTG 

6.                if ( KCT OLOL ≠′  
& T

KCT SOL ∉′ )              //Check properties 2.1 and 2.2 

7.                       {  

                              IRKC = IRKC U  T ′                           //T ′∈ IRKC and is inserted into set IRKC 

8.                           T
KCS
′
�

T
KCS U  TOL ′                       //Insert TOL ′ into set T

KCS
′

 

9.                            ExamineCT (T ′ )         
                           }/*end if*/           
              }  /*end for*/        
10.  
       } /* end the algorithm */ 
                           

 

Fig. 2.10: Algorithm ComputeIR 
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CHAPTER 3 

LOCATING ANSWER NODES USING STACK-BASED SORT MERGE ALGORITHM 
 
 

We investigate in this chapter how answer nodes can be located using stack-based sort 

merge algorithm. The algorithm determines the relationships between nodes using the context-

driven framework presented in chapter 2 and determines answer nodes using stack-based sort 

merge techniques. The algorithm is called RKClookup. We implemented the algorithm in a 

prototype system called XCDSearch (XML Context-Driven Search).   

XCDSearch processes a query in three phases. In the first phase, the system locates 

the KCs (recall notation 2.1). In the second phase, the system uses Algorithm RKClookup to 

select from the KCs subsets, where each subset contains the smallest number of KCs that: (1) 

are closely related to each other, and (2) contain at least one occurrence of each keyword. The 

KCs in each subset are called Related Keyword Contexts (RKC). In phase 3 of the query 

processing, the system constructs the answer for the query. We now formalize the concept of 

RKC. 

 

Definition 2.7:  Related Keyword Contexts (RKC): RKC is a set of KCs, where: (1) for each two 

Keyword Contexts KCi, KCj ∈ RKC, KCi ∈  
jKCIR , (2) the set contains at least one occurrence 

of each keyword, and (3)  there are no two distinct KCs ∈ RKC that contain the same keywords. 

 

3.1 Description of Algorithm RKClookup 

A algorithm RKClookup (see Fig. 3.1) works as follows. The input to the algorithm is an 

array called contexts, which contains the Dewey IDs of the KCs. Each iteration of the algorithm 

produces a new stack state. Each stack entry has a pair of components (Dewey ID component, 

keywords component). A Dewey ID component is an OLAx (recall Definition 2.4). If OLAi, OLAj, 
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D, and OLAk are the Dewey ID components in the stack from the bottom entry to the stack 

entry, then: (1) the stack entry represents the CT, whose Dewey ID is OLAi.OLAj.D.OLAk and 

(2) the bottom entry represents the root CT, whose Dewey ID is OLAi. Consider Fig. 2.3 and the 

stack in Fig. 3.7-b. The stack entry represents CT p0.b0.p1, the middle entry represents CT p0.b0, 

and the bottom entry represents CT p0 (the root of Fig. 2.3). The keywords component is 

defined as follows. Keywords is an array of length m, where m is the number of keywords of the 

query. Each field of array keywords represents one of the query’s keywords. Let k1, k2, D, km be 

the query’s keywords. keywords[i] represents keyword ki. If a CT T contains the keyword ki, we 

represent that by storing the top Dewey ID component of T in keywords[i]. For example, CT 

p0.b0.p1 in Fig. 2.3 is represented by the stack entry in Fig. 3.7-b, and the keyword “Smith” that 

the CT contains is represented by storing the top Dewey ID component of the CT (the 

component p1) in the first field of array keywords. 

In each iteration of the algorithm, the current KC being processed is called the Current 

Context (CC) (line 2), and prior KC processed is called Prior Context (PC). Line 3 computes the 

number of common components prefixes “q” in the CC and PC. For example, if the CC is 

p0.b0.p1 and the PC is p0.b0, then q = 2. Entry stack[q] represents the Lowest Common Ancestor 

(LCA) of the CKC and PC. If q equals the stack size (line 4), the CC is a descendant of the PC 

and subroutine PushEntries is called (line 5), otherwise subroutine PopAndPushEntries is called 

(line 6). The time complexity of the algorithm is |)|( KChO , where h is the maximum depth of the 

CTG and |KC| is the number KCs. 

 

We describe briefly below the algorithm’s subroutines shown in Figs. 3.2-3.6 (See 

Appendix A for detailed descriptions of the subroutines). Subroutine PushEntries (Fig. 3.2) 

pushes into the stack the top components of CC that do not match the top components of PC. 

By applying properties 2.1 and 2.2, subroutine PopAndPushEntries (Fig. 3.4) first finds the 

closest descendant CT T of the LCA of CC and PC that is not an Immediate Relative of the LCA 
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(T ∉ IRLCA). It then pops from the stack the entry representing T and all entries located above it 

(to satisfy property 2.3). Subroutine popIR (Fig. 3.5) pops the remaining entries located above 

stack[q], which represent CTs that are Immediate Relatives of the LCA. If all the fields of array 

keywords of a popped entry are occupied, the array is output (line 4), because its contents 

represent RKC. The example in section 3.2 illustrates the algorithm. 

 

 

RKClookup   { 

1. for (current = 1�  contexts.length)  { 
2.        CC = contexts[current] 
3.        find the largest q such that stack[i] = CC[i], 1≤ i≤ q 
4.        if (stack.length =  q)              //then CC is a descendant of PC 
5.                   PushEntries (CC, q, stack) 
6.        else    PopAndPushEntries (CC, q, stack)  } 
7.  popIR(q,  stack)                   
   } //end the algorithm 

Fig. 3.1: Algorithm RKClookup 
 
  

 

 

PushEntries (CC, q, stack) {  

1. for  (q < j ≤ CC.length)                       
2.    stack.push(CC[j], [])     //push non-matching components of CC 
3. stack.top.keywords[i] = CC[CC.length]       

   }//end the subroutine    

Fig. 3.2: Subroutine PushEntries 
 

 
 

OLAin( stack[i] )  { 
  Extract and return subcomponent OLA from the component OLAx in stack[i] by stripping the subscript x.      

} 

Fig. 3.3: Subroutine OLAin 
 

 
 

 

 PopAndPushEntries (CC, q, stack)  { 
1. P = null    //P is a set of OLAs located between stack[q] and stack[k] 
2. for (q < k ≤ stack.length)  {          //Applying properties 2.1 and 2.2 
3.  if ((OLAin(stack[k]= OLAin(stack[q]) or (OLAin(stack[k])∈P)) 
             // pop stack[k] entry and all entries located above it 
4.          for  ( j = k � stack.length )                   
5.                 stack.pop()   

6.    else P = P U  OLAin(stack[k])       

   }    // end for      
7.  popIR(q,  stack)         //Pop top entries representing CTs ∈IRLCA                                  
8.  PushEntries (CC, q, stack)                 

   }//end the subroutine 

Fig. 3.4: Subroutine PopAndPushEntries 
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popIR(q,  stack)  {   
1. while (stack.size > q)  { 
2.    stackEntry = stack.pop()  //Pop top entries representing CTs∈IRLCA 
3.     if (isAnswer(stackEntry))                  
4.             output array keywords  
5.     else    
      /*Pass the keyword information of stackEntry to the  current top entry*/ 
6.          { for (j =1 � m)        
7.                 if (stackEntry.keywords[j] is non-empty)           
8.                      stack.top.keywords[j] = stackEntry.keywords[j]  
              }  
       }  // end while 

   } // end the subroutine 

Fig. 3.5: Subroutine popIR 
 
 
 

isAnswer(stackEntry)  {Return true if all fields of array keywords at stackEntry are occupied }  

Fig. 3.6: Subroutine isAnswer 
 
 

 

3.2 Example Illustrating Algorithm RKCLookup 

Consider Fig. 2.1 and the Keyword-Based query: Q(“Smith”, “XML”, “VLDB”), which 

asks for information about an author, whose last name is “Smith”, who authored a publication 

titled “XML” that appeared in “VLDB” conference proceedings/journal. There are two candidate 

answer subtrees. The first
 
is rooted at node 4 and includes nodes 5, 10, and 15. The second

 
is 

rooted at node 20 and includes nodes 21, 25, and 27. The first
 
tree is an incorrect answer, 

because the publication titled “XML” (node 5) and authored by “Julie Smith” (node 10) was 

published in “EDBT” proceedings (node 7) and not in “VLDB” proceedings. Instead, Julie’s 

publication titled “XQuery” (node 13) is the one that was published in “VLDB”. The second 

answer subtree is correct, because “Joe Smith” (node 21) authored a publication titled “XML” 

(node 25) that appeared in “VLDB” (node 27). First, the Dewey IDs of the KCs are stored in the 

array contexts: contexts = [p0.b0, p0.b0.p1, p0.b0.p1.b1.s1,  p0.b0.p2,  p0.b0.p2.b2, p0.b0.p2.b2.s2]. The 

stack is initially empty. Below are the algorithm’s steps that created the stack states in Fig. 3.7. 

First state (Fig. 3.7-a): The CC is p0.b0. The components p0 and b0 are pushed into the stack. 

Keyword “XML” that the CC contains is represented by storing the top component b0 in the 

second
 
field of array keywords. 
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Second state (Fig. 3.7-b): Line 2: the CC is p0.b0.p1. Line 3: since the two components p0 and b0 

in the stack match the first two components of the CC (stack[2] = CC[2]), then q = 2. Line 4: 

since stack.length = q, the CC is a descendant of the PC and subroutine PushEntries is called 

(line 5), which proceeds as follows. Line 2: the non-matching component p1 (CC[3]) is pushed 

into the stack. Line 3: keyword “Smith” that the CC contains is represented by storing the top 

component p1 in the first
 
field of array keywords:  stack.top.keywords[1] = p1. 

Third state (Fig. 3.7-c): The CC is p0.b0.p1.b1.s1 and it is a descendant of the PC. The steps are 

similar to those of the second
 
state. 

Fourth state (Fig. 3.7-d): Line 2: The CC is p0.b0.p2. Line 3: q = 2. Line 4: since stack.length ≠  

q, the CC is not a descendant of the PC and subroutine PopAndPushEntries is called (line 6), 

which proceeds as follows. Line 3: Since OLAin(stack[4]) = OLAin(stack[2]), CT p0.b0.p1.b1 

(stack[4]) is not an IR of the LCA p0.b0 (property 2.2.1); CT p0.b0.p1.b1.s1 is also not an IR of the 

LCA (property 2.2.3). Line 5 pops from the stack the top two entries representing these two CTs 

without passing their keyword information to the current top entries, because these CTs are not 

IRs of the LCA. Line 7 calls subroutine popIR, which proceeds as follows. Line 2 pops the 

current top entry representing CT p0.b0.p1 (which is an IR of the LCA). Lines 5-8 pass the 

popped entry’s keyword information to the current top entry (the component p1 representing 

“Smith”), because the entry represents a CT that is an IR of the LCA. Line 8 of subroutine 

PopAndPushEntries pushes the top component and stores the component p2 representing the 

keyword “Smith” in the first field of array keywords. 

Fifth state (Fig. 3.7-e) and sixth state (Fig. 3.7-f): In each of the two states, the CC is a 

descendant of the PC. The steps are similar to the ones described in the second
 
 state. 

Answer state (Fig. 3.7-g): Line 7 calls subroutine popIR, which proceeds as follows. The top 2 

entries are popped (line 2) and their keyword information is passed to the current top entries 

(lines 5- 8). Line 3 will discover that all the fields of the array keywords at entry p0.b0.p2 are 

occupied. Therefore, this array is output as RKC (line 4). Each component in the array 

represents the right-most component of the Dewey ID of one of the KCs composing the RKC. 
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Thus, RKC = {p0.b0.p2,   p0.b0.p2.b2,  p0.b0.p2.b2.s2} (see Fig. 3.7-h). As can be seen, the CTs 

composing the RKC contain the nodes that form the correct answer subtree: CT p0.b0.p2 

contains the keyword “Joe Smith” (node 21); CT p0.b0.p2.b2 contains the keyword “XML” (node 

25); CT p0.b0.p2.b2.s2 contains the keyword “VLDB” (node 27). 
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Fig. 3.7:  States of stack, where S stands for “Smith”, X stands for “XML”, and 
V stands for “VLDB”. (a) CKC is p0.b0. (b) CKC is p0.b0.p1. (c) CKC is 
p0.b0.p1.b1.s1. (d) CKC is p0.b0.p2. (e) CKC is p0.b0.p2.b2. (f) CKC is 

p0.b0.p2.b2.s2. (g) Answer state. (h) RKC corresponding to the answer state                                                                     
 

 
 

 

3.3 Answering a Query 

 

We describe in this section the final phase of the query processing, where the IANs are 

determined. XCDSearch accepts Keyword-Based queries with the form Q (“k1”, “k2”, .., “kn”), 

and Loosely Structured queries with the form Q(
1k

l = “k1”,D, 
nkl  = “kn“,  E1?,D, En?), where ki 

p1 p1   

b0  b0   
 

p0    

p2 p2   

b0 p1 b0  

p0    

s2   s2 

b2  b2  

p2 p2   

b0 p1 b0  

p0    

p2 p2 b2 s2 

b0 p1 b0  

p0    p0.b0.p2.b p0.b0.p2.b2.s2  p0.b0.p2 
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denotes a keyword, 
ikl  denotes the label of the node containing the keyword ki, and (E1?,D, 

En?) denote the return nodes (the labels of nodes containing the data that the user is looking 

for). We describe in section 3.3.1 how the IANs for a Loosely Structured query are determined, 

and we describe in section 3.3.2 how the answer subtree for a Keyword-Based query is 

constructed. 

 
3.3.1 Answering a Loosely Structured Query 

A Loosely Structured query has two forms. We call the first “query type A” and the second 

“query type B”.  

 

3.3.1.1 Query Type A 

            In query type A, the label of the search term element is different than the label of the 

requested return element. If the keyword(s) of the query is/are contained in one CT, the IAN 

should be contained in the Immediate Relatives of this CT. Consider for example Fig. 2.1 and 

the Query: Q (name = “Joe Smith”, title?). The query asks for the titles of the publications 

authored by “Joe Smith” (node 21). Since “Joe Smith” is contained in CT T8, the IANs should be 

contained in 
8

TIR  (recall Fig. 2.4). The answer is nodes 5 and 25 contained in CTs T2 and T9 

respectively. 

 

If the keywords of the query are contained in more than one CT, the IANs are located in 

the intersection: 
1KCIR I

2KCIR IDI
nKCIR , where RKC = {KC1, KC2, D KCn}.  That is, each 

IAN is located in a CT Ti, Ti

 

∈ I
RKCKC

KC

j

j
IR

∈

, where CT Ti is an IR of each KCj∈RKC.  We now 

present examples 3.1 and 3.2 to illustrate the process of locating IANs. 

 

Example 3.1: Consider Figs. 2.1 and 2.3 and the query Q(name = “Julie Smith”, name = 

“EDBT”,  title? ). The query asks for the title of the publication that was authored by “Julie Smith” 
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(node 10) that appeared in “EDBT” conference proceedings (node 7).  Algorithm RKClookup 

(recall Fig. 3.1) will return the following RKC: RKC = {T3, T4}. The IAN should be located in 

intersection: 
3TIR

 4TIR = {T2, T7}. Recall Figs. 2.6 and 2.9 for 
3TIR and

4TIR respectively. The IAN 

is node 2 “title” contained in CT T2 (see Fig. 3.8). 

 

Example 3.2: Consider Figs. 2.1 and 2.3 and the query Q(name = “Julie Smith”, name = 

“VLDB”, title? ). The query asks for the title of the publication that was authored by “Julie Smith” 

(node 10) and appeared in “VLDB” conference proceedings (node 15). RKC = {T4, T6}. 4TIR
 

6TIR = {T5, T7}. Recall Figs. 2.9 and 2.8 for 
4TIR and 

6TIR respectively. The IAN is node 13 

contained in CT T5 (see Fig. 3.9). 

 

 
 

 

 

 

 

 
 
 
 
 
 
 

 
 
 

                            Fig. 3.8: 
3TIR

 4TIR                                      Fig. 3.9:  
4TIR

 6TIR
 

 
 

 

 

3.3.1.2 Query Type B 

            In query type B, the search term element and the requested return element have the 

same label. Consider for example Fig. 2.1. A user who knows that “XQuery” is a title of one of 

the papers authored by “Julie Smith” and who wants to know the titles of the other publication(s) 

authored by her, can submit the query Q(title = “XQuery”, title?). When searching for the CT 

containing the IAN “title”, we only search for ones whose Ontology Labels is “publication”. So, 

when answering query type B, we search only for CTs, whose Ontology Labels are the same as 

the Ontology Label of the CT containing the search term element. CTs whose Ontology Labels 

 T2 

T3 
 T4 

 T7 

 T4 

 T5 

 T6 

 T7 
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are the same behave as rivals: they either cooperatively have done something to a CT T ′ , or 

something has been done to them collectively by T ′ . We call CT T ′ a pivoting entity (denoted 

by Tpiv). In Fig. 2.3 for example, CTs T1, T4, and T8 cooperatively authored the pivoting entity CT 

T2. On the other hand, CTs T2 and T5 are collectively authored by the pivoting entity CT T4. 

 

In query type B the IAN(s) is located as follows. Starting from CT Ti in the CTG that 

contains the search term element we search the ascendants and descendants of Ti for the 

closest CT Tj  in the graph, whose Immediate Relatives include Ti (Ti ∈
jTIR ) and at least one 

other CT, whose Ontology Label is the same as the Ontology Label of Ti. CT Tj is Tpiv, and one 

or more of its Immediate Relatives must contain the IAN(s). That is, the IAN(s) must be 

contained in a CT∈
pivTIR . Example 3.3 illustrates this case. 

 

Example 3.3: Q(title = “XQuery”, title? ). The keyword “XQuery” is contained in CT T5. The 

closest CT to T5, whose Immediate Relatives contains T5 and also another CT, whose Ontology 

Label is the same as that of T5, or CT T4. So, T4 is Tpiv. The IAN should be contained in 
4TIR  

(recall Fig. 2.9). The IAN is node 5 contained in T2. 

 

 
3.3.2 Answering a Keyword-Based Query   

The answer subtree for a Keyword-Based query is composed of the following CTs: (1) 

the RKC, and (2) each CT Ti, Ti

 

∈ I
RKCKC

KC

j

j
IR

∈

, where CT Ti is an IR of each KCj∈RKC. This 

methodology guarantees that each node in the answer subtree is semantically related to all 

nodes containing keywords and the other connective nodes in the subtree. We now present 

example 3.4 for illustration. 

 

Example 3.4: Let us construct the answer subtree for the query presented in section 3.2. The 
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RKC = {T8, T9, T10} (recall Fig. 3.7-h). The answer subtree is composed from the RKC and the 

CTs located in the intersection
8TIR

9TIR
10

TIR . Recall Figs. 2.4 and 2.5 for 

8TIR and
10TIR respectively. As for

9
TIR , it contains the same CTs contained in

10TIR . The 

intersection 
8TIR  

9TIR  
10TIR = T11. So, the CTs composing the answer subtree are CTs T8, T9, 

T10, and T11. Thus, the answer subtree is rooted at node 20, and contains nodes 21, 22, 24, 25, 

26, 27, 28, 29, and 30. This answer subtree conveys the following information: “Joe Smith” 

(node 21), whose area of expertise is “databases” (node 30) coauthored an article titled “XML” 

(node 25) that was published in “VLDB” journal (node 27) in the issue of “May 2002”. 

 

There could be more than one answer subtree for a query. If algorithm RKClookup 

outputs n RKCs, there would be n answer subtrees.  

 

 
3.3.3 Ranking Function   

  For ranking results, we use the ranking function proposed in XRANK [38], which ranks 

XML elements by combining the ranking of elements with keyword proximity. For the query Q 

(k1, k2, O, kn), the overall ranking of the result element 
1v , which is an ancestor of the element 

containing the keyword ki  is computed as follows: 
)...,,,,(),(ˆ),( 21111 ni kkkvpkvrQvr ×








= ∑ where p(v1, 

k1, k2, O, kn) is a measure of keyword proximity, and  ),(ˆ 1 ikvr is the sum of the ranks of element 

v1 with respect to the m occurrences of keyword ki, where the rank of each of these occurrences 

is  computed as follows: 1

1 )(),( −×= t

ti decayvekvr , where decay is a parameter that can be set to a 

value in the range 0 to 1, and 
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, where d1, d2, and 

d3 are the probabilities of navigating through hyperlinks, forward containment edges, and 

reverse containment edges respectively; Nd is the total number of documents; Nde(v) is the 

number of elements containing element v; Nh(u) is the number of out-going hyperlinks from the 
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document; Nc(u) is the number of sub-elements of u; HE and CE are the sets of hyper link and 

containment edges respectively; CE
-1

  is the set of reverse containment edges. In elements that 

do not have hyperlinks, sub-elements, and parent elements, the probability of navigation (d1 + d2 

+ d3) is proportionally split among the available alternatives. 

 

 

3.4 Analyzing Algorithm RKCLookup and Existing Algorithms 
 

 
3.4.1 Non Context-Driven Search Algorithms   

A number of studies [22, 55, 116] employ a semantic search of XML documents modeled 

as trees. They build relationships between data nodes based solely on their labels and proximity 

to one another while overlooking their contexts. We take [22, 55, 116] as sample of non context-

driven search engines and heuristically analyze the behavior of their algorithms as well as 

algorithm RKClookup using different query criteria. First, we describe below the three algorithms 

(recall section 2.2 for the techniques used by the three systems).  

 

XKSearch [116]: [116] uses an algorithm called the Stack Algorithm to compute the Smallest 

Lowest Common Ancestor (SLCA) of nodes containing keywords. The algorithm is based on a 

stack sort-merge approach, but it does not employ context-driven search techniques. It 

computes the longest common prefix of each node and that denoted by the top entry of the 

stack. It then pops the top entries containing Dewey components that are not part of the 

common prefix. If a popped entry contains all keywords, it is considered a SLCA. The SLCA is a 

root of a subtree, in which the nodes of the subtree contain all queries’ keywords and have no 

descendant nodes that also contain all keywords. The time complexity of the algorithm 

is |)|(
1∑ =

k

i iSdO , where Si is the keyword list. 
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Schema-Free XQuery [55]: uses an algorithm called MLCAS for computing the Meaningful 

Lowest Common Ancestor (MLCA) of nodes containing keywords. Algorithm MLCAS uses a 

stack, with the head of each stack node being a descendant of the stack node below it. The 

basic idea is to perform one single-merge pass over the nodes and conceptually merge them 

into rooted trees containing MLCAs. The time complexity of the algorithm is )(
11

∏
=

∑
=

+
m

i
in

m

i
inhO

   

where h is the height of the XML tree, m is the number of input nodes, and ni is the number of 

nodes having the same label as node i.  

 

XSEarch [22]: [22] uses an algorithm called ComputeInterconnectionIndex, which employs 

dynamic programming to compute the relationships between all pairs of nodes in an XML tree. 

The time complexity of the algorithm is )|(| 2TO , where |T|  is the number of nodes.   

 

  We classified the XML documents of INEX [46, 47] into categories based on their 

structural characteristics and on the similarity of their nodes’ labels and types. We then 

classified INEX queries into seven criteria, based on: (1) the classifications of the XML 

documents they are intended to query, and/or (2) the labels of the queries’ search term and 

return elements. Table 3.1 shows the seven query criteria. We now heuristically analyze the 

behavior of algorithm RKClookup as well as the algorithms of [22, 55, 116] under the seven 

criteria.  

Criterion # 1: Algorithm RKClookup performs well under this criterion. If the search term element 

or return element of a Loosely Structured query has the same label as one of the nodes in the 

XML tree that have the same label and type, the algorithms of [22, 55] may return a faulty 

answer for the query. If one of the nodes that have the same label and type contains a value 

matching the keyword of a Keyword-Based query, the algorithm of [116] may return a faulty 

answer. The reason is that these algorithms are unable to account for the contexts of these 

nodes. To illustrate that, consider the following queries: 
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Table 3.1: Classification of queries  
Criterion # Query Criterion 

1 Queries submitted against a document, whose XML tree contains more than 
one node with the same label and type.  

2 Queries whose search term and return elements match nodes in the XML 
tree but these nodes have no relationships with one another. 

3 Queries submitted against a document, whose XML tree contains nodes 
having different labels but the same type 

4 Queries submitted against a document, whose XML tree contains nodes 
having the same label but different types 

5 Queries, whose search term and return elements have the same label (recall 
query type B in section 3.3.1.2) 

6 Queries submitted against a document, whose XML tree contains nodes 
having distinct Ontology Labels  

7 Queries submitted against a document, whose XML tree contains a parent 
node ni that has a child interior node nj, and both ni and nj have the same 
Ontology Label and each of them has a child/children data node and/or 
attribute(s) 

       

        
 

 
 
 

•••• We cite again the query Q(“Smith”, “XML”, “VLDB”) presented in section 3.2. Recall from 

example 3.4 that XCDSearch will return a correct answer subtree for this query using the 

RKC returned by algorithm RKClookup. We show below how the Stack Algorithm of [116] 

will return two answer subtrees for this query and one of which is incorrect. After labeling 

the nodes of the XML tree in Fig. 2.1 with Dewey numbers, the Dewey numbers of the 

nodes containing the query’s keywords will be as follows. Keyword “XML” list = [0.1.0.0, 

0.1.0.3.1.1.0]. Keyword “Smith” list = [0.1.0.2.0, 0.1.0.3.0]. Keyword “VLDB” list = 

[0.1.0.2.1.0.1.0, 0.1.0.3.1.1.1.0]. Figs. 3.10-a and 3.10-b show the third
 
and fourth stack 

states (respectively), which the Stack Algorithm of [116] will construct. These stacks 

correspond to the ones in Figs. 3.7-c and 3.7-d that algorithm RKClookup constructed. The 

key difference between the stack state in Fig. 3.10-b and the corresponding one in Fig. 3.7-

d is that when popping the top entry from the prior stack state, algorithm RKClookup will not 

pass the keyword “VLDB” to the current top entry, since the popped entry ∉  IRLCA, while 

[116] will pass it. In the sixth
 
stack state, [116] will return a correct answer subtree. Then, 

when all the keyword lists are exhausted, note that line 19 of  the Stack Algorithm of [116] 
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will find that all the fields of array keywords at entry 0.1.0 contain T (see Fig. 3.10-b); 

therefore, it will consider node 0.1.0 a SLCA and return it as the root of the (incorrect) 

answer subtree shown in Fig. 3.10-c. As can be seen that the semantic of the answer is 

incorrect, because “Julie Smith” (node 10) authored a paper titled “XML” but it did not 

appear in “VLDB” proceedings; rather, her publication titled “XQuery” is the one appeared in 

“VLDB”. 

•••• Consider Fig. 3.11-B and the query (title =“Introduction”,  image?), which asks for the image 

presented in the section titled Introduction.  Instead of returning node 8, [55] returns null,  
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Fig. 3.10: (a) and (b): the 3
rd 

and 4
th
 stack states of [116] (where “T” means that the 

node represented by the entry contains the corresponding keyword and “F” is the 
negation of that). (c): the incorrect answer subtree returned by [116] 
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Fig. 3.11: Fragments of XML documents taken from [46, 118] 

 

because the LCA of nodes 5 and 8 is node 4, and node 4 is an ancestor of node 6, which is 

the LCA of nodes 7 and 8, and node 7 has the same label as node 5. Thus, [55] considers 

node 8 is related to node 7 and not to node 5.  

Answer of algorithm RKClookup: Consider that the XML tree is fragmented to CTs T, T ′ ,T ′′  

whose nodes components are: T = {1, 2, 3}, T ′ ={4, 5}, and T ′′ ={6, 7, 8}. RKC={ T ′ }.  
TIR ′ = 

{T, T ′′ }. Therefore, XCDSearch returns node 8∈ T ′′ . 

 

Criterion # 2: Algorithm RKClookup performs well under this criterion. The algorithms of [55, 

116] may return a faulty answer for a query, if the XML tree contains: (1) a set S of nodes 

having ancestor-descendant relationships and containing all the keywords, and (2) a 

node(s)∉S containing a keyword. Consider for example that node 30 is pruned from Fig. 2.1 

and there is a query (name=“Joe Smith”, area?) that asks for the area of expertise of “Joe 

Smith” (node 21). The correct answer is null. But, [55] will return node 19, because the LCA of 

nodes 21 and 19 is not a descendant of a LCA of node 21 and another node labeled “area”. 

Answer of algorithm RKClookup: RKC = {T8}. 8TIR ={T2, T3, T9, T10, T11} (recall Fig. 2.4). 

        A                                                                  purchaseOrder(1) 

 
                 customer(2)                                       date(5)                                            shippingComp(6) 
 

                                                                 5/20/06                                     
  name(3)                    address(4)                                               name(7)                                       shippingFee(8) 

                      David                                                                                        UPS 

    
B                                        book(1)                                     C                book(1)       

 
   title(2)       author(3)                sec(4)                  sec     title(2)                            coauthors(3) 

 
      title(5)                                Fig. (6)                                              author(4)                              author(7)                

       

                                                                                           Julie 
                               

   Introduction    title(7)                          image(8)            name(5)                affil(6)         name(8)                 affil(9) 
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Therefore, XCDSearch will return null, because 
8TIR has no data node labeled “area”. 

 

Criterion # 3: Algorithm RKClookup performs well under this criterion. The algorithms of [22, 55, 

116] cannot reason that nodes having different labels may belong to the same type, since they 

do not employ ontological concepts. Consider Fig. 2.1 and the query (name= “Tom Wilson”, 

area?), which asks for the research interest area of Tom Wilson (node 2). Instead of returning 

only node 32, [22] will return also nodes 19 and 30, because their relationship trees with node 2 

do not include two or more nodes with the same label: [22] cannot reason that nodes 1, 9, and 

20 belong to the same type.   

Answer of algorithm RKClookup: RKC={T1}.
1TIR ={T2, T3, T12} - see Fig. 2.7. Thus, XCDSearch 

returns only node 32∈T12.  

 

Criterion # 4: Algorithm RKClookup performs well under this criterion. The algorithms of [22, 55, 

116] cannot reason that nodes having the same label may refer to entities with different types. 

Consider for example Fig. 3.11-A and the query (date=“5/20/06”, name?) which could be 

interpreted as “What is the customer’s name who placed an order on 5/20/06?” or as “What is 

the name of the shipping company that delivered an order placed on 5/20/06?”. The correct 

answer comprises two separate result sets: one is “David” (node 3) and the other is “UPS” 

(node 7). But, [22, 55] will return both of nodes 3 and 7 in one result set, because they cannot 

reason that the two nodes refer to entities with different types.  

Answer of algorithm RKClookup: Consider that the XML tree is fragmented to CTs 

T, T ′ ,T ′′ whose nodes components are:  T  = {1, 5}, T ′ = {2, 3, 4}, and T ′′ = {6, 7, 8}. RKC = {T}. 

IRT = { T ′ , T ′′ }. XCDSearch will return node 3 ∈ T ′  and node 7∈ T ′′ in two separate result sets, 

since TT OLOL ′′′ ≠  

Criterion # 5: Let n denote the search term element of a query falling under this criterion. To 

answer this query, a search engine needs to be able to identify: (1) the subset of data nodes in 
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the XML tree that have the same label and type as element n, and (2) the subset of data nodes 

that have the same label as element n but have different types. Unlike algorithm RKClookup, 

the algorithms of [22, 55, 116] are unable to determine these subsets correctly.  We present 

below two queries for illustration:  

•••• Consider Fig. 2.1 and the query (name = “Tom Wilson”,  name? ), which could be 

interpreted as either “What are the names of the coauthors of the paper that was authored 

by Tom Wilson” or “What is the name of the conference that published Tom Wilson’s 

paper”. The correct answer comprises two separate result sets: one is nodes {10, 21} and 

the other is node {7}. However, [55] will return null. It will not return node 10 because node 

1 is the LCA of nodes 2 and 10 and it is also an ancestor of node 4, which is the LCA of 

nodes 10, 21, and 7 and that the labels of nodes 21 and 7 are the same as the label of 

node 2.  Therefore, node 10 is related to nodes 21 and 7 and not to node 2. It will not return 

nodes 21 and 7 for similar reasons. 

XCDSearch answer: The pivoting entity (recall section 3.3.1.2) is CT T2. 2TIR  = {T1, T12, T4, 

T7, T8, T11, T3}. Therefore, the XCDSearch will return nodes 10 ∈T4 and 21 ∈T8 in one 

result set (since 
4TOL =

8TOL ) and return node 7∈T3 in a separate result set (since 

843
, TTT OLOLOL ≠ ). 

•••• Consider Fig. 3.11-C and the query (name=“Julie”, name?) which asks for the coauthor of 

the publication that was authored by “Julie” (node 5). The correct answer is node 8. But, 

[22] returns null, because the relationship tree of nodes 5 and 8 contains two nodes with the 

same label (nodes 4 and 7).  

XCDSearch answer: Consider that the tree is fragmented to CTs T, T ′ ,T ′′  whose nodes 

components are: T  = {1, 2}, T ′ = {4, 5, 6}, and T ′′ = {7, 8, 9}. The pivoting entity is CT T. 

IRT = { T ′ , T ′′ }. Thus, XCDSearch returns node 8∈ T ′′ . 
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Criterion # 6:  The four algorithms perform well in this criterion, because there is no ambiguity in 

selecting an IAN. 

 

Criteria # 7: Algorithm RKClookup does not perform well under this criterion. We conducted a 

statistical survey using the test data of [46, 47, 118] and numerous XML data collected from the 

web to determine the probability of encountering an XML tree that meets the characteristics 

causing this criterion. We found that only about 9% of the surveyed XML documents meet these 

characteristics. See Appendix B for how the pitfall caused by this criterion could be overcome. 

 

3.4.2 Context-Driven Search Algorithms   

 Prior to XCDSearch, we proposed two context-driven search engines called OOXSearch 

[101] and CXLEngine [99]. The overlaps between XCDSearch and the two engines are the 

basic concepts (the CT and CTG concepts) described previously. The following are the key 

differences between the algorithms of [99, 101] and algorithm RKClookup: (1) The algorithms of 

[99, 101] employ Object Oriented techniques for answering queries, while algorithm RKClookup 

employs stack based sort-merge algorithm, (2) While algorithm RKClookup considers all CTs in 

a CTG when computing RKC, the algorithms of [99, 101] considers only the CTs that connect 

the KCs: if these CTs have distinct Ontology Labels, the algorithms of [99, 101] consider the 

KCs as RKC, (3) algorithm RKClookup avoids the pitfalls of algorithms [99, 101] such as 

returning results with low recall and precision for queries that expand across an XML tree, and 

(4) XCDSearch answers both Keyword-Based and Loosely Structured queries while [99, 101] 

answer only Loosely Structured queries.  

 

3.5 System Implementation and Architecture 
 

Fig. 3.12 shows the XCDSearch system architecture. We describe below the processing steps 

and modules in the system architecture that create Ontology Labels, CTGs, and IRT. 
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Fig. 3.12: XCDSearch system architecture 
 

 
 
3.5.1 Creating Ontology Labels 

 

Many ontologies are already available in electronic form and can be imported into an 

ontology development environment. Module OntologyBuilder (see Fig. 3.12) uses Protégé 

ontology editor  [77], which allows the importing of ontologies available in electronic form 

(ontologies done by others) from locations specified by the namespaces URI (URL) by ticking 

the “import” tickbox. The Ontology Labels for 77% of the tag names in the test data we used in 

the experiments were created automatically from existing ontologies that had been imported 

electronically to the system. The formalism in which an ontology is expressed often does not 

matter, since many knowledge-representation systems can import and export ontologies. The 

imported ontologies are stored in database Ontology_DB for future references. After an XML 

schema describing the structure of an XML document is input to module OntologyBuilder, the 

module will access database Ontology_DB to determine the Ontology Labels corresponding to 

the interior nodes in the XML schema. If the ontology for creating the Ontology Label of a node 

KCdetermine

GraphBuilder 

IRdeterminer 

       XCDSearch Query Engine 

OntologyBuilder 

XQuery Engine 

IR_TBL 

     

     Ontology_ DB 
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is not found in the database, the module will first tokenize the node’s label by parsing it into a 

set of tokens using delimiters. In Fig. 2.1 for example, the label researchInterest will be 

tokenized into {research, interest}. The module then checks the database to determine if there 

is ontology for the suffix token name. If not, the system administrator can use Protégé to build a 

corresponding taxonomy of concept and relations.  The resultant Ontology Label will be added 

to database Ontology_DB for future references.  

 
 

 

3.5.2 Constructing CTGs    

Module OntologyBuilder outputs to module GraphBuilder a table called OL_TBL, which 

stores the Ontology Labels of the interior nodes in the input XML schema (the table’s format is 

similar to Table 2.1). Module GraphBuilder creates a CTG corresponding to the input schema, 

using algorithm BuildCTreesGraph (see Fig. 3.13). The inputs to the algorithm are table 

OL_TBL and the list of nodes adjacent to each node in the XML tree. For example, the 

adjacency-list of node 4 in Fig. 2.1 consists of nodes 3, 5, 6, 9, and 20. Lines 1-12 determine 

CTs and lines13-18 connect them with edges. Line 6:  if an adjacent node n′  to an interior node 

n is a leaf data node, this node will be contained in a CT TZ (line 8 or 12). Function 

setParentComp in line 9 sets node n as the parent component of CT TZ. Line 10 stores the 

parent nodes components of all CTs in a set called ParentComps. When function getCT (line 

15) is input the closest ancestor interior node m′ to interior node m, it returns the ID of the CT 

whose parent component is m′ . Function setCTparent (line 17) connects with an edge the CTs 

whose parent nodes components are m′ and m. Line 18 assigns the Ontology Label of m to CT 

Ty. The algorithm’s time complexity is |)||(| EVO + , where ||V and || E are the number of nodes 

and edges respectively in the XML tree. 
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BuildCTreesGraph { 
1. z = 0 

2. for each node n  ∈OL_TBL {        

3.          flag = 0                 // flag is a truth variable that takes values 0 or 1           
4.          z = z + 1 

5.          for each node n′ ∈ adj[ n ]   { 

6.                  if (isLeafNode ( n′ ) = true) 

7.                        then if (flag = 0) 

8.                                  then {  TZ = TZ U  n′        

9.                                              setParentComp ( n ,TZ)    

10.                                            ParentComps = ParentComps U n     

11.                                             flag = 1    
                                              } 

12.                                  else  TZ = TZ U n′    

                } /*end for*/    
     } /*end for*/ 
13.  for each node m ∈  ParentComps  {  

14.               m′  � Closest ancestor node to m in set ParentComps 

15.                Tx � getCT ( m′ )      

16.                Ty � getCT (m)                     
17.                setCTparent (Ty, Tx) 
18.                setOL (getOL (m), Ty)      
        } /*end for*/ 
     }   /*end the algorithm*/ 

Fig. 3.13: Algorithm BuildCTreesGraph 
 

 
 
 

3.5.3 Constructing IRT   

Using the input XML document, CTG, and the queries’ keywords, the KCdeterminer 

identifies the KCs. Module IRdeterminer uses algorithm ComputeIR (recall Fig. 2.10) to 

compute for each CT T in the CTG its IRT and saves it in a table called IR_TBL for future 

references.  

 

 

3.5.4 Constructing Results   

XCDSearch Query Engine uses algorithm RKClookup (recall Fig. 3.1) to compute the 

query’s RKC, and then accesses table IR_TBL to construct the answer. The engine extracts the 

data from each answer data node n using an XQuery engine [117]. 
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3.6 Experimental Results   
 

 

We experimentally evaluated the quality and efficiency of XCDSearch and compared it 

with XSEarch [22], Schema-Free XQuery [55], XKSearch [116], OOXSearch [101], and 

CXLEngine [99]. We have implemented XCDSearch in Java, run on Intel(R) Core(TM)2 Dup 

CPU processor, with a CPU of 2.1 GHz and 3 GB of RAM, under Windows Vista. The 

implementation of [55] has been released as part of the TIMBER project [89], which we used for 

part of the evaluation of [55]. We implemented the entire proposed systems of [22, 116] from 

scratch. As for [99, 101], we already have their implementations.   

 

Test Data: We used the following test data: 

� INEX 2005 [46]: Some of the documents in [46] are scientific articles (marked up with XML tags) 

from publications of the IEEE Computer Society. There are two types of topics (i.e. queries) 

included in the test collection, Content-and-structure (CAS) topics and Content-only (CO) 

topics. CAS topics are Loosely Structured queries and CO topics are Keyword-Based queries. 

We used in the experiments all the 87 queries in the test collection, with query numbers 202-

288. 

 

� INEX 2006 [47]: The documents in [47] made up from English documents drawn from Wikipedia 

project are marked with XML tags and contain hyperlinks between individual documents and 

their elements. The CAS and CO topics in [47] are combined into topics called Content Only + 

Structure (CO+S). We used in the experiments all the 125 queries in the test collection, with 

query numbers 289-413. 

 

Creating Ontology Labels:  

INEX [46, 47] contain a total of 1411 distinct tag names. XCDSearch created the 

Ontology Labels for 77% of the distinct tag names automatically from existing ontologies (done 

by others), which had been imported to the system electronically (recall section 3.5.1). For the 
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creation of the Ontology Labels for the remaining 23% tag names, we built taxonomies of 

concepts and relations using [77], and saved the resultant Ontology Labels in database 

Ontology_DB (recall Fig. 3.12) for future references.  

 

 
3.6.1 Recall and Precision Evaluation   

We measured the recall and precision of XCDSearch and of [22, 55, 116, 101, 99] 

using the test data of INEX [46, 47]. An INEX assessment records for a given topic (query) and 

a given document, the degree of relevance of the document component to the INEX topic. A 

component is judged on two dimensions: relevance and coverage. Relevance judges whether 

the component contains information relevant to the query subject and coverage describes how 

much of the document component is relevant to the query subject. We compared the answers 

obtained by each of the six systems to the answers deemed relevant by an INEX assessment. 

For a given topic and assessment, we measured how many of the XML nodes that are deemed 

relevant in the assessment are missing (for measuring recall) and how many more XML nodes 

are retrieved (for measuring precision).  

 

Using the 212 queries of [46, 47], we computed the average Recall and Precision of 

XCDSearch and of [22, 55, 116] under each of the seven query criteria shown in Table 3.1. The 

results are shown in Table 3.2. As the Table shows, XCDSearch outperforms the other three 

non context-driven search systems in query criteria 1-6, while it does not perform well in 

criterion 7. It’s performance in query criteria 1-5 is due to its ontological labeling of interior 

nodes and to the fact that each of these criterion requires a system to account for the contexts 

of nodes: the context-driven search techniques employed by algorithm RKClookup enables 

XCDSearch to build semantic relationships among nodes based on their contexts and Ontology 

Labels, while the algorithms of [22, 55, 116] build relationships based solely on the nodes’ 

labels and proximity to one another. The determination of nodes’ contexts and Ontology Labels 
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is needed in query criterion 5 more than in the other criteria, which explain the substantial 

performance of XCDSearch over the other three systems in this criterion (see Table 3.2). As the 

Table shows, XCDSearch does not perform well in query criterion 7. See Appendix B for how 

the pitfall caused by this criterion could be overcome. 

 

 

  Table 3.2: Average recall and precision under the seven query criteria using the test data of 
INEX 2005 and INEX 2006  

Criterion 
number 

XCDSearch [55] [22] [116] 

Recall Precision Recall Precision Recall Precision Recall Precision 

1 0.67 0.61 0.51 0.37 0.30 0.24 0.50 0.51 

2 0.65 0.60 0.37 0.41 0.33 0.36 0.33 0.33 

3 0.73 0.70 0.55 0.51 0.23 0.20 0.31 0.35 

4 0.70 0.65 0.51 0.33 0.22 0.19 0.51 0.54 

5 0.74 0.67 0.35 0.32 0.18 0.16 0.30 0.28 

6 1 0.87 1 0.83 1 0.65 1 0.71 

7 0.41 0.35 0.45 0.38 0.46 0.44 0.51 0.46 
 

 

         

Fig. 3.14 shows the overall average Recall and Precision among the four systems. As 

the Figure shows: (1) XCDSearch outperformed the other three systems, (2) [55] outperformed 

[22] and slightly [116] in Recall, because the technique it uses for building relationships among 

nodes relies on the hierarchical (ancestor-descendant) relationships between the nodes, which 

alleviates node labeling conflicts, and (3) [116] outperformed [22] and slightly [55] in Precision. 

 

To compare the search quality of XCDSearch with our previously proposed search 

engines OOXSearch [101] and CXLEngine [99] as described in section 3.4.2, we measured 

their average Recalls and Precisions using all the 47 CAS topics of [46] (query numbers 242-

288). The results showed that: (1) the average Recall of XCDSearch is higher than that of [99] 

by 34% and higher than that of [101] by 39%, and (2) the average Precision of XCDSearch is 

higher than that of [99] by 37% and higher than that of [101] by 46%. 
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3.6.2 Evaluating the Impact of the Context-Consideration and Ontological Labeling Components 
on XCDSearch Search Quality 
 
  We modified a copy of XCDSearch by removing its nodes’ ontological labeling 

component. Our objectives are: (1) to measure the decline in Recall and Precision to determine 

the impact of the ontological labeling component on XCDSearch’s search quality, and (2) to 

determine the impact of the context-consideration component on XCDSearch’s search quality, 

by comparing the modified copy’s Recall and Precision with those of [22, 55, 116]: if the 

modified copy outperforms the other 3 systems, this performance will be attributed to 

XCDSearch’s context-consideration component. The modified copy labels CTs with the labels of 

the CTs’ parent nodes components rather than with the parents’ Ontology Labels. For example, 

the copy would label CT T1 in Fig. 2.3 with the label student instead of the Ontology Label 

person. Fig. 3.15 shows the average Recall and Precision of the modified copy, using all the 

queries of [46, 47] (for ease of comparison, we show also in the Figure the average Recall and 

Precision of the original version of XCDSearch and of the other 3 systems). As the Figure 

shows, the average Recall and Precision of the modified copy are less than those of the original 

version by 8.3 % and 18.2 % respectively, but are higher than those of [22, 55, 116]. Thus, we 

can conclude that: (1) the ontological labeling component has important but not critical impact 

on XCDSearch’s search quality, and (2) XCDSearch outperforms the other 3 systems using 

only its context-consideration component.  

We modified copies of [22, 55, 116] so that they label interior nodes with the nodes’ 

Ontology Labels prior to building relationships between the nodes. Our objectives are: (1) to 

measure the copies’ Recall and Precision to determine the impact of the ontological labeling 

component on the search quality of [22, 55, 116], and (2) to determine if the original version of 

XCDSearch outperforms the modified copies: if so, the performance would be attributed to 

XCDSearch’s context-consideration component. Fig. 3.16 shows the average Recall and 

Precision of the modified copies using all the queries of [46, 47] (for ease of comparison, we 

show also in the Figure the average Recall and Precision of the original versions of the 3 
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systems as well as the original version of XCDSearch). As the Figure shows, the average  

Recall and  Precision  of  the  modified copies are higher than those of the original versions, but 

are much less than those of the original version of XCDSearch. Thus, we can conclude that the 

context-consideration component has significant impact on XCDSearch’s search quality.  

          

         XCDSearch                                    XCDSearch with no ontological labeling component 
                             

         [55]                                             [55] with ontological labeling component 
                    

        [22]                                              [22] with ontological labeling component 
 

        [116]                                            [116] with ontological labeling component 
 

 
     Fig. 3.14: Overall Average Recall and Precision of the 4 systems. 

 
 

 
Fig. 3.15: Avg Recall and Precision of a copy of XCDSearch with no ontological labeling 

component as well as the avg Recall and Precision of the original versions of XCDSearch and 
[22, 55, 116] 

 
 
 

 
Fig. 3.16: Avg Recall and Precision of copies of [22, 55, 116] with ontological labeling 

component as well as the avg Recall and Precision of the original versions of the systems 
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3.6.3 Evaluating Initial Precision 

 
To evaluate the performance of XCDSearch and [22, 55, 116] on initially retrieved 

elements, we computed the Mean Average Precision (MAP), which is the fraction of relevant 

elements retrieved, at 3 ranks: ranks 1 (first answer retrieved), 5, and 10. For the sake of fair 

comparisons, we used the same ranking function for the 4 systems, which is the ranking 

function of XRANK [38] described in section 3.3.3. We set the parameters d1 = 0.35, d2 = 0.25, 

and d3 = 0.25. Table 2.5 shows the results. As the table shows: (1) the MAPs of XCDSearch are 

higher than those of the other 3 systems, and (2) as the rank increases, the decrease in the 

MAP of XCDSearch is not as significant as in the other 3 systems. 

 

Table 3.3: MAP of the systems (note that [116] accepts only Keyword queries) 

 
 

 

8.4 Statistical Test of Significance 

We aim at using z-test [115] to: 

1.  Determine whether the differences between individual recall and precision scores of 

each of the four systems are large enough to be statistically significant; and 

2. Test our hypothesis on specific recall and precision values of the population mean. 

 The z-score is the distance between the sample mean and the population mean in units of the 

standard error. It is calculated as Z=(X-M)/SE where X is the mean sample, M is the population 

mean, SE=D/sqrt(n) is the standard error of the mean in which D is the Average Standard 

Deviation of the mean, and n is the sample size. Table 3.4 shows the mean (M) of recall and 

precision and the Average Standard Deviation (D) of the mean for the four systems. As the 

 
 
Rank 

        XCDSearch              [55]     [116]                [22] 

Loosely 
structured 
queries 

Keyword 

queries 

Loosely 
structured 
queries 

Keyword 

queries 

Keyword 
queries 

Loosely 
structured 
queries 

Keyword 

queries 

1 0.84 0.79 0.69 0.63 0.65 0.55 0.44 

5 0.73 0.66 0.54 0.45 0.44 0.40 0.31 

10 0.60 0.51 0.31 0.28 0.24 0.18 0.20 
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values of D in Table 3.4 show, the retrieval performance of XCDSearch and [55] does not vary 

substantially with queries. 

 

Table 3.4: Average Standard Deviation of the mean 

 

Tables 3.5 and 3.6 show the z-scores for recall/precision. Using the z-scores, we 

determined the probability of a randomly selected query from the 212 queries used in the 

experiments to achieve recall/precision equal or higher than a sample of mean (X). Column 

(R≥ X) in table 3.5 shows the probabilities using a sample of 8 recall mean (R), and column 

(P≥ X) in table 3.6 shows the probabilities using a sample of 8 precision mean (P). These 

probabilities were determined from a standard normal distribution table by using the z-scores as 

entries. For example, the probabilities for the systems to return a query with recall ≥ 0.40 

(shown in Table 3.5) are as follows: XCDSearch: 100%; Schema-Free XQuery: 97%; XSEarch: 

39%; and XKSearch: 77%. As the z-scores in Tables 3.5 and 3.6 show, the distances from the 

sample mean to the population mean are smaller for XCDSearch and [55]. The tables show 

also that XCDSearch has a much higher probability for achieving recall/precision equal to or 

higher than the sample mean for a randomly selected query. 

 

Table 3.5: z-scores and the probability of a randomly selected query to achieve R≥ X 

XCDSearch [55] [22] [116] 

Recall Precision Recall Precision Recall Precision Recall Precision 

M 0.69 0.58 0.52 0.46 0.37 0.33 0.47 0.41 

D 0.069 0.061 0.066 0.059 0.105 0.097 0.093 0.101 

X XCDSearch [55] [22] [116] 

Z  

score 

R≥ X Z 

score 

R≥ X Z 

score 

R≥ X Z 

score 

R ≥ X 

0.40 -4.20 100% -1.82 97% 0.29 39% -0.75 77% 

0.45 -3.48 100% -1.06 86% 0.76 22% -0.22 59% 

0.50 -2.75 99% -0.30 62% 1.24 11% 0.32 37% 

0.55 -2.03 97%  0.45 32% 1.71 4% 0.86 19% 

0.60 -1.30 89% 1.21 11% 2.19 1% 1.40 8% 

0.65 -0.58 71% 1.97 2% 2.67 0% 1.94 3% 

0.70 0.14 45% 2.73 0% 3.14 0% 2.47 0% 

0.75 0.19 21% 3.48 0% 3.62 0% 3.01 0% 
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Table 3.6: z-scores and the probability of a randomly selected query to achieve P≥ X 

 

 

3.6.4 Evaluating Performance using Fβ-measure 

We used Fβ-measure [82] to measure the effectiveness of retrieval of the 4 systems 

with respect to a user who attaches β times as much importance to Recall as Precision or vice 

versa. The formula for the Fβ-measure is given by: =βF
RP

PR

+

+
2

2 )1(

β

β
, where P and R denote 

Precision and Recall respectively, and  β is a parameter that reflects the relative importance 

attached to Precision and Recall. We used three values of this parameter: 1, 0.5 and 2, where 

the first value attributing equal importance to Precision and Recall, the second deeming 

Precision twice as important as Recall, and the third treating Recall twice as important as 

Precision. Table 3.7 shows the results, which indicate: (1) overall better performance of 

XCDSearch over the other 3 systems, (2) XCDSearch achieved at least 0.73  Fβ-measures 

using Loosely Structured queries and at least 0.66  Fβ-measures using Keyword-Based queries, 

which means that it gives satisfactory results regardless of the user emphasis on Recall or 

Precision.  

Table 3.7: Fβ-measures of the four systems  

 

X XCDSearch [55] [22] [116] 

Z  

score 

P≥ X Z 

score 

P ≥ X Z 

score 

P ≥ X Z 

score 

P ≥ X 

0.30 -4.59 100% -2.71 100% -0.31 62% -1.09 86% 

0.35 -3.77 100% -1.86 97% 0.21 42% -0.59 72% 

0.40 -2.95 100% -1.02 86% 0.72 24% -0.10 54% 

0.45 -2.13 98% -0.17 57% 1.24 11% 0.40 35% 

0.50 -1.31 91% 0.68 25% 1.75 4% 0.89 19% 

0.55 -0.49 69% 1.53 6% 2.27 1% 1.39 8% 

0.60 0.33 37% 2.37 1% 2.78 0% 1.88 3% 

0.65 1.15 13% 3.22 0% 3.40 0% 2.38 1% 

System β = 1 β = 0.5 β = 2 
Loosely 

structured queries 
Keyword 
queries 

Loosely 
structured queries 

Keyword 
queries 

Loosely 
structured queries 

Keyword 
queries 

XCDSearch 0.74 0.67 0.73 0.66 0.75 0.69 

[55] 0.50 0.43 0.49 0.42 0.52 0.45 

[22] 0.38 0.35 0.37 0.34 0.40 0.36 

[116] - 0.44 - 0.43 - 0.44 
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3.6.5 Evaluating Search Efficiency 
 
 

We measured the average query-execution time of XCDSearch and [22, 55, 116] using 

the 212 queries of [46, 47]. We first used each system to precompute the relationships between 

all nodes in each document (before submitting the queries), saving the results for future 

accesses by the system and recording the computation time “t.” For the sake of fair 

comparisons among the systems, we considered “t” as constant for each system in the 

computation of the average execution time: average query-execution time = (t + execution time 

of all queries) / number of queries. For XCDSearch “t” included the time for creating CTGs, IRs, 

and Ontology Labels, but, it did not include the time for building the taxonomies of concepts for 

the 23% of the tag names mentioned previously, whose ontologies had not been found in 

XCDSearch’s databases. 

 

  We generated 100, 150, 200, 250, and 300 MB documents from each document in [46, 

47] using [90]. We measured the average time that each system took to execute queries 

containing 1, 2, 3, and 4 keywords submitted to the 100 MB documents. Fig. 3.17-a shows the 

results. We also measured the average time that each system took to execute all the queries 

using documents of variable sizes. Fig. 3.17-b shows the results. As the figures show, the 

running times of XCDSearch are less than those of [22, 55] and slightly higher than those of 

[116]. Even though both XCDSearch and [116] use stack-based sort-merge algorithms, the 

running times of XCDSearch are slightly higher than those of [116] because of the overhead of 

applying context-driven techniques. The reason for the expensive running times of [22, 55] 

stems from the fact that they check the relationships of each node containing keywords and 

then filter results according to the search terms. 
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XCDSearch                         [55]                                    [22]                                     [116] 
 

 
                                          (a)                                                                       (b) 

Fig. 3.17: (a) Execution times using variable number of keywords. (b) Execution times using 
variable documents sizes 
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CHAPTER 4 

LOCATING ANSWER NODES USING RELATIONSHIP TREES  
 
 

We investigate in this chapter how answer nodes can be located using the relationship 

trees approach. The relationship tree of nodes ‘a’ and ‘b’ is the set of nodes located in the path 

from ‘a’ to ‘b’ in the XML tree. In this approach, relationships between nodes are determined 

using the context-driven framework presented in chapter 2 and answer nodes are located using 

relationship trees. We implemented the techniques of this approach in a prototype system 

called BusSEngine.   

4.1 BusSEngine Mechanisms for Answering Keyword-Based Queries 

BusSEngine answers a Keyword-Based query by returning a subtree rooted at a CT 

called the Lowest Meaningful Common Ancestor (LMCA). The leaves of the subtree are the 

CTs containing the query’s keywords (the KCs). The set of CTs located in a path from the 

LMCA to a Keyword Context KCi are called Related Ancestor Canonical Trees of KCi (denoted 

by 
iKCRACT ) . 

 

Definition 4.1: Related Ancestor Canonical Trees (RACT): 

 Let T

iKC
A denote CT T is an ancestor of Keyword Context iKC . If T

iKC
A and T ∈

iKCIR , then 

T  is a Related Ancestor Canonical Tree (RACT) of KCi. That is, if a CT T  is both an 

ancestor and an Immediate Relative of iKC , then it is a RACT of KCi  (denoted by
iKC

RACT ). 

 

The LMCA is located in the intersection of the RACTs of the KCs. That is, if a query has n KCs, 

then the LMCA = I
ni

KCi
RACT

→=1

. 
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BusSEngine uses an efficient algorithm for computing RACTs, called ComputeRACT 

(see Fig. 4.1-a). The input to the algorithm is the Dewey ID (recall Definition 2.4) of a KC. A 

Dewey ID component is an OLAx. The Algorithm pushes the components of the Dewey ID into a 

stack called stack. If OLAi, OLAj, D, and OLAk are the Dewey ID components in the stack from 

the bottom entry to the stack entry, then: (1) the bottom entry represents the KC, whose Dewey 

ID is OLAi.OLAj.D.OLAk and (2) the stack entry represents the root CT in the CTG, whose 

Dewey ID is OLAi. For example, in the stack shown in Fig. 4.4-a, the bottom entry represents 

the KC, which is CT p0.o0.b0.p1.b1 (see CT T7 in Fig. 4.3), the stack entry represents CT p0 (see 

CT T1 in Fig. 4.3), and the middle entry represents CT p0.o0.b0  (see CT T4 in Fig. 4.3). That is,  

 

ComputeRACT(Dewey ID of a KC) { 
1.    Push the components composing the Dewey ID of the KC into a stack called stack. 

2.    while (stack.size  > 0 )  
        {  
3.         for (stack.size  ≥   i  >  0)    

            {                  
4.                 for (i  > j ≥  0)   

                   {              
5.                      if (OLAin (stack[j]) = OLAin (stack[i])           /* Check properties 2.1 and 2.2  */ 

                         {          
6.                        while (stack.size ≥ i)                      

7.                          stack.pop()           /*Pop off the stack all entries located above stack[i] including stack[i]*/ 

8.                          Exit from both, the inner and outer for loops  /*Exit the for in line 4 and the for in line3 */ 
                          }  /* end if */ 

                    } /* end for */ 
              } /* end for */ 
        } /* end while */ 
9.      while (stack.size > 0)  

         { 
10.             comp � stack.pop()   

11.             Output comp. The CT, whose Dewey ID’s right-most component is comp ∈  KCRACT  

          } /* end while */  
   } /* end the Algorithm */ 

 

                                                                                            (a) 
 

 

OLAin( stack[i] )  { 

1. Extract from the component OLAx (which is contained in stack[i]) the subcomponent OLA by stripping the 
subscript x. 
2. Return the subcomponent OLA.   }  

                                                                                   (b) 
 

Fig. 4.1: (a) Algorithm ComputeRAC.  (b) Function OLAin 
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                                   Robinson                                            customer(1) 
 

 
                               name(2)            address(3)            currentOrder(6)                      previousOrder(33) 
                          …  

                                          street(4)  city(5)                                              orderNo(34)  item(35)  processingEmployee(45) 
                 

                                                                                9576 
                                                                         name(46)       empID(47) 
                orderNo(7)  item(8)  item(21)    item(24)  shipTo(27)      processingEmployee(30)            
 

                                                                                                    … 

                  10024                                                  street(28)  city(29)   name(31)  empID(32)       

                 
                                                                                                                                        

          XML and the Web                                                                     Levine            
                                                                                                                                     magazine(36)                                        
                                book(9)           book(22)      book(25)                                                                                                                                                                      

                                                …                 … 

   

                                                   title(23)      title(26)    
 
                                                                XPath     XSLT 
                                                                                               title(37)  SBN(38)  editor(39)  coeditor(41)   specialty(43) 
                                                      

                                                                                ESP� 
         title(10)   ISBN(11)    author(12)       field(19)                              
                                                                                                   0-471-19047-0    name(40)      name(42)     area(44)          
        87-11 -07559-7 
                                                                                                      

 

         name(13) expertise(14) otherPublication(16)    area(20)                                                                                                                          

                                                                   
         Wilson         area(15)      title(17)       ISBN(18)              Web databases 
                                                                                     

 

             databases                               XQuery 
 

Fig. 4.2: XML tree representing customer publication order. The customer (node 1) ordered a 
book (node 9) and had previously ordered a magazine (node 36).The author (node 12) authored 

the book (node 9) as well as another publication (node 16). 
 

 

each entry in the stack above the bottom entry represents an ancestor CT of the KC. Algorithm 

ComputeRACT pops off the stack each entry representing a CT that is not an Immediate 

Relative of the KC, so that the remaining entries would represent CTs that are RACT of the KC 

(RACTKC). The Algorithm works as follows. Line 5 uses function OLAin (see Fig. 4.1-b) and 

checks properties 2.1 and 2.2 (recall section 2.4) as follows. Let OLAx be a component 

contained in entry stack[j] and let OLAy be a component contained in entry stack[i]. If the 

subcomponent OLA of OLAx is the same as the subcomponent OLA of OLAy, then either 

property 2.1 or 2.2 is satisfied (this indicates  

 
                                                                                  



 
 

57 
 

                    T1               p0 

                               
      Robinson                
                                                  

                                                                                                                         T13             p0.o1 

                                                                                                                                          
                                                                                      
 

                               9576 

 

                                                                                                                                      

                                                                                       ESP      TT1144         p0.o1.b4                  T18        p0.o1.p5     

                      

                                                                        
                                       

  
                                                                                                  0-471-19047-0                                                        
              

                T2                  p0.a0                        T3                     p0.o0         T15   p0.o1.b4.p3      T16  p0.o1.b4.p4     T17       p0.o1.b4.f2 

 
 

                                                                                                                
                                                                                                                                           
                                                  

                                                                                                                               10024 

                                                                               

        TT44            p0.o0.b0         T9   p0.o0.b2      T10      p0.o0.b3       T11          p0.o0.a1         T12                 p0.o0.p2                              

                                                                                                                                                                                        
                              

                                                                                                                                                                                                      

 
 

    XML and the Web       87-11-07559-7     XPath             XSLT                              Levine  
 

   T5           p0.o0.b0.p1          T8          p0.o0.b0.f1 

 

 

 
 

                    Wilson                            Web databases                                                                                                                    
                                   

  T6    p0.o0.b0.p1.f0            TT77       p0.o0.b0.p1.b1                                                                                                                                

                                                                      
                     
                                  

             
 

                  databases               XQuery                                               
 

Fig. 4.3: Canonical Trees Graph (CTG) of the XML tree presented in Fig. 4.2 
 

 

that the CT represented by entry stack[i] is not an Immediate Relative of the KC). Therefore, line 

7 pops off the stack all entries located above stack[i] (to satisfy property 2.3) and also pops 

entry stack[i]. When the for in line 3 finishes iterations, each component remains in stack stack 

represents the right-most component in the Dewey ID of one of the CTs∈  KCRACT  , and line 11 

outputs it. The time complexity of the Algorithm for computing the RACT of each CT in the CTG 

        person 

        name(2) 

  

       order           
   orderNo(34) 
              

       order 
      orderNo(7)      
              

     address 
street(4)  city(5)         
              

       person 
name(46) epmID(47)             

 

     address 
street(28) city(29) 
              

      publication 
title(37)   ISBN(38) 
              

 

       person 
name(31)  empID(32)              

 

    publication 
title(10) ISBN(11) 
              

 

     person 
       name(13) 
             

     field 
     area(20) 
             

      field 
   area(44) 
             

    publication  
title(17)  ISBN(18) 
             

         field 
      area(15) 
             

   person  
  name(40) 
             

    person  
   name(42) 
             

publication    
   title(23)  
… 

publication   
   title(26)  
… 



 
 

58 
 

is |)|( KChO , where h is the maximum depth of the CTG and |KC| is the number KCs. We now 

present examples 4.1 and 4.2 to illustrate Algorithm ComputeRAC. 

 

Example 4.1: Consider Fig. 4.3. Let us compute the RACT of CT T7 ( 7TRACT ) using Algorithm 

ComputeRAC. The Dewey ID of CT T7 is p0.o0.b0.p1.b1. Fig. 4.4-a shows stack stack after the 

components of Dewey ID T7 are pushed into the stack. The remaining states of the stack (which 

are shown in Figs. 4.4-b and 4.4-c) are created by the Algorithm as shown below: 

Line 3 of the Algorithm, where i = stack.size = 4: 

� Line 4:  j = 3:  Line 5: OLAin(stack[3])= o and OLAin(stack[4]) = p; therefore, the if 

condition will evaluate to false. 

� Line 4:  j = 2:  Line 5: OLAin(stack[2])= b and OLAin(stack[4]) = p; therefore, the if 

condition will evaluate to false. 

� Line 4:  j = 1:  Line 5: OLAin(stack[1])= p and OLAin(stack[4]) = p; therefore, the if 

condition will evaluate to true. Thus, according to property 2.2, the CT represented by 

stack[4] (which is CT T1 in Fig. 4.3) is not an Immediate Relative of the KC  (CT T7). 

� Line 7: stack[4] is popped off the stack, and the new stack state becomes as shown in 

Fig. 4.4-b.  

Line 3 of the Algorithm, where i = stack.size = 3: 

� for in line 4 will iterate 3 times (j = 2, 1, 0), and the if condition will evaluate to false in 

each of the 3 iterations. 

Line 3 of the Algorithm, where i = 2: 

� Line 4:  j = 1:  Line 5: OLAin(stack[1])= p and OLAin(stack[2]) = b; therefore, the if 

condition will evaluate to false. 

� Line 4:  j = 0:  Line 5: OLAin(stack[0])= b and OLAin(stack[2]) = b; therefore, the if 

condition will evaluate to true. Thus, according to property 2.1, the CT represented by 

stack[2] (which is CT T4 in Fig. 4.3) is not an Immediate Relative of the KC. And, 
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according to property 2.3, the CT represented by stack[3] (which is CT T3 in Fig. 4.3) is 

also not an Immediate Relative of the KC. 

� Line 7: stack[3] and stack[2] are popped off the stack, and the new stack state becomes 

as shown in Fig. 4.4-c.  

Line 3 of the Algorithm, where i = stack.size = 1: 

� for in line 4 will iterate one time (j = 0), and the if condition will evaluate to false. 

Lines 9-11: Line 10 will pop the component p1 off the stack. The CT, whose Dewey ID’s right-

most component is p1 ∈ 7TRACT . Thus, CT p0.o0.b0.p1 (CT T5) is a RACT of the KC (CT T7.). Fig. 

4.5-d depicts 
7TRACT graphically. 

 Example 4.2:  Figs. 4.5-a, 4.5-b, and 4.5-c show
4TRACT , 

6TRACT , and 
14TRACT respectively. 

 

 

 
 
 
 

 
 
          

                           

 

 

             (a)                                           (b)                                 (c)                                                    (d)                                    

      

Fig. 4.4: (a), (b), (c): stack states. (d)
7TRACT
 

 

  

 

 

 

 

 

 

 

 

 

                                       (a)                                                       (b)                                                      (c) 

Fig. 4.5:  (a) 
4TRACT . (b) 

6TRACT . (c) 
14TRACT  
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  We constructed algorithm ComputeAnsSubTree (see Fig. 4.6), for computing answer 

subtrees. The algorithm works as follows. The inputs to the Algorithm are the RACTs of the 

query’s KCs that were output by Algorithm ComputeRACT (recall Fig. 4.1-a).  Line 1 determines 

the LMCA by locating it in the intersection of the n input RACTs. Line 2 stores the LMCA and 

the n KCs in a set called AnsT, which will eventually contain all the CTs composing the answer 

subtree. For each an input 
iTRACT , lines 3-5 check each CT Tj ∈ iTRACT  to determine whether its 

hierarchical level in the CTG is lower than the hierarchical level of the LMCA, using function 

level, which returns the hierarchical level of an input CT. If it is lower, line 6 adds CT Tj to set 

AnsT.  Note that function level considers the hierarchical levels in the CTG increase in the 

direction bottom-top. Finally, set AnsT will contain all the CTs composing the answer subtree, 

and line 7 will output it. We now present Example 4.3 to show how Algorithm 

ComputeAnsSubTree constructs an answer subtree.  

 

ComputeAnsSubTree (
1KCRACT , …,

nKCRACT )  { 

1.     LMCA � I
ni

KCi
RACT

→=1

             /* The LMCA is located in the intersection of the input RACTs */ 

2.     AnsT � LMCA U  KC1 U … U  KCn 

3.     for i = 1� n {  

4.              for each CT Tj ∈  
iKCRACT {  

5.                         if ( level(Tj) <  level(LMCA)) 

6.                                  AnsT = AnsT U  Tj     

                } /* end for */ 
         } /* end for */  
7.   Output AnsT          }  /* end the Algorithm */ 

Fig. 4.6: Algorithm ComputeAnsSubTree 
 

Example 4.3:  Consider Figures 4.2 and 4.3. Let us construct the answer subtree for the 

Keyword-Based query Q (“XML and the Web”, “ESPN”) using algorithm ComputeAnsSubTree. 

Since the keyword “XML and the Web” is contained in CT T4 and the keyword “ESPN” is 

contained in CT T14, the inputs to the algorithm are 
4TRACT and 

14TRACT  (recall Fig. 4.5-a for 

4TRACT and Fig. 4.5-c for
14TRACT ). Line 1 of the Algorithm will determine that the LMCA is CT T1. 

In line 2, set AnsT = {T1, T4, T14}. The Algorithm will proceed as follows.  
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Line 3, where i = 1: line 4 will iterate over CTs T1 and T3, which ∈
4TRACT , and line 5 will 

determine that only CT T3 satisfies the if condition. Line 6 will add CT T3 to set AnsT. 

Line 3, where i = 2: line 4 will iterate over CTs T1 and T13, which ∈
14TRACT , and line 5 will 

determine that only CT T13 satisfies the if condition. Line 6 will add CT T13  to set AnsT. 

At the end, set AnsT will contain {T1, T4, T14, T3, T13 }. Fig. 4.7 shows the Canonical 

Trees composing the answer subtree, and Fig. 4.8 shows the actual answer subtree returned to 

the user.  

 
 
 
 

 
 
 
 
 
 
 
 
 
 
 

Fig. 4.7: The CTs composing the answer subtree for the query in Example 7.3 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 4.8: The actual answer subtree for the query in Example 7.3                               

        T1 

  name (2) 

          T13 

orderNo (34) 

       T3 

orderNo (7) 

         T14 
title (37), ISBN (38) 

                T4 
title (10), ISBN (11) 

<customer> 
                                                                             <name>  Robinson  </name> 

                                                                                         <currentOrder> 
                                                                                         <orderNo>  10024  </orderNo> 

                                <item>                  
                                  <book>        

                                                                                       <title> XML and the Web  </title> 
                                                                                                                                                                                     <ISBN> 87-11-07559-7</ISBN>         
                                                                                                               </book>   

                                                                                                                                                          </item> 

                                                                                           </currentOrder> 

                                                                                                                         <previousOrder> 

                                               <orderNo>  9576  </orderNo> 

                                   <item>                  
                                    <magazine>        

                                                         <title>  ESPN  </title> 
                                                                                                                                                                       <ISBN>0-471-19047-0</ISBN>         
                                                                                                                  </magazine>   

                                                                                                          </item>                                                                                      
                                                                 </previousOrder> 

                                                                                                       </customer> 
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4.2 BusSEngine Mechanisms for Answering Loosely Structured Queries 

Definition 4.2: Canonical Relationship Tree:  

The Canonical Relationship Tree of CTs T and T ′ (denoted by TTR ′, ) is the set of CTs in 

the CTG located in the path from CT T to CT T ′ including CTs  T and T ′ .  For example, 

the Canonical Relationship Tree of CTs T1 and T17 in Fig. 4.3 is the set {T1, T13, T14, T17}. 

 

Definition 4.3: Collective Keyword Contexts (CKC): 

Let S  be the set of CTs containing the search terms of a query (the KCs). Let the subset 

{ T , T ′ } ⊆ S , and that this subset contains at least one occurrence of each keyword. The 

CTs in set TTR ′, collectively
 
constitute the KC of the query and are called Collective 

Keyword Contexts (CKC), if either: (1) the CTs in set TTR ′, have distinct Ontology Labels, 

or (2) only T and T ′ have the same Ontology label, which is different than the Ontology 

Labels of the other CTs  in TTR ′, . If set S  contains n subsets satisfying the conditions 

specified above, there will be n CKCs. The following is the reason behind considering the 

CTs in set TTR ′,  that do not contain keywords as part of the KCs of the query. Consider 

that a CT Tb is located in the Canonical Relationship Tree of CT Ta and CT Tc  ( ca TTR , ). 

Then CT Tb is related to both Ta and Tc and it semantically relates and connects Ta with Tc. 

Thus, without Tb, the relationship between Ta and Tc is semantically disconnected.  

 

Example 4.4 Consider Figures 4.2 and 4.3 and the query: Q((name = “Wilson”, orderNo = 

“10024”, title? ). Consider that node 46 contains the keyword “Wilson”. Thus, nodes 46 and 13 

are both now containing this keyword. The keyword “Wilson” is contained in CTs T5 and T18, 

while the keyword “10024” is contained in CT T3. Each of the subsets {T3, T5} and {T3, T18} 

contains one occurrence of each keyword. 
53

,TTR = {T3, T4, T5} and 
183

,TTR  = {T3, T1, T13, T18}. 

Set 
183

,TTR contains CTs T1 and T18, whose Ontology Labels are the same; therefore, this set is 
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not a valid CKC. Since the CTs in set
53

,TTR have distinct Ontology Labels, they constitute 

collectively the CKC of the query.  

 

Each IAN is contained in a CT T , T ∈ I
ij

j

CKCT

TIR

∈

, where iCKC  is one of the query’s 

CKCs. That is, each IAN is contained in a CT located in the intersection of the Immediate 

Relatives of the CTs composing one of the query’s CKCs. Example 4.5 illustrates this.  

 

Example 4.5: Consider again the query presented in Example 4.4. The query asks for the title of 

one of the books that was ordered in order number “10024” and authored by “Wilson”. As 

described in Example 4.4, the CKC = {T3, T4, T5}. The intersection of 
3TIR I

4TIR I
5TIR = {T3, 

T4, T5, T6, T8, T11}. The IAN title is node 10 ∈  T4. 

 

4.2.1 Counting Number of Answers 

BusSEngine employs a function called count to count the number of result items in the 

answer of a query. The form of a query containing function count is as follows:  Q ( 1k
l = “k1” ,O, 

nkl  = “kn“,  count(E?)), where ki denotes a keyword, 
ikl denotes the label of the data node 

containing ki, and E denotes one of the requested return nodes.  The answer of a query with 

this form consists of: (1) the data item contained in each IAN labeled E, and (2) the number of 

these data items.  

 

Theorem 4.1: 

Let E be a requested return node of a query. In each document record, the number of 

result items contained in the IANs E equals the number of CKCs in the record. 
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Proof: Let iCKC  be one of a query’s CKCs. Let intersect be a set, where intersect = I
ij

j

CKCT

TIR

∈

. In 

each document record, one instance of the IANs E should be contained in a CT ∈ intersect. 

According to properties 1 and 2, the CTs contained in each 
jTIR should have distinct Ontology 

Labels. Therefore, if CTs T , T ′  ∈ intersect, then T and T ′ have different Ontology Labels, 

since they are both contained in each 
jTIR . That is, the CTs contained in set intersect have 

distinct Ontology Labels. Let each of CTs T and T ′ be containing a data node labeled E. Since 

T and T ′ have different Ontology Labels, an instance of the IANs E should be either node E 

contained in T or node E contained in T ′ , but not both. To illustrate this, consider that T  

represents a student (
TOL  = “person”), T ′ represents the student’s school (

TOL ′  = “institution”), 

and the requested return node is “name”; the IAN cannot be both the “name” of the student and 

the “name” of the student’s school. Thus, set intersect in each document record contains only 

one instance of IANs E. Accordingly, if there are n CKCs for the query in a document record, 

there will be n instances of the IANs E in the record. Thus, in each document record, the 

number of result items contained in the IANs E equals the number of CKCs in the record. 

 

Based on Theorem 4.1, function count counts the number of CKCs of a query in each 

document record as the number of result items in the record. We now present Example 4.6 to 

illustrate function count. 

 

Example 4.6: Consider Figures 4.2 and 4.3 and the query: Q(orderNo = “10024”, count(title?)). 

The query asks for the title of books ordered in order number “10024”, and also asks for the 

number of these books. The answer is as follows: 

Returning the titles books: Since the keyword “10024” is contained in CT T3, the IANs “title” 

should be contained in 
3TIR . The IANs are nodes 10 ∈T4, 23 ∈T9, and 26 ∈T10. Thus, the 

answer is “XML and the Web”, “XPath”, and “XSLT”. 
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Returning the number of books: Since the keyword “10024” is contained in CT T3 and each of 

CTs T4, T7, T9, T10, and T14 contains a data node labeled title, there are 5 Canonical 

Relationship Trees:
43

,TTR ,
73

,TTR ,
93

,TTR ,
103

,TTR , and 
143

,TTR . The CTs contained in 
143

,TTR do not 

constitute a CKC (because CTs T3 and T13 have the same Ontology Label), and also the CTs 

contained in 
73

,TTR do not constitute a CKC (because CTs T4 and T7 have the same Ontology 

Label). The CTs contained in each of the remaining 3 Canonical Relationship Trees constitute a 

CKC. Thus, there are 3 CKCs. Therefore, function count will return 3 as the number of books 

ordered in order number “10024”.  

4.3  Experimental Results 

  The experiments were carried out on an AMD Athlon XP 1800+ processor, with a CPU 

of 1.53 GHz and 736 MB of RAM, running the Windows XP operating system. We implemented 

BusSEngine using Java. We evaluated the recall, precision, and search performance of 

BusSEngine and compared them with three systems: XSEarch [22], Schema Free XQuery [55], 

and XKSearch [116].  We used in the experiments test data and queries from three sources, as 

follows:  

� The test-suite of the 2005 edition of the INEX XML retrieval evaluation initiative (INEX, 

2005). We used all the 87 queries in the test collection, with query numbers 202-288. 

Forty of the queries are CO queries, with query numbers 202-241, and the remaining 47 

are CAS queries, with query numbers 242-288. We generated from the test data XML 

documents of variable sizes (150, 200, 250, and 300 MB) using ToXgene [90].   

� XMark Benchmark [119]: XMark provides a 100-MB XML document accompanied by 20 

schema aware queries along with their answers.  We converted the 20 queries into 

equivalent 20 Loosely Structured queries and into equivalent 20 Keyword-Based 

queries. We formatted each of these 40 queries according to the query forms of 

BusSEngine, XSEarch, Schema Free XQuery, and XKSearch. We generated XML 
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documents of variable sizes (150, 200, 250, and 300 MB) from XMark data, using 

ToXgene. 

� XML Query Use Cases provided by W3C [118]: Each use case is accompanied by a 

DTD, sample data, and a number of schema aware queries along with their answers. We 

used in the experiments 5 use cases along with their accompanied 38 queries. We 

converted the 38 queries into equivalent 38 Loosely Structured queries and into 

equivalent 38 Keyword-Based queries. We formatted each of these 76 queries according 

to the query forms of BusSEngine, XSEarch, Schema Free XQuery, and XKSearch. 

From each DTD, we generated XML documents of variable sizes. 

         Table 4.1 summarizes the number of Loosely Structured queries and Keyword-Based 

queries used in the experiments from the three sources of test data described above. 

 

Table 4.1: Number of queries used in the experiments from each source of test data 

 Number of Loosely Structured 
queries 

Number of Keyword-Based 
queries 

Total number 
of queries 

INEX 2005 47 40 87 

XML Query Use Cases 38 38 76 

XMark 20 20 40 
 

 

4.3.1 Computing Recall and Precision using XMark and XML Query Use Cases  

The schema aware queries of XMark and XML Query Use Cases are accompanied by 

answers (expected results). We computed the average Recall and Precision of the 5 systems 

using the Loosely Structured queries and Keyword-Based queries constructed from these 

schema aware queries, as follows:  

 

Computing Average Recall and Precision using Loosely Structured Queries: Let ES 

denote a requested return element of a schema-aware query and let EL denote the same 

element after the query is converted to a Loosely Structured query. We measured recall and 

precision by simply comparing the result items contained in EL (which returned by each of the 
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systems) against the expected result items of ES, which accompanied the schema aware query. 

 

Computing Average Recall and Precision using Keyword-Based Queries: Let Qs denote 

a schema-aware query and let Qk denote the same query after being converted to Keyword-

Based. Let y denote the set of the expected result records of query QS. Let x denote the set of 

result records of query Qk (not including the records containing the query’s keywords). The 

recall and precision are measured as follows: recall =
||

||

y

yx I , and precision =
||

||

x

yx I . A recall that is 

measured using the stated recall formula gives a good indicative of the actual recall of a 

system. However, a precision that is measured using the stated precision formula may not 

reflect the actual precision of the system, because the number of result records of query Qk is 

usually greater than the number of the expected result records of query Qs. This precision 

formula, however, can accurately compare the precision of different Keyword-Based systems. 

That is, results produced by the formula may not reflect the actual precisions of the five 

systems, but could be used to rank their precisions accurately.  

 

4.3.2 Tests Results of Recall and Precision 

We computed the average Recall and Precision of the five systems under each of the 

query criterion shown in Table 4.2: we submitted to each system all the queries falling under 

each criterion and then computed the average Recall and Precision.  Tables 4.3 and 4.4 show 

the results: Table 4.3 shows the Average Recall and Precision of the systems under each 

criterion using Loosely Structured queries, and Table 4.4 shows the Average Recall and 

Precision of the systems under each criterion using Keyword-Based queries. The classification 

is useful for studying the behavior, strength, and weakness of the five systems under each of 

the 8 criteria.  
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Table 4.2: Classification of queries into eight criteria and the number of queries under each 
criterion 

Criterion 
Number 

Query Criterion Number of queries 
under a criterion 

1 Queries submitted against a document, whose XML tree contains more than 

one node having the same label and type.  

93 

2 Queries, whose search term elements and requested return elements have the 
same label (recall section 6.3) 

29 

3 Queries, whose requested return elements match a node in an XML tree but 
this node does not satisfy the search terms of the queries 

24 

4 Queries submitted against a document, whose XML tree contains two or more 

nodes having different labels but belonging to the same type 

52 

5 Queries submitted against a document, whose XML tree contains more than 
one node having the same label but different types 

37 

6 Queries submitted against a document, whose XML tree contains nodes having 
distinct Ontology Labels 

26 

7 Recursive queries (a recursive query is a query that requires querying the 

results of a previous application of itself)   

32 

8 Queries submitted against a document, whose XML tree contains a parent node 
ni that has a child interior node nj, and both ni and nj have the same Ontology 

Label and each of them has a child/children data node and/or attribute(s) 

21 

 

 

Table 4.3: Average Recall and Precision under the eight query criteria using Loosely Structured 
queries and the test data of INEX 2005, XMark, and XML Query Use Cases 

 

 

 

 

Table 4.4: Average Recall and Precision under the eight query criteria using Keyword queries 
and the test data of INEX 2005, XMark, and XML Query Use Cases. 

Query criterion 
number 

BusSEngine XKSearch XSEarch Schema Free XQuery 

Recall Precision Recall Precision Recall Precision Recall Precision 

1 0.64 0.57 0.53 0.51 0.38 0.25 0.60 0.38 

2 0.72 0.68 0.36 0.32 0.21 0.18 0.35 0.30 

3 0.62  0.59 0.39 0.33 0.54 0.48 0.41 0.49 

4 0.68 0.65 0.37 0.35 0.37 0.26 0.53 0.51 

5 0.66 0.62 0.57 0.54 0.29 0.23 0.48 0.33 

6 1 0.81 1 0.66 1 0.63 1 0.82 

7 0.32 0.27 0.35 0.26 0.24 0.19 0.51 0.40 

8 0.38 0.34 0.62 0.41 0.53 0.50 0.42 0.39 

 
 

Query criterion 
number 

BusSEngine XSEarch Schema Free XQuery 

Recall Precision Recall Precision Recall Precision 

1 0.71 0.65 0.41 0.35 0.64 0.42 

2 0.76 0.66 0.31 0.23 0.39 0.35 

3 0.68 0.61 0.58 0.56 0.36 0.50 

4 0.78 0.75 0.29 0.25 0.61 0.56 

5 0.74 0.68 0.34 0.24 0.57 0.38 

6 1 0.94 1 0.88 1 0.95 

7 0.36 0.29 0.29 0.27 0.56 0.44 

8 0.44 0.36 0.55 0.58 0.48 0.40 
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Strength of BusSEngine: 

As Tables 4.3 and 4.4 show, BusSEngine outperformed the other three non context-

driven search systems in query criteria 1-5, because:  

 

1. Each of these criteria requires a system to account for the contexts of nodes, and the 

context-driven search techniques employed by BusSEngine (which are inferred from 

the three properties described in section 2) enabled the two engines to build semantic 

relationships between nodes, regardless of their labels and proximity to one another.  

2. The other three non context driven search systems build relationships between nodes 

based solely on their labels and proximity to one another, while overlooking the 

contexts of the nodes.  

3. Query criterion 2, in particular, requires context-driven search techniques for building 

semantic relationships between search term nodes and requested return nodes that 

have the same label. Consequently, BusSEngine outperformed substantially the other 

three non context-driven search systems in this criterion. 

 

Limitations of BusSEngine: 

As Tables 4.3 and 4.4 show, BusSEngine did not perform well in query criteria 7 and 8. 

We conducted a statistical survey using numerous XML test data collected from the web, 

in addition to the entire test data used in the experiments (INEX 2005, XML Query Use 

Cases, and XMark) to determine the probability of encountering queries satisfying criteria 

7, and to determine the probability of encountering XML trees that have the 

characteristics causing criteria 8. We found that: 

• Only about 16% of Loosely Structured queries could be described as recursive.  

BusSEngine could answer 57% of these recursive queries, while it returns faulty 

answers for the remaining 43% queries. 

• Only about 9% of the surveyed XML documents have the characteristics causing criteria 
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8. 

  The pitfalls caused by query criterion 8 could be overcome as follows. If an XML tree 

contains a parent node ni that has a child interior node nj, and both ni and nj have the same 

Ontology Label and each of them has a child/children data node and/or attribute(s), the query 

engines need to change the Ontology Label of nj, before applying the three properties described 

in section 2.  

 

Overall Average Recall and Precision: 

Figures 4.9 and 4.10 show the overall average Recall and Precision of each of the five 

systems. Fig. 4.9 shows the results using Loosely Structured queries, while Fig. 4.10 

shows the results using Keyword-Based queries. The results on INEX 2005 test data are 

shown in separate Figures, while the results on XML Query Use Cases and XMark test 

data are combined in the same Figures. As the figures show: 

• BusSEngine outperformed the other 3 systems, Schema-Free XQuery outperformed 

slightly XKSearch, and XSEarch performed poorly.  

• The slight performance of Schema Free XQuery over XKSearch is due to its technique 

for building relationships between nodes based on their hierarchical relationships 

(ancestor-descendant relationships), which alleviates node labeling conflicts and also 

due to the fact that XKSearch builds relationships between nodes containing keywords 

using stack-based sort merge algorithm, which traverses these nodes using Depth First 

Search regardless of their labels.  

• The poor performance of XSEarch is due to the fact that it builds relationships between 

nodes based solely on their labels. 
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           BusSEngine                          XSEarch                                     Schema Free XQuery    

               

  
                                (a)                                                                            (b) 
 

  
                                    (c)                                                                            (d) 

Fig. 4.9: Overall Average Recall and Precision using Loosely Structured Queries, on: (a)  and 
(b): INEX 2005 test data and queries. (c) and (d): XMark and XML Query Use Cases test data 

and queries 
              

 

   BusSEngine                 XKSearch                    XSEarch                        Schema Free XQuery   
 

   
                                   (a)                                                                              (b) 

 

  
                      (c)                                                                              (d) 

Fig. 4.10: Overall Average Recall and Precision using Keyword-Based queries, on: (a)  and (b): 
INEX 2005 test data and queries. (c) and (d): XMark and XML Query Use Cases test data and 

queries 
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Measuring Mean Average Precision and Standard Deviation: 

                 We computed the Mean Average Precision
4
 (MAP) as retrieval performance 

measure for the four systems. Table 4.5 shows the results. As the Table shows, the MAP 

of BusSEngine clearly outperforms the other three systems. To determine how precise 

the MAP results, we measured the Average Standard Deviation (ASD) of the MAP. As 

Table 4.5 shows, the ASD of the MAP for each system is not considerable, which implies 

that: (1) the retrieval performance of each system does not vary substantially with the 

query, and (2) the computed MAP results are near accurate. We also evaluated the 

impact of the random errors in the computed MAP results of BusSEngine, by comparing 

the lowest possible MAP values of BusSEngine with the highest possible MAPs values of 

the other three systems. That is, we subtracted the ASD from the MAP values of 

BusSEngine and added the ASD to the MAP values of each of the other three systems, 

and then compared the results. Table 4.6 shows the results. As the Table shows, 

BusSEngine still outperforms the other three systems under the described worst-case 

scenario.  

 

Table 4.5: Mean Average Precisions (MAP) and Average Standard Deviations (ASD) 
System BusSEngine XKSearch XSEarch Schema Free XQuery 

Query 
type 

Loosely 
Structured 

queries 

Keyword 
queries 

Keyword 
queries 

Loosely 
Structured 

queries 

Keyword 
queries 

Loosely 
Structured 

queries 

Keyword 
queries 

MAP 0.701 0.635 0.460 0.465 0.365 0.550 0.515 

ASD 0.067 0.028 0.045 0.108 0.057 0.064 0.059 
 

 

Table 4.6: Lowest MAP of BusSEngine and highest MAPs of the other three systems 
System BusSEngine XKSearch XSEarch Schema Free XQuery 
Query 

type 

Loosely 

Structured 
queries 

Keyword 

queries 

Keyword 

queries 

Loosely 

Structured 
queries 

Keyword 

queries 

Loosely 

Structured 
queries 

Keyword 

queries 

MAP 0.701-0.067        

=  0.634 

0.635-0.028 

= 0.607 

0.460+0.045 

=  0.505 

0.465+0.108  

= 0.573 

0.365+0.057 

= 0.422 
0.55+0.064 = 
0.614 

0.515+0.059 

= 0.574 

 

                                                 
4 The fraction of relevant elements retrieved. 
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4.3.3 Search Performance Evaluation 

For each schema iS
 
in the test collections, we computed the average execution time 

iV of the queries submitted against the XML document generated from iS , using BusSEngine. 

We then computed the overall average query execution time of BusSEngine using the following 

formula: 
m

V

mi

i∑
→=1 , 

where m  is the number of schemas in the test collections used in the experiments, and iV  = 

i

ii

n

EK +
, where: 

• iK  = iO + iG + iI , where: iO  is the time that took the system to create the Ontology 

Labels of the interior nodes in schema iS ;  iG  is the time that took the system to 

compute the CTG of schema iS ; iI  is the time that took either module ComputeIR 

to precompute the IR of each CT in the CTG of schema iS , or module 

ComputeRACT to precompute the RACT of each CT in the CTG of schema iS . 

Therefore, iK  is considered constant, since the Ontology Labels, the CTG, the IRs, 

and the RACTs for schema iS
 
are computed only one time and saved in the 

systems for future references. That is, the query engines will access these saved 

resources every time a query is submitted against the XML document generated 

from schema iS . Note that iO  does not include the time of building ontologies, for 

the following reasons: (1) the time for importing ontologies electronically to the 

systems (ontologies done by others) is minimal, and the importation takes place at 

the initial phase and before any query is submitted to the systems, (2) the 

ontologies needed for the creation of the Ontology Labels of 76% of the tag names 

in the test data used in the experiments were found among these imported 

ontologies, and (3) it is difficult to quantify the time for building taxonomies of 
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concepts, which needed for the creation of the Ontology Labels of the remaining 

24% of the tag names. 

• in is the number of queries submitted against the XML document generated from 

schema iS . 

• iE is the time that took BusSEngine Query Engine to execute the in queries. 

Table 4.7 shows a sample of iK and iE computed using a 150-MB document of INEX 

2005, a 150-MB document of XMark, and a 150-MB document of XML Query Use Cases, using 

BusSEngine.  

 

Table 4.7: Sample of iK and iE computed using BusSEngine 

            INEX 2005 
   (150 MB document) 

 XMark 
(150 MB document) 

 XML Query Use Cases 
(150 MB document) 

iK  9681 ms 

where: 

        iO = 1274,  

        iG  = 5804,  

         iI  = 2603 

12748 ms 

where: 

           iO = 1497,  

            iG  = 8136,  

             iI  =3115 

6085 ms 

where: 

            iO = 928, 

            iG  = 3427, 

             iI  =1730 

iE when in =10 33575 ms 38491 ms 1338 ms 

iE when in =20
 

63979 ms 59216 ms 2396 ms 

      

  As can be seen from the formula  iV  = 
i

ii

n

EK +
, the average query execution time of 

BusSEngine decreases as in
 
increases, since iK  is constant.  To illustrate that, let us compute 

iV  using the 150 MB document of INEX 2005 shown in Table 13. When in = 10, iV =
10

335759681+  

= 4325 ms, and when in = 20, iV =
20

639799681+ = 3683 ms. 

 

 

To evaluate the query execution times of BusSEngine under documents of variable 

sizes, we ran the 203 queries against the test data used in the experiments, and in each time 

we changed the size of the document using ToXgene. We computed the average query 

execution time of each of the five systems under 4 document sizes. Fig. 4.11 shows the results. 



 
 

75 
 

As the Figure shows, the average query execution times of BusSEngine are less than those of 

XSEarch and Schema Free XQuery, and are slightly higher than those of XKSearch. The 

reason for the expensive running times of XSEarch and Schema Free XQuery stems from the 

fact that they build a relationship between each two nodes containing keywords, and then filter 

results according to the search terms. As a result the time complexity of Schema Free XQuery 

is: )(
11

∏
=

∑
=

+
m

i
in

m

i
inhO

   
where h denotes the height of an XML tree, m denotes the number of input 

elements, and the expression ni denotes the number of nodes that have the same label as the 

input element number i  (1 ≤ i ≤ m).  

 

                                             BusSEngine                                                                      Schema Free XQuery 

                              XSEarch                                                                                XKSearch                 

 

Fig. 4.11: Avg query execution time using variable document sizes 
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CHAPTER 5 

LOCATING ANSWER NODES USING RECURSIVE QUERYING  
 
 

We investigate in this chapter how answer nodes can be located using recursive 

querying. In this approach, relationships between nodes are determined using the context-

driven framework presented in chapter 2, and answer nodes are determined using recursive 

querying techniques. We implemented these techniques in a prototype system called 

KSRQuerying.  The KSRQuerying system uses XCDSearch’s techniques for answering 

Keyword-Based and Loosely Structured queries, in addition to techniques for answering queries 

that require recursion, which XCDSearch does not handle. 

 

5.1 KSRQuerying Mechanisms for Answering Recursive Queries 

Recursive querying allows a query to query the results of a previous application of itself 

or of another query. KSRQuerying query can be composed of more than one component. Each 

component is composed of FROM, WHERE, and RETURN clauses. Fig. 5.1 shows a form of a 

recursive query. The WHERE clause can contain one or more search predicates connected 

using the n-ary connectives and, or, and not. A query can contain variable names, each 

preceded by the construct ‘var’. A variable acts as handle for the data it is bound to. In the query 

form shown in Fig. 5.1, variable X is bound to a node labeled label1. This node contains data, 

which would be passed to query component Q2.  The node is contained in a CT T , 

T ∈I RKCT TIR
∈′ ′ , where T ′   is one of the query’s KCs belonging to set RKC. That is, the node 

is contained in a CT located in the intersection of the IRs of the CTs composing the query’s 

RKCs. KSRQuerying uses XCDSearch’s technique for computing RKC as described in section 

3.1. Each IR is computed using the three pruning properties described in section 2. The 
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expression KC(var X) in query component Q2, denotes: the CT containing the node bound by 

variable X is the KC. Variable Y is bound to the data contained in the IAN. This IAN is located in 

a CT ∈ IRKC. 

 

   

 

       
 
 
 
 
 
 
 
 

Fig. 5.1: Form of a recursive query 
 
 
 

5.2 Examples Illustrating Recursive Querying 
 
 

       Example 5.1: Consider Fig. 4.2 and that while “Levine” (node 31) was processing an order 

of a publication (whose subject area is “databases”), he discovered that he had been making an 

error in all the previous orders, whose subject areas is “Web databases”. Therefore, he decided 

to identify the names of the customers who placed these orders to notify them. So, he 

constructed the recursive query shown in Fig. 5.2. Variable X in query component Q1 is bound 

to the titles of the publications: (1) whose subject areas is “Web databases”, and (2) which are 

processed by “Levine”. Using the technique for computing RKC described in section 3.1, we will 

find that RKC ={T8, T12}. Thus, variable X will be bound to the value of node n labeled “title”, 

where n ∈{
8TIR  I  

12TIR }. Variable X will be bound to the value of a node labeled “title” and 

contained in a CT located in {
7TIR I

9TIR }. Thus, variable X will be bound to node 10 contained 

in T4. Q2 queries the results returned by Q1 to determine the names of the customers, who 

ordered the publications, whose titles are the value of node 10. The KC in Q2  is CT T4. Variable 

Y is bound to the IAN name, which will be located in a CT ∈  
4TIR . The IAN is node 2 contained 

in CT T1.  

 
 

Q1:   
FROM       “XML doc” 
 WHERE     k1  and  k2 andOkn and var X  = label1 

RETURN    TempResultConstruct (var X) 

Q2:    
FROM     TempResultConstruct (var X), “XML doc” 
WHERE    KC (var X)    and      var Y =  label2 
RETURN   FinalResultConstruct (var X) [var Y] 
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Fig. 5.2: Recursive query of Example 5 
 
 

 

      Example 5.2: Consider Fig. 4.2 and that the publication distributor wants to suggest books 

for customers after their current orders are completed. The distributor believes that a customer 

is likely to be interested in books that were previously ordered by the author of the book, which 

the customer is currently ordering. That is, books that were ordered by the author (node 12), 

who ordered them in a role of a customer (node 1). The distributor submitted the recursive 

query shown in Fig. 5.3.  Q1 will return the name of the author of the book, which the customer 

is currently ordering. Q2 will return the titles of the books that were previously ordered by this 

author. The KC of Q1 is CT T4 and variable X will be bound to node 13 contained in T5 ∈  
4TIR . 

Variable X will be bound to the data of node 13 in each tuple containing the title of the book, 

which the customer is currently ordering (node 10). In Q2, the CT containing node 

“customer/name”, (which is T1) is the KC. Variable Y is bound to the IAN “node 10” contained in 

T4 ∈ 1TIR .  

 

 
  
 
 
 

 
 
 
 

 
 
 
                      

                                             Fig. 5.3: Recursive query of example 5.1 

Q1:    
FROM     “file: order.xml” 
 WHERE   book/title     and     var  X = author/name 
RETURN   AuthorInfo (var X) 
 

Q2: FROM  AuthorInfo (var X), “file: order.xml” 
WHERE  KC (customer/name = var X)   and     var Y = book/title        
 RETURN   RecommendedBooks [var y] 

Q1:   
FROM   “file: order.xml” 
WHERE “Levine” and  “Web databases”  and  var X  = title 
RETURN    publicationsTitles (var X) 

Q2:    
FROM     publicationsTitles (var X),   “file: order.xml” 
WHERE    KC (var X)    and      var Y =  name 
RETURN   NameOfCustomers [var Y] 
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5.3 Experimental Results 

  We have implemented KSRQuerying in Java and ran on an AMD Athlon XP 1800+ 

processor, with a CPU of 1.53 GHz and 736 MB of RAM, under Windows XP. We 

experimentally evaluated the quality and efficiency of KSRQuerying and compared it with 

XSeek [59], Schema-Free XQuery [55], and XKSearch [116].  

 

5.3.1 Recall and Precision Evaluation 

We evaluated the quality of results returned by KSRQuerying by measuring its recall 

and precision and comparing it with [59, 55, 116]. We used the test data of INEX 2005 and 

2006. We used a set of 60 queries from INEX 2005, with query numbers 210-269. We used a 

set of 40 queries from INEX 2006, with query numbers 340-379. Fig. 5.4 shows the average 

recall and precision of the 4 systems using the 2005 and 2006 INEX test collections. As the 

Figure shows, the recall and precision of KSRQuerying outperform those of [59, 55, 116], which 

we attribute to KSRQuerying’s computation of IRKC and RKC and to the fact that the other 3 

systems do not employ context-driven search techniques. We reached this conclusion after 

observing that the recall and precision of the 3 systems drop in each test data containing more 

than one element having: (1) the same label but representing different types, (2) different labels 

but representing the same type, and/or (3) a query’s search term has multiple matches. The 

tests results showed that XSeek and XKSearch have the same recall, which is due to the fact 

that XSeek uses the same approach of XKSearch for identifying search predicates (see Figs. 

5.4-a and 5.4-c). However, the tests results showed that the precision of XSeek outperform 

XKSearch, which is due to XSeek’s inference mechanism for determining desirable result 

nodes. The reason that the recall of [55] outperforms [59] and [116] is because the technique it 

uses for building relationships is based on the hierarchical relationships between the nodes, 

which alleviates node labeling conflicts.  
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        KSRQuerying                   Schema-Free XQuery                 XSeek                         XKSearch                                                              
 

   

                                                   a                                                                           b            
 

 

 
                                         c                                                                          d    
 

Fig. 5.4: (a) and (b) avg recall and precision of KSRQuerying, [55], [59], and [116] on INEX 
2005. (c) and (d) avg recall and precision of KSRQuerying, [55], [59], and [116] on INEX 2006. 

 
 

 

 5.3.2 Search Performance Evaluation                             

To evaluate the query execution times of KSRQuerying under different document sizes, 

we ran all the queries using documents of variable sizes (200, 250, and 300 MBs). For each of 

the four document sizes, we ran all the queries and computed the average query execution time 

of KSRQuerying, [55],   [59], and [116]. For the sake of fair performance comparison with the 

other systems, we first used each system Si to precompute the relationships between all nodes 

in all documents (before queries are submitted to Si), saved the results for future accesses by 

Si, and recorded the computation time “t”. We considered “t” as constant for Si: avg query 

execution time of Si = (t + execution time of all queries)/number of queries. For SRQuerying, “t” 
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included the time for creating a CTG, IRs, and Ontology Labels (but it did not include the time of 

building taxonomies of concepts for the previously mentioned 25% of the tag names). Fig. 5.5 

shows the results.  As can be seen, the average query execution time of KSRQuerying is less 

than those of Schema-Free XQuery and XSeek, and it is slightly higher than the average query 

execution time of XKSearch. The slight performance of XKSearch over KSRQuerying is due to 

the overhead of applying the context-driven search techniques. The performance of 

KSRQuerying over Schema-Free XQuery [55] and XSeek [59] is due to: (1) KSRQuerying’s 

recursive querying capability, (2) the computation overhead of XSeek’s inference mechanism 

for determining desirable results nodes, and (3) [55] builds a relationship between each two 

nodes containing keywords, and then filter results according to the search terms.  

 

                  KSRQuerying                            [55]                               [59]                             [116] 

 
      Fig. 5.5: Execution times of KSRQuerying, [55, 59, 116] using variable document sizes                                                                    
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CHAPTER 6 

ENHANCING XML-BASED PERSONALIZED SEARCH 

 

We present in this chapter the XML-based search engine SPGProfile, which employs 

the concept of group profiling to simplify the personalization process by pre-defining various 

categories of social groups and then identifying their preferences. In section 6.1, we introduce 

the general concepts of the SPGProfile framework. In section 6.2, we present review of relevant 

Research. In section 6.3, we define basic concepts and key notations used in the chapter. In 

section 6.4, we describe how social groups are modeled. In section 6.5, we describe how the 

preferences of a social group are determined. In section 6.6, we describe the process of 

answering a query. We present SPGProfile system architecture in section 6.7. Finally, we 

present the experimental results in section 6.8. 

 

 
6.1 Introduction  

The framework of SPGProfile categorizes social groups based on demographic, ethnic, 

cultural, religious, age, or other characteristics. For example, people of ethnic group EX; people 

who follow religion RY; and people who live in neighborhood NY can all be considered to form 

various social groups. In social communities, it is commonly accepted that people who are 

known to share a specific background are likely to have additional connected interests [40]. 

SPGProfile can be used for various practical applications, such as Internet or other businesses 

that market preference-driven products. An individual user may belong to more than one social 

group. Therefore, SPGProfile outputs ranked lists of content items, taking into account not only 

the initial preferences of the user, but also the preferences of the user’s various social groups. 

Consider for example a Mexican-American user. The user belongs to social groups Mexicans 
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and Americans: the portion of Mexicans living in the USA. The results of a query submitted by 

this user will be filtered and ranked based on the union of the interests of social groups 

“Mexicans” and “Americans”. The social groups to which a user belongs usually have class-

subclass relationships. A subclass social group has its own properties while inheriting the 

properties of its superclass(s). For example, consider a user who belongs to the ethnic group 

“Berbers”, which lives in the country of “Morocco”, which is part of “North Africa”. We could have 

the following representation of the hierarchical relationships between the three social groups: 

North Africans � Moroccans � Berbers. The Berbers may have their own concerns and 

preferences, while sharing the concerns and preferences of Moroccans, and more general 

concerns and preferences of North Africans.  Thus, the user’s query will be filtered and ranked 

based on the preferences of “Berbers”, “Moroccans”, and “North Africans”.  

 

  In the framework of SPGProfile, the preferences of a social group could be identified 

from either: (1) the preferences of its member users, or (2) from published studies about the 

social group (the availability of such data has significant boost with the emergence of World 

Wide Web). We experimentally compare the two approaches. We also evaluate SPGProfile 

experimentally and compare it to two existing search engines.  

 

6.2 Review of Relevant Research 

  With the growth of massive information on the Web, it has become increasingly difficult 

to search for useful information. As one of the most promising approaches to alleviate this 

overload, recommender systems have emerged in domains such as E-commerce, digital 

libraries, and knowledge management. In general, recommendation systems suggest items or 

products, by analyzing what users with similar tastes have chosen in the past. There are two 

prevalent approaches to formulate recommendations: collaborative filtering recommendation 

and content-based recommendation. They depend on the type of items to be recommended 

and on the way that user models [1, 42] are constructed. 
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  Collaborative Filtering-Based Recommendation: In collaborative filtering approach [29, 

39, 40, 41], information is filtered for a larger group of users. The term collaborative filtering was 

coined by Goldberg et al. [37]. Collaborative-filtering algorithms aim to identify users that have 

relevant interests and preferences by calculating similarities and dissimilarities between user 

profiles. The idea behind this method is that, it may be of benefit to one’s search for information 

to consult the behavior of other users who share the same or relevant interests.   

 

  Content-Based Recommendation: A content-based approach [24, 54, 71] provides 

recommendations by comparing an item’s content with the content that the user is interested in. 

In this approach, a model of user ratings is first developed. Then, the filtering process is 

envisioned by computing the expected value of a user prediction given the user’s ratings on 

other items. Content-based algorithms are principally used when documents are to be 

recommended, such as web pages, publications, or news. The agent maintains information 

about user preferences either by initial input about user’s interests during the registration 

process or by rating documents. Recommendations are formed by taking into account the 

content of documents and by filtering in the ones that better match the user’s preferences and 

logged profile. 

 

  Common interactions that take place in a typical recommendation system include 

ratings, transactions, feedback data etc. Most systems use one of the following for the 

acquisition of user knowledge and preferences. Some approaches [63] first model and gather 

user's search history to construct a user profile; then, construct a general profile based on the 

ODP [74] category hierarchy. Other systems, ask users for their preferences explicitly as the 

main post-query method for automatically improving the systems’ accuracy of users’ need. Or, 

they may use implicit feedback techniques. Basically implicit feedback techniques unobtrusively 

draw usage data by tracking and monitoring user behavior without explicit user involvement. 
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Systems such as [52, 110] obtain data by exploiting previous search history. Other approaches 

use machine learning to analyze user data [112].  

  

  To the best of our knowledge, inferring a user profile from the profiles of groups defined 

based on ethnic, cultural, religious, etc. has not been researched in any recommendation-based 

study. It is an area that could further simplify personalized search and enhance search results. 

 

6.3 Definition of Key Concepts and Basic Notations 

In this section, we define key notations and basic concepts used in the chapter. We use 

the term “domain” throughout the chapter to mean an area of activity, belief, culture, ethnicity, 

demography, pursuit, or the like. A Single-Domain Group (SDG) is a group of people sharing 

common domain interests. For example, people of ethnic group EX represents a SDG.  We now 

formalize the concept of SDG. 

 

Definition 6.1- Single- Domain Group (SDG):  

A SDG is an aggregation G  of individual users, where for each x , y ∈ G  ( yx ≠ ): x  

and y  share a common and distinctive culture, ethnicity, religion, demography, 

language, or the like. That is, x  and y  share the same interests of only one domain 

group. 

 

  We use the term “system administrator” throughout the chapter to mean a person 

employed to maintain and operate a system. The system administrator predefines SDGs, which 

are usually defined in publications such as: (1) published government’s census and statistical 

studies (e.g., [68, 109]), and (2) published studies conducted by specialized centers belonging 

to universities and organizations (e.g., [30, 62, 64, 65]).   

 

          The smaller a social group is, the more granular and specific its interests are. Therefore, 
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we introduce another class of social groups called a Multi-Domain Group (MDG), whose size is 

usually smaller than a SDG. A MDG is formed from an aggregation of people sharing common 

multi-domain interests. Thus, a MDG is formed from the intersection of two or more SDGs. For 

example, the portion of ethnic group EX who follow religion RY and live in neighborhood NY 

forms a MDG: the intersection of EX I RY I NY. The interests of a MDG are the union of the 

interests of the SDGs forming it. Thus, the interests of a MDG are more specific than the 

interests of each of the SDGs forming it. To fine-grain a user’s query results, SPGProfile outputs 

filtered and ranked list of items taking into account the preferences of the user’s MDG. We now 

formalize the concept of MDG. 

 

Definition 6.2- Multi-Domain Group (MDG):  

Let S  be the set of all SDGs that exist. A MDG is an aggregation G  of individual users, 

where: ∀ x ∈ G : x  shares the same interests of Ss ∈∃ : || s ≥2. That is, G is formed 

from the intersection I
SssSDG

i

i

SDG
⊆∈ ,

. The interests of G  are the union 

)(
,

i

SssSDG

SDGinterest
i

U
⊆∈

. 

SDGs forming a MDG usually have class-subclass relationships, where a subclass has its own 

properties while inheriting the properties of its superclass(s).  

 

The preferences (interests) of a SDG 
xG  are stored in SPGProfile’s database in the 

form of a trigger rule, called TrigRule(
xG ). In response to a user’s query, SPGProfile triggers the 

trigger rules of the SDGs forming the user’s MDG. The trigger rules filter the XML tuples, 

retaining only those satisfying the preferences of the SDGs. The construct of a trigger rule is 

formed from the “WHERE” clause of XQuery [25]. That is, a trigger rule contains predicate 

Boolean conditions and these conditions are the preferences of a SDG. Fig. 6.1 shows a form of 

a trigger rule. The symbol ∆ denotes either an XQuery’s child operator ‘/’ or a descendant 
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operator ‘//’. The symbol  denotes an XQuery comparison operator. The letter P denotes a 

preference of a SDG corresponding to the value contained in an element labeled L in the XML 

document.   

                        
 
                        
 
 
 
 
                           
                                                                                                                                                                                                         
 
 

 
 
 

                                               Fig. 6.1: Form of a trigger rule 

 

 

 

6.4 Modeling SDGs and MDGs                          

6.4.1 Modeling SDGs 

We model the ontological relationships between SDGs using entity-based domain 

ontology modeling, which we call group profile ontology. In this modeling technique, the 

relationships between SDGs of the same domain are represented by their ontological 

relationships. For example, in religion-based domain, the ontological relationships between 

some of the branches of Buddhism are represented as follows: “Buddhists”         “Mahayanists”        

“Zens”: “Zens” SDG is a subclass of “Mahayanists” SDG, which is a subclass of 

“Buddhists” SDG. SDGs of different domains could be related (linked) by an interoperable 

SDG
5
: for example, SDGs of domains Di and Dj could be linked by a SDG of domain Dx (Dx ≠  

Di, Dj).        

   

The creation of group profile ontology is done semi-automatically. SPGProfile prompts 

the system administrator with two text fields, one representing a class SDG and the other its 

immediate-subclass SDG. After the system is informed of each two SDGs having class-

immediate subclass relationship, it creates a group profile ontology in the form of an OWL 

                                                 
5
 An interoperable SDG is a SDG that has ontological relationships with the SDGs, which it 

links. 

            $b ∆ L  P 
                    and/or/not    
                    ……………… 
           $b ∆ L  P 
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ontology [20]. The OWL file defines the relations between SDGs as ontological classes. 

Thereafter, SPGProfile converts the OWL file into ontology-driven graphical representation, 

called Single Domain Graph (SDGraph). In a SDGraph, each SDG in the OWL file is 

represented by a vertex, and each class-subClassOf relation is represented by a directed edge. 

That is, for each two vertices u and v, there is an edge (u, v) in the SDGraph if v is a 

subClassOf of u in the OWL file. We now formalize the SDGraph concept. 

 

Definition 6.3 - Single Domain Graph (SDGraph):  

A SDGraph is a pair of sets (V, E), where V is a finite set of vertices representing SDGs 

and E, the set of edges, is a binary relation on V, so that E ⊆  V × V. Let π[u] denote the 

set of vertices representing SDGs that are immediate subclasses of the SDG represented 

by vertex u ∈V.   E = {edge (u, v):  u∈V and v∈π [u]}. 

 

SPGProfile internally represents a SDGraph =(V, E), as a collection of adjacency lists. An 

adjacency-list representation of SDGraph is an array Adj, which consists of |V| lists, one for 

each vertex in V. For each vertex u∈V, the adjacency list Adj[u] contains all the vertices v such 

that there is an edge (u, v) ∈E. Alternatively, it may contain pointers to these vertices. The 

vertices in an adjacency list are typically stored in an arbitrary order. SPGProfile constructs an 

adjacency list from an input OWL file using SPARQL [79]. SPARQL is a query language for 

pattern matching against RDF graphs. Variables in the RDF terms will be substituted in the 

CONSTRUCT part to populate a 2-dimensional array storing the adjacency lists.  

 

Example 6.1: We use as a running example throughout the chapter USA-based SDGs of 

four domains. These SDGs are: (1) ethnic groups EX and EY, (2) religious groups RX and RY, (3) 

national origin group OX, (4) region-based groups NX and NY (the people living in neighborhoods 

NX and NY respectively), and (5) region-based groups MPLS and MN (the people living in the 

city of Minneapolis and in the state of Minnesota respectively). NX and NY are neighborhoods in 
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MPLS. Ethnic group EY lives in NX, and follows religion RY. Part of EX follows religion RX, and the 

other follows RY. Fig. D1 in Appendix D shows the group profile ontology of the described 

SDGs, in the form of OWL ontology. Fig. 6.2 shows a SDGraph constructed from the OWL 

ontology. 

 

6.4.2 Modeling MDGs 

A MDG is denoted by the set of the SDGs forming it. SPGProfile analyzes the structure 

of a SDGraph to identify all possible MDGs that exist because of the interrelations between 

SDGs. MDGs are constructed as follows: (1) the intersection of each two SDGs connected by 

an edge and belonging to different domains forms a MDG, and (2) all unique combinations of 

the MDGs resulted from construction 1 are enumerated; if a combination does not contain two 

or more SDGs with the same domain, the intersection of its SDGs forms a MDG. 

 

A user may belong to more than one MDG. Therefore, the system needs a mechanism 

for modeling MDGs to enable it to determine the user’s smallest MDG
6
.  We model MDGs using 

a graphical representation of social links called Multi Domain Graph (MDGraph). In a MDGraph, 

MDGs are represented by vertices and the ontological relationships between them are 

represented as edges. Each hierarchical level of the graph contains MDGs formed from the 

same number of SDGs. A MDG in level i is formed from i + 1 SDGs. A MDG Gx in level j and a 

MDG Gy in level j + 1 are connected by an edge, if Gx and Gy contain at least one common 

SDG. We now formalize the MDGraph concept. 

 

Definition 6.4, Multi Domain Graph (MDGraph):  

A MDGraph is an ontology-driven graphical representation of social links. It is a pair of sets  

(V, E), where V is a finite set of vertices representing MDGs and E, the set of edges, is a 

                                                 
6
 Since the smaller a MDG is  the more granular its interests are, locating the user’s smallest 

MDG enables the system to return the most relevant results. 
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binary relation on V, so that E ⊆  V × V.   E = {edge(
iv ,

jv ): 
iv , 

jv ∈V and  SDG Gx ∈ iv ,
jv
 

and
 iv  in level n and 

jv  in level n + 1}. That is, there is an edge (
iv ,

jv )∈E  if: (1) there 

exist at least one common SDG in
iv
 
and 

jv , and (2) 
iv and 

jv are located in two adjacent 

hierarchical levels. 

                        

Fig. 6.3 shows a MDGraph constructed from the SDGraph in Fig. 6.2. We built an 

Algorithm called ConstructMDGraph, which constructs a MDGraph. Its input is a SDGraph 

represented by an adjacency-list. The Algorithm is shown in Fig. E1 in Appendix E. 

 

SPGProfile determines the users’ MDGs by traversing the paths of the MDGraph starting 

from the vertices representing the user’s SDGs. The user’s smallest MDG is located in the 

intersection of the longest paths originated from user’s SDGs vertices. If the paths originated 

from n SDGs vertices, the user’s smallest MDG is usually formed from m SDGs, where m > n 

due to the interrelations between SDGs
7
. We now present example 2 to illustrate how a user’s 

smallest MDG is located. 

 

         Example 6.2: Consider a user whose national origin is OX and lives in neighborhood NX. 

Using the MDGraph in Fig. 6.3, SPGProfile can determine that the user’s smallest MDG is {OX, 

RY, EY, NX} (see level 3). The MDG is located in the intersection of the longest paths originated 

from the root vertics NX and OX (the paths are marked with dashed arrows in Fig. 6.3). As can 

be seen, the system started the search using only two SDGs and it could locate a MDG formed 

from four SDGs.        

 

 

 

                                                 
7
 The more SDGs a MDG is formed from, the smaller in size it becomes. 



 
 

91 
 

 

 

                                                                                                       USA  
 

 

                                 region                          ethnicity                         religion                      National origin 
                                                                                                                 
                                                    …                                  …                                            …                                                … 
                                                                                    

                  MN        
                                                                      

                                  …                                                                                                                                                   
              MPLS                                                                                                       

                                                                …                                                   RX                                RY                                         

                               

                                                                             
  NX                         NY 
                                  

                                                                

                              

                                   EX   

                                
                                                                                                                                         

                                           

                                        

                                              EY 

       
                                                                                                                                                                                                               OX                                                                                                                                   

 

Fig. 6.2: A SDGraph depicting the relationships between the USA-based SDGs used in the 
running example 

 
 
 
 
 
 
 
 

             NY                  RY    EX              NX          RX                                   EY     OX                                                                                                                             
 
 

 
                                                                  

            

       EX, NY           EX, RY     EX, NX         EY, RX       EY, NX            OX, EY                  EY, RY                                                             
          
 

 

 

 

 
                                             

         RY,EX,NY           RY,EX,NX    OX,EY,RX    RX,EY,NX    OX,EY,NX    OX,EY,RY  RY,EY,NX   
 

                                                                                       
                                                          

                                                                                                        OX, RY, EY, NX                      
                                                                               

Fig. 6.3: A MDGraph constructed from the SDGraph in Fig. 3.2.  
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6.5 Determining and Storing the Preferences of SDGs 

  The preferences of a SDG could be identified from either the preferences of its member 

users or from published studies about the SDG. We describe the two approaches in the next 

two subsections. But, we first define key notations. 

 

Notation 6.1 – An item feature:  

We use the term “feature” to refer to the name of a data element in an XML document of 

preference-driven products. A feature reveals a distinctive and an essential aspect of an 

item.  

 

Notation 6.2 – A feature characteristic:  

We use the term “characteristic” to refer to a data item (value) describing a particular data 

element (item feature) in an XML document. For example, “Ford” is a characteristic of item 

feature “Make” in cars XML document. That is, a characteristic is a property which 

characterizes an item feature.  

 

6.5.1 Identifying the Preferences of a SDG from the Preferences of its Member Users 

  We model a user’s preferences as a set D of m-triples, D = {(a1, v1, w1), D, (am, vm, 

wm)}, where: ai denotes item feature i, vi a characteristic of item feature i, and wi a weight on 

characteristic vi. The weight wi is a value scaled between 0 and 1. A complete set of item 

features are presented to users to determine the relevance of items. The preferences of a SDG 

are particular characteristics of item features, which are deemed important to the user members 

of the SDG. We adopt the following strategies for determining these preferences:  

Each feature is assigned a score. The score is based on the difference between the 

number of times a feature beats other features, and the number of times it loses. Let 

a f b  denote: the number of times that feature a  is considered a preference by the 
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members of a SDG is greater than that of feature b . The score )(ac of feature a  is 

computed as described in Definition 5. 

 

Definition 6.5 – A score of a feature:  

Given a dominance relation f on a set F of features, the score )(ac of an alternative 

feature “ a ” equals |}:{| baFb f∈ − |}:{| abFb f∈ .  

 

The features’ scores in the subset F ′ ⊂ F are the maximal if every feature in F ′  dominates 

every feature not in F ′ . This concept is formalized in Definition 6.6. 

 

Definition 6.6 – Dominant features: 

The subset F ′ ⊂ F  of alternative features with maximal scores is given by 

),()(:{ bcacFa ≥∈ for all }Fb∈ .  

 

For each feature f ∈ F ′ , the characteristic v ∈ f  is considered a preference for the SDG, if its 

preference weight is greater than that of each other characteristic fv ∈′ . This concept is 

formalized in Definition 6.7. 

 

Definition 6.7 – A preference of a SDG: 

Let w  denote the average preference weight on a feature’s characteristic. For each 

feature f ∈  F ′ , the characteristic v  ∈  f is considered a preference for the SDG if for 

each other characteristic v′∈ f , )()( vwvw ′≥ .  

 

  Preference data could be obtained as follows. The system provides users with a 

graphical user interface (GUI) to reveal their initial preferences and weights on characteristics. 

The GUI can consist of graphical elements such as: (1) check boxes representing item features, 
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(2) a drop-down menu associated with each check box for selecting a feature’s characteristics, 

and (3) optional text fields for inputting preference weights on characteristics.  

 

After the preferences of a SDG have been determined, they would be stored in the 

database in the form of trigger rules (recall Fig. 6.1). We now present example 6.3 to illustrate 

how preferences are stored as trigger rules. 

 

 Example 6.3: Consider the XML document fragment in Fig. F1 in Appendix F and the 

USA-based SDGs of our running example. Consider that after applying the strategies described 

above we identified the following preferences: (1) characteristic “spicy” of feature “flavor” is a 

preference of  ethnic group Ey, and (2) characteristic “no pork-related products” of “ingredients” 

is a preference of religious group Rx (e.g., the teachings of religion Rx dictate that). These 

preferences will be stored in the database in the form of trigger rules FoodTrigRule(Ey) and 

FoodTrigRule(Rx), as shown in Figs. 6.4 and 6.5.      

 

                                                              Fig. 6.4: FoodTrigRule(Ey)  
 
 
 
 
 

 
 
 

                                                                Fig. 6.5: FoodTrigRule(Rx) 
 

 

6.5.2 Identifying the Preferences of a SDG from Published Studies   

        The preferences of a SDG can be obtained from published studies such as:  

(1) Published articles and books (e.g. [4, 21, 43, 53, 72, 91]). 

(2) Published studies conducted by organizations (e.g. [34]), or specialized centers belonging 

to universities.  

FoodTrigRule(Ey)  {  $b/flavor  =  “spicy”   }       

FoodTrigRule(Rx) {contains ($b/ingredients, “no pork- 
                                 related products”)   

                              }                                
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  Preferences on an item’s features and characteristics obtained from publications are 

represented as vectors of weights scaled between 0 and 1. A feature (or a characteristic) is 

rated based on the consensus of publications on its importance to the SDG. Let 
nf  be a feature 

and xc  be one of its characteristics. The overall preference weight on characteristic xc  is 

computed based on: (1) the ratio of the weight of 
nf to the weights of the other features, and (2) 

the ratio of the weight of xc to the weights of the other characteristics of 
nf . First, we need to 

decide on which publications we will be using
8
. For maintaining the integrity of relativity, all rival 

features (or characteristics) should be rated using the same publications. Equation 1 computes 

the normalized preference weight 
xcw  of characteristic xc .                                                                                                                                                                                 

                                                                                    
xcw =

nf
w ×

xcw
                                  

(1) 

                                                                      
∑ ∈

=
Ff f

f

f

i i

n

p

p
w

n
   and   

∑ ∈′ ′

=
nx x

x

x

fc c

c

c
p

p
w  

nf
w - the weight of feature

nf
 
with respect to other features. 

 

xcw - the weight of characteristic xc  with respect to the other characteristics of feature
nf .  

nfp - the percentage of publications recommending feature
nf   

F - the set of all features. 

xcp - the percentage of publications recommending characteristic xc .
  

xcp
′
- the percentage of publications recommending a characteristic xc ′  of feature 

nf . 

         The preferences of a SDG are the characteristics whose weights are equal to or greater 

than 
n

n p
, where: n  is the number of all characteristics  and p  is a parameter that can be set to a 

value in the range 0 to 1.  These preferences will be stored in the database as trigger rules.  

                                                 
8
 The more publications used the more accurate results can be obtained. We also need to 

select ones issued by reputable sources. 
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  Example 6.4: Consider the XML document fragment in Fig. F2 in Appendix F. Let us 

determine the car preferences of the residents of neighborhood Nx (recall Fig. 6.2). While some 

of the preferences of Nx are specific to the neighborhood, others are shared with the people 

living in the state of MN. According to published surveys, 68% of Minnesotans prefer cars with 

snow-proof features
9
 and 61% prefer fuel-efficient cars

10
. Another survey shows that 76% of the 

residents of Nx prefer cost-efficient cars
11

. The characteristics of these three features are 

recommended by publications, as follows: 

 

a) Snow-proof feature: 25 automobile publications (e.g., [26]) recommend the following snow-

proof characteristics:  

� 13 of the publications recommend cars with Electronic Stability Control (ESC). 

� 5 of the publications recommend four-wheel drive (4WD) cars. 

� 7 of the publications recommend both ESC and 4WD.  

Thus, 80% of the publications recommend ESC and 48% recommend 4WD. 

 

b) Cost-efficient feature: According to published census surveys (e.g., [68]), the median 

income of neighborhood Nx is $60000. Seven consumer and economic surveys (e.g., [5]) 

found that people prefer buying cars that cost equal or less than 30% of their median 

income. Accordingly, most of the residents of Nx would prefer buying cars that cost $18000 

or less. However, other three different surveys found that people prefer buying cars that 

cost between 30% and 40% of their median income. Accordingly, most of the residents of 

Nx would prefer buying cars that cost between $18000 and $24000. 

Thus, the residents of Nx would prefer cars that cost $18000 or less according to 70% of the 

surveys, and would prefer cars that cost between $18000 and $24000 according to 30% of the 

surveys. 

                                                 
9 Due to the very snowy winter in MN. 
10 This is due, in part, to the fact that the government of MN offers sales tax break incentive for 
buying fuel-efficient cars (e.g., [108]). 
11 Due to the fact that Nx is a middle-class neighborhood (e.g., [68]). 
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c) Fuel-efficient feature: 30 fuel-economy guides (e.g., [107]) recommend the following 

characteristics for fuel efficiency:  

� 12 of the guides recommend ethanol flexible-fuel cars. 

� 5 of the guides recommend hybrid-electric cars. 

� 7 of the guides recommend cars whose Mileage per Gallon (MPG) is higher than 34. 

� 6 of the guides recommend both, ethanol flexible-fuel cars and cars whose MPG is 

higher than 34.  

Thus, 60% of the guides recommend ethanol flexible-fuel cars, 43% recommend cars whose 

MPG is higher than 34, and 17% recommend hybrid-electric cars. 

 

 

Table 6.1 shows the preference weights (
xcw ) on the 7 characteristics after applying 

Equation 1. The characteristics whose weights ≥
n

n p
(by setting p  to 0.1), which are considered 

preferences of neighborhood Nx are: (1) ESC, and (2) price ≤  $16200. These preferences will 

be stored in the database in the form of trigger rule CarTrigRule(Nx) as shown in Fig. 6.6.     

 

 

Table 6.1: Preference weights on car characteristics for neighborhood NX 

 
 
 
 

 

 
 

 
 
 
 

                                        

Fig. 6.6: CarTrigRule(Nx) 

Characteristic ESC 4WD Price      

  ≤   
$18000 

Price range from   

$18000  to 

$24000 

ethanol 

flexible-fuel 

hybrid-electric MPG > 34 

nf
w  0.33 0.33 0.37 0.37 0.30 0.30 0.30 

xcw  0.63 0.38 0.70 0.30 0.50 0.14 0.36 

xcw  0.21 0.12 0.26 0.11 0.15 0.04 0.11 

CarTrigRule(Nx)  { 
          $b/safety-feature = “ESC”   
                 and 
          $b/Price < = 18000 
  }   
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6.6 Answering Queries  

  In response to a user’s query, SPGProfile first constructs an equivalent XQuery query 

[25]. Then, it identifies the user’s MDG. Finally, it filters and ranks the initial results based on the 

preferences of the user’s MDG. 

 

6.6.1 Identifying the User’s MDG  

  To identify the user’s smallest MDG, SPGProfile needs to identify at least one of the 

SDGs to which the user belongs. The more SDGs identified, the smaller in size a MDG can be 

identified by the system. SPGProfile adopts the following approaches for identifying users’ 

SDGs: (1) it employs lookup databases provided by [45, 67] to implicitly identify all region-based 

SDGs (by translating users’ IP addresses to US zip codes, neighborhoods, cities, and states), 

(2) it encourages (but does not require) users to reveal some of their non region-based SDGs, 

and (3) it identifies some of the users’ non region-based SDGs implicitly, by analyzing the 

structure of the SDGraph
12

. After identifying the SDGs, SPGProfile determines the users’ MDGs 

using the technique described previously in subsection Modeling MDGs. 

 

6.6.2 Filtering and Ranking Results 

SPGProfile uses Algorithm FilterResults (see Fig. 6.7-a) to filter results based on the 

preferences of the user’s MDG.  The Algorithm employs recursive querying (rule-chaining 

mechanism) to sequentially optimize (filter) results. In each optimization sequence, the results 

are filtered based on the preferences of one of the SDGs forming the user’s MDG.  That is, in 

each optimization sequence the Algorithm triggers trigger rule TrigRule(Gx), where Gx is one of 

the SDGs forming the user’s MDG. Recursive querying allows a query to query the results 

produced by a previous application of itself and allows the computation of transitive closure of 

an XML document.  

                                                 
12

 E.g., by analyzing the structure of the SDGraph in Fig. 6.2, the system can identify implicitly 
that the user belongs to ethnic group EY and national origin OX, if the user lives in neighborhood 
NX and follows religion RY. 
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The inputs to Algorithm FilterResults are query Q (which represents the user’s initial 

preferences) and the user’s MDG VY. In line 1 of the Algorithm, function GetInitialResults uses 

an XQuery search engine to return the IDs of the items, which satisfy the conditions of query 

Q
13

. These IDs will be stored in a set called SItems. Line 3 filters the IDs in set SItems 

recursively by calling subroutine RefineSelection (see Fig. 6.7-b). Only the IDs of the items 

satisfying the preferences of SDG Gx∈VY are retained in each recursion. Line 1 of subroutine 

RefineSelection iterates over the IDs in set SItems. In each iteration, line 2 stores one of the IDs 

in a variable called CurrentID. Lines 3-6 are XQuery’s FLWOR expressions. The “where” clause 

searches for items in the XML document, which satisfy the following two conditions: (1) their IDs 

match the ID in variable CurrentID, and (2) they satisfy the preferences that are triggered by 

trigger rule TrigRule(Gx). 

 

 
 
 
 
 
 
 
 
 
 
 

 
 

 
 
 
 

 
 
 
 
 

                      
 
                      
                       Fig. 6.7: (a) Algorithm FilterResults. (b) Subroutine RefineSelection. 
 
 

 
 

                                                 
13

 Assuming that each item in the XML document has an attribute labeled ID. 

    FilterResults (Q, VY)  { 
1.      SItems � GetInitialResults(Q) 
2.      for each SDG Gx ∈VY  
3.               SItems � RefineSelection(Gx , SItems) 
    }     
 
                                                (a) 
    RefineSelection(Gx  , SItems)  { 
1.     for (i = 1 � | SItems |)  { 
2.             CurrentID � SItems [i] 
3.             for         $b in doc(“xml doc”)//item 
4.             where   $b/@ID = CurrentID   
5.                      and   
                             TrigRule (Gx) 
6.             return    string ($b/@ID)   
          } 
     } 
 
                                                (b) 
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After result items are filtered, they will be ranked based on the rated scores of the 

preference vector D of the user’s MDG. The score of an item is defined as the summation of the 

normalized weights of vector D on the features of the item. Thus, the score Tx of an item is 

defined as:  Tx = ∑
=



i

id
1

 , where di∈D, D = {d1, d2, D, dN}, and N is the number of weighted 

features.  Items whose scores are high are ranked higher.  

 

We now present example 6.5 to illustrate Algorithm FilterResults. The example 

simulates an online grocery system targeting the USA-based SDGs of our running example. 

The grocery system uses the fragment of XML document shown in Fig. F1 in Appendix F. 

 

  Example 6.5: Consider that a user is looking for canned soup of brand Campbell. 

SPGProfile would construct an equivalent XQuery query Q as shown in Fig. 6.8-a. Consider that 

SPGProfile identified the user’s MDG as {EY, RX}.  Line 1 of Algorithm FilterResults would return 

the following set of canned soups’ IDs: SItems = {200015, 200027, 200044, 200058, 200063}. 

Line 3 will call subroutine RefineSelection two times, as follows: 

          

First call: The inputs to the subroutine are SDG Ey and set SItems. The WHERE clause will 

trigger FoodTrigRule(Ey) (recall Fig. 6.4).  After the substitutions, the subroutine will become as 

shown in Fig. 6.8-b. From the IDs in set SItems, the subroutine will return the subset: SItems 

={200027, 200058, 200063}. 

Second call: The inputs to the subroutine are SDG Rx and set SItems. The WHERE clause will 

trigger FoodTrigRule(Rx) (recall Fig. 6.5). After the substitutions, the subroutine will become as 

shown in Fig. 6.8-c. From the IDs in set SItems, the subroutine will return the subset: SItems = 

{200027, 200058}.  
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Fig. 6.8: (a): Query Q . (b) and (c) Subroutine RefineSelection after the first and second calls 
respectively 

 

 

6.7 System Architecture 

Fig. 6.9 shows the system architecture. The system administrator inputs an OWL file 

representing a group profile ontology to module MDGManager. The module converts the OWL 

ontologies into a SDGraph. Using the structure of the SDGraph, module MDGManager 

determines MDGs and models them in the form of a MDGraph. Module DBManager identifies 

the preferences of a SDG from either the preferences of its member users or from published 

studies. The module will then assign a folder for each SDG in a file system database called 

SDGs folders. Each folder contains information such as the name and preferences of a SDG, in 

addition to subfolders. Each subfolder stores information about one of the users belonging to 

the SDG (such as his preferences). That is, individual subfolders are associated with a SDG 

folder via file in a file system structure in a two-layer directory tree. Module DBManager keeps 

track of the number of subfolders within the folder of each SDG SEx. When this number 

exceeds a specific threshold, SEx is activated, and its preferences are stored in database 

Q:  
for $b in doc(“grocery.xml”)//grocery 
where      $b/Type = “soup” 
     and    $b/brand =“Campbell” 
return     string ($b/@ID) 
 
 
                            
 
                                (a)      

   RefineSelection(EY, SItems) {      
1. for (i = 1;  i >= 3; i++)  { 
2.        CurrentID =  SItems[i] 
3.        for  $b in  doc(“grocery.xml”)//grocery 
4.        where      $b/@ID = CurrentID 
5.            and      $b/ flavor = “spicy” 
6.        return      string ($b/@ID)  
     }    
   }                           
                            
                               (b) 

    RefineSelection(Rx, SItems)  { 
1.  for (i = 1;  i >= 2; i++)  { 
2.       CurrentID  =  SItems[i] 
3.       for         $b in doc(“grocery.xml”)//grocery 
4.       where    $b/@ID = CurrentID 
5.            and   contains($b/ingredients, “ no pork- related products”) 
6.       return     string ($b/@ID)        
     }      
  } 
                                                                          (c) 
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Triggers Rules in the form of trigger rule TrigRule(SEx). Database Triggers Rules stores also the 

XML files. Module FilterResults filters results sequentially by applying the preferences of the 

SDGs to which the user belongs. After each filtering sequence, the temporary results are stored 

in Results Buffer. Module RankResults ranks the filtered results, based on the weighted 

preferences of the user’s MDG.  
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                    Fig. 6.9: System architecture 
 
 
 

6.8 Experimental Results 

We have implemented SPGProfile in Java and ran on Intel(R) Core(TM)2 Dup CPU 

processor, with a CPU of 2.1 GHz and 3 GB of RAM, under Windows Vista. We aimed at: (1) 

simulating online auto and grocery dealers, running the SPGProfile system and targeting 5 USA 

neighborhoods, (2) obtaining ethnic and religious-based food preference data and region-based 

car preference data from real individuals living in the 5 neighborhoods, (3) applying the group 

modeling strategy described in section 6.5.1 on the preference data to determine the 

preferences of the ethnic, religious, and region-based SDGs in the 5 neighborhoods, and (4) 

comparing the simulated dealers running the SPGProfile system with Google Base [35, 36] and 

with Oracle XML DB [76]. 
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  We selected 5 neighborhoods known for their ethnic and religious diversity. Each 

neighborhood represents a region-based SDG. From the combined residents of the 5 

neighborhoods, those who belong to a same ethnicity represent an ethnic-based SDG, and 

those who have the same religious beliefs represent a religious-based SDG. We needed to 

identify some of the residents in the 5 neighborhoods to obtain the preference data. Towards 

this, we followed the following strategy. We searched the online auto dealer system [27] for 

used cars offered for sale by owners living in the 5 neighborhoods. By entering a zip code of a 

neighborhood, [27] returns a list of sellers living in the neighborhood along with their telephone 

contacts and the features of their cars. We selected some sellers and considered the features 

and prices of their cars as representative of their preferences on cars. We then phoned and 

asked them to: (1) rate their preferences on the features of their cars, (2) provide us with their 

ethnicities and religions, and (3) reveal their preferences and restrictions on canned soup 

flavors and ingredients.  

 

  Along with 4 volunteers, we contacted the sellers and explained the objectives of our 

research. Some of them declined to provide us with the information, while others agreed. We 

stopped the contacts of each neighborhood when the number of successful calls reached 15. 

Thus, the number of overall successful contacts was 75. We considered a call successful if the 

seller revealed his/her ethnicity and rated his/her preferences on cars’ features
14

. From the 75 

successful calls, only 43 sellers revealed their religions and canned soup preferences. Table 6.2 

shows the number of region, ethnic, and religious SDGs we could construct based on the data 

we obtained. We constructed 75 car queries and 43 grocery queries based on the data. See 

Appendix G for a sample of these queries and how they were constructed. 

 

 

                                                 
14

 We asked subjects to rate their preferences on each feature’s characteristic in the range from 
1 to 10. 
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Table 6.2: Number of region, ethnic, and religious SDGs from which we obtained preference 
data  

 

 

  A demo of the SPGProfile simulating the online auto and grocery dealer systems, which 

target the 5 neighborhoods, is available at: http://dbse1.uta.edu/~kamal/?action=home. The 

systems filter and rank results based on the preferences of the 75 subjects
15

 living in the 5 

neighborhoods. See Appendix H for detailed information about the demo system.  

 

6.8.1 Search Effectiveness Evaluation 

6.8.1.1 Evaluating Precision on Initially Retrieved Elements 

 Users usually want to know only the initially retrieved elements (at lower ranks). We 

evaluated the search effectiveness of SPGProfile on initially retrieved elements, by comparing it 

with Google Base and Oracle XML DB. Both search engines do not filter and rank results based 

on group profiling. Our objective was to have knowledge of SPGProfile’s extent of improvement 

over the two search engines as a result of considering group profiling. We generated 1000 MBs 

cars.xml and groceries.xml documents using ToXgene [90]. We ran all of the car and grocery 

queries
16

 against the two documents, using SPGProfile, Google Base, and Oracle XML DB. We 

computed the Mean Average Precision (MAP) at variable ranks for each of the three systems. 

For each query submitted to SPGProfile, we revealed to the system some of the SDGs of the 

                                                 
15

 Hereinafter we refer to the people we interviewed over the phone as “subjects”. 
16

 See Appendix D for a sample of the queries and how they were constructed. 

State Minnesota Texas Florida Washington California 

City Minneapolis Dallas-Fort Worth Miami Seattle Los 
Angles 

Number of neighborhood-
based SDGs 

1 1 1 1 1 

Number of Ethnic-based 

SDGs 

1 2 2 1 3 

Number of Religious-based 
SDGs 

1 1 2 1 2 
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subject, for whom the query was constructed
17

. Let {t1, t2, D,
nkt }∈  S be the set of relevant items 

for a subject need
18

. Let 
nmR  be the set of ranked retrieval results

19
 from the top result until item 

tm. Then, MAP can be computed as shown in Equation 2. 

                                                        
∑∑
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We computed MAP at ranks 5 (top 5 answers), 10, and 15. Tables 6.3 and 6.4 show the overall 

MAPs. As the tables show, SPGProfile achieved much higher precision, especially at rank 5. 

The tables show also that the MAPs of the three search engines decrease as the rank 

increases. 

 

Table 6.3: MAPs using the cars queries  
 

 
 
 

 

Table 6.4: MAPs using the groceries queries  

 

 

 

6.8.1.2 User Evaluation of Search Effectiveness 

We asked 12 subjects to evaluate the SPGProfile grocery demo system. The subjects 

belong to two different ethnic backgrounds and three ancestries. Some of them consider religion 

is irrelevant and the others follow two different religions. We asked each of them to give us two 

                                                 
17

 Recall that each query represents the initial preferences of one of the subjects living in the 5 
neighborhoods. 
18

 The set is constructed based on the weights on item features provided by the subject during a 
phone interview. 
19

 The set returned by SPGProfile, Google Base, or Oracle XML DB. 

Rank SPGProfile Google Base Oracle XML DB 

5 0.73 0.27 0.23 
10 0.61 0.18 0.19 
15 0.44 0.11 0.09 

Rank SPGProfile Google Base Oracle XML DB 

5 0.68 0.23 0.25 
10 0.57 0.14 0.11 
15 0.34 0.10 0.07 
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lists of items. The first containing a list of 10 canned food items (from the brands used by 

SPGProfile) ranked based on the subject’s own preferences. The second containing the top 10 

canned food items ranked by SPGProfile based on the preferences of the subject’s ethnic, 

religious, and/or national origin groups. We then measured the average distance between the 

two lists using the Euclidean distance measure shown in Equation 3. 
                                                                                      

                                                                          
),( sud σσ = |)()(| xx s

Xx

u σσ −∑
∈

                              (3) 

||]1,0[ X

u ∈σ - the list of items ranked by subject u . 

||]1,0[ X

s ∈σ - the list of items ranked by SPGProfile. 

 X - the set of items. 

)(xuσ  and )(xsσ - the position of item x ∈  X in the lists 
uσ  and 

sσ
 
respectively (a ranking of a 

set of n items is represented as a permutation of the integers 1, 2, . . . , n).  

 

Fig. 6.10 shows the distances. The average distance is 13.3, which indicates 

“closeness” between the lists ranked by the subjects and the lists ranked by the SPGProfile 

system. 

             

 
 
 

Fig. 6.10: Distances between the lists ranked by the subjects and the lists ranked by SPGProfile 
6.8.2 Search Efficiency Evaluation 



 
 

107 
 

6.8.2 Search Efficiency Evaluation  

We evaluated the overhead of filtering and ranking results endured by SPGProfile, by 

comparing its search efficiency with Google Base and Oracle XML DB. We ran each of the 75 

car queries against cars.xml documents of 8 different sizes using the three search engines. We 

also ran each of the 43 grocery queries against grocery.xml documents of 8 different sizes 

using the three search engines. The sizes of the documents ranged from 10-1000 MB. We 

computed the average query execution time under each different document size. Fig.6.11 

shows the results. As the figure shows, the average query execution time of SPGProfile ranged 

from 1.1-1.2 times the execution time of an equivalent Google Base query, and ranged from 

1.1-1.6 times the execution time of an equivalent Oracle XML DB query. Thus, the overhead of 

filtering and ranking results endured by SPGProfile is not very expensive. 

 

 
               

                                                        

Fig. 6.11: Average query execution time under variable document sizes 
 
 
 

 
 

6.8.3 Comparing Preferences of Users with Preferences Published in Studies 

We aim at determining which of the following two approaches gives ranked lists of items 

closest to lists ranked based on the preferences of the subjects living in the 5 neighborhoods:  

(1) identifying the preferences of SDGs from the preferences of its member users, and (2) 
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identifying the preferences of SDGs from preference data obtained from published studies. We 

made two copies of SPGProfile. Copy 1 employs the approach described in section 6.5.1. Copy 

2 employs the approach described in section 6.5.2. Copy 2 uses preference data about SDGs 

obtained from [4, 21, 34, 43, 53, 72]. We used the cosine-similarity measure in Equation 4:  
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muD - the preference vector of subject um. 

svD - the preference vector of the subject’s MDG vs. 

ium
r ,

and 
ivs

r ,
- the preference weight on feature characteristic i rated by um and vs respectively. 

mur  - the mean preference weight on features’ characteristics rated by um and co-rated by vs. 

svr - the mean preference weight on features’ characteristics rated by vs and co-rated by um. 

sm vu IIP U=
 

muI and 
svI - the set of features’ characteristics rated by um  and vs respectively.  

 

We measured the similarity between the preference vector of each subject and: (1) the 

preference vector of the subject’s MDG determined by copy 1, and (2) the preference vector of 

the subject’s MDG determined by copy 2. Fig. 6.12 shows the similarity results using car 

preference vectors and Fig. 6.13 shows the results using grocery preference vectors. As the 

figures show, as the number of accumulated subjects’ vectors increases, the similarity between 

them and the vectors of the subject’s MDG determined by copy 1 increases. This finding 

supports the known hypothesis that the more members of a group are considered the more 

reflective their common preferences to the preferences of each member. The figures show also 

that the similarity between the subjects’ vectors and the vectors of the subjects’ MDGs 

determined by copy 2 is independent of the number of accumulated subjects’ vectors. We can 
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conclude that approach 1 is better than approach 2, especially when the number of users is 

relatively high. 

 
Fig. 6.12: Similarity using cars preference vectors 

 

 
Fig. 6.13: Similarity using grocery preference vectors 
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CHAPTER 7 

IMPROVING PERFORMANCE OF DISTRIBUTED XML QUERYING 

7.1 Introduction          

  We describe in this chapter a query processor called XPCache that improves the 

performance of distributed XML querying by caching of frequently-used query results. XPCache 

can be considered as a type of middleware running at the central site. It would reside in the 

middle-tier in a 3-tier client-server architecture. XPCache classifies queries per their types, 

ranks the query types based on their frequencies, answers the frequently used ones from 

cached hash tables at the central site, and gives cached query optimization plans to the ones 

that aren’t classified as frequently used. Expediting Frequently Used Queries (FUQ) in client-

server architecture improves significantly the overall response time, because it minimizes 

delaying of answers due to network traffic and slow servers at remote sites. XPCache keeps a 

set of FUQ types at the central site and it dynamically updates this set at certain intervals. It 

uses an efficient algorithm to compute the set of FUQ types. The algorithm matches the path of 

a submitted query with the paths of queries submitted previously. Those paths are marked in a 

graph called Global Query Graph. The time complexity of the algorithm is O(m), where m is the 

number of leaf nodes in the XML Tree. 

  After the set of FUQ types is computed, a hash table is constructed for each query type 

in the set. The hash tables are populated from the XML documents at remote site(s) and then 

cached at the central site. The keys of the table are the instance values of the elements that 

appear in the FUQ’s predicate condition and the values of the table are the instance values of 

the return element(s). 
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7.2 Review of Relevant Research 

  The efficiency of distributed XML query processing has been studied in [9, 12, 17, 83, 

125]. Ideas proposed in [88] minimize communication costs in XPath processing over a 

network. The study proposes computing minimal-size view set that answers client queries. In 

response to a query, the database computes a minimal view and sends it to the client and the 

client then produces answer from it. The study [17] proposes a framework for using XPath views 

to expedite processing XML queries. The study [125] proposes querying data sources on 

demand. It employs a query processing technique that emphasizes pipelining the XML data 

streaming into the system, which facilitates adaptive query processing. The study [12] proposes 

a pipelined framework for processing XQuery on XML fragments. None of the above-mentioned 

studies exploited expediting frequently used queries as a remedy for the problems of distributed 

XML queries. 

 

  Determining FUQ and caching have been studied extensively. In [123] queries are 

modeled as trees and their patterns are mined. It caches the results of FUQ and compares the 

pattern of each submitted query with the mined query patterns. The problem with this approach 

is that it could be very expensive and even impractical when an XML tree is very deep and 

contains many leaf nodes. If an XML tree contains m leaf nodes, then there are approximately 

∑
= −

1-m

2 i!  i)!(m 

m!

i
 different query patterns. 

 

7.3 Preliminaries 

This section presents definitions of key notations and the data used in this chapter. The 

data is based on the simple distributed XML trees shown in Figure 7.1. 

 

Notation 7.1: Global XML Tree (GXT): A GXT is a tree constructed based on the global schema. 

Each node’s label in the tree is assigned a Dewey number. Figure 7.2 shows the GXT of the 
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distributed XML Trees in Figure 7.1. 

 

Definition 7.1: Query type: A query type is a query consisting of only one XQuery FLWR 

expression with no condition operators and values. The return clause contains one element 

only. A query type represents all queries that have the same sequence of elements in the three 

FLWR clauses regardless of condition values and operators. Figure 7.3 shows 5 query types 

based on the data presented in Figure 7.2. 

 

Definition 7.2: Global Query Graph (GQG): For each distinct query submitted to the central site, 

if we mark on the GXT its type’s path, the resulting marked graph is a GQG. A path of a query 

type is the sequence of its element nodes in the “for”, “where”, and “return” clauses. Each query 

type’s path is assigned a unique ID. Figure 7.4 presents the GQG of the five query types shown 

in Figure 7.3, where path IDs 1 to 5 correspond to query types 1 to 5 respectively.  

 
 

Definition 7.3: Adjacency list: Let V and E be the sets of vertices and edges in a GQG 

respectively. The adjacency list of the GQG=(V, E) consists of an array Adj of |V| lists, one for 

each vertex in V. For each Vu∈ , the adjacency list Adj[u] contains all the vertices v such that 

there is an edge (u, v)∈E. 

 

 
Definition 7.4: IDV: It is the list of IDs of query types visit node V in the GQG. That is, x ∈  IDV, if 

Qx visits node V. 

 

 

 

 

   Fig. 7.1: Distributed XML Trees         

Remote Site 1: report � patient* 
Remote Site 2: patient � age, name, treatment, policyNo 
Remote Site 3: inTreatment � treatmentType 
Remote Site 4: outTreatemt � referralNo 
Remote Site 5: treatment � tname, inTreatment, outTreatment 
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Fig. 7.2: Global XML Tree (GXT) based on Fig. 7.1 

 

 
 
 
 
 
 
 
 
 

 

Fig. 7.3: A sample of query types based on the GXT in Fig. 7.2 Note: In the “where” clause, the 
symbol “?” denotes a comparison operator and the dots denote a condition value 
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                   Fig. 7.4: GQG contains the paths and IDs of the 5 query types shown in Fig. 7.3 

Q1:    for  $d  in  doc(“patient.xml”)/report/patient          where      $d/name ? O.   return   $d//tname.                            
Q2:    for  $d  in  doc(“patient.xml”)/report/patient          where     $d/name? D 
          and    $d/age ? D      and    $d/tname ? D         return     $d// referralNo. 
Q3:    for  $d  in  doc(“patient.xml”)/report/patient           where    $d/name ?D   
         and    $d/age ?D    and  $d/ policyNo ? D           return    $d//treatmentType 
Q4:    for  $d  in  doc(“patient.xml”)/report/patient           where       $d/age ? D  
         and   $d//tname ? D.  return  $d//treatmentType 
Q5:     for   $d  in  doc(“patient.xml”)/report/patient         where     $d/age ? D.     return     

                                                                                                                                 0 
                                                                                                                              report 
 
                                                                                      0.0 
                                                                                   patient                              patient    ……. patient   
 
0.0.0                                              0.0.1                     0.0.2                                     0.0.3 
name                                               age                   treatment                               policyNo     
 
                                  0.0.2.0                                      0.0.2.1                                 0.0.2.2 
                                  tname                                   outTreatment                      outTreatment 
 
                                                                                  0.0.2.1.0                             0.0.2.2.0 
                                                                                 referralNo                       treatmentType                                                  

     0.0.0                                                     

  name 

    0.0.1 

       age 

            

    0.0.2.0 

     tname 

     0.0.3 

policy;o 

  0. 0.2.1.0 

referral;o 
        0.0.2.2.0    

treatmentType 

                       0                                                     

                  report 

                      0.0      

                 Patient           
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7.4 Determining the Set of  FUQ Type 

          When the central site receives a query, XPCache matches its path against the paths of 

query types in the GQG. The matching path represents the query’s type. If the query has no 

matching path, XPCache marks the path of this query’s type in the GQG and assigns it a new 

ID. If the “where” clause contains more than one element, XPCache sequences these elements 

based on their Dewey numbers before the matching process as follows. If the elements reside 

at the same level in the GXT, XPCache sequences these elements according to their order in 

that level. The number of digits in the Dewey number indicates an element’s level in the tree 

and the last digit indicates its order in that level. If the “where” clause contains multiple elements 

that reside in different levels in the GXT, XPCache sequences the elements according to their 

levels in the GXT (an element in an upper level always precedes in the sequence an element in 

a lower level). Therefore, if queries A and B have the same sequence of elements in the “for” 

clause and the same elements in the “return” and “where” clauses, XPCache considers both 

queries belong to the same type even if the order of their elements in the “where” clause is 

different. Consider the query for $d in doc(“patient.xml”)/report/patient where $d/age=55  and  

$d/name =”Jon” and $d/tname=”Insulin” return  $d//referralNo. XPCache will consider this 

query’s type to be type 2 (see Figure 7.3), even though the order of this query’s elements in the 

“where” clause is different than Q2.  

If a query is composed of more than one FLWR expression, it is first decomposed to its 

constituent query types and it is then assigned the IDs of the query types it is composed of. 

Consider that the following are query types 8 and 9: 

Q8: for $d in doc(“patient.xml”)/report/patient where  $d/age? O. return $d/name.   

Q9: for $d  in  doc(“patient.xml”)/report/patient  where $d/name? O return  $d/age.  

Now consider the following query, which asks for the name of patients, whose ages are less 

than John’s age.   

                  let $doc :=   doc(“patient.xml”) 
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                  let $p := { for  $i  in  $doc/report/patient    where  $i/name=”John”    return  $i/age } 

                  for  $d  in  $doc/report/patient  where  $d/age <$p return  <result> $d/name </result> 

This query will be assigned the query type IDs 8 and 9.   

If a query’s “return” clause contains n elements, the query is decomposed to n query 

types and then assigned their IDs. Consider Q9 shown previously and the following query:   

for $d in doc(“patient.xml”)/report/patient  where $d/name=“David” return <result> {$d/age, 

$d//tname}</result>. This query will be decomposed to query types 1 and 9 (see Q1 in Figure 

7.3) and then assigned the IDs 1 and 9. 

There is a counter associated with each query type. Every time a query is submitted, 

the counter of this query’s type increments. At certain intervals, the query types are sorted in 

decreasing order per their frequency and the top ones are considered the FUQT. 

 

7.5 Efficiently Computing the Set of FUQT 

We constructed an efficient algorithm for computing the set of FUQT (algorithm 

Classify_Query in Figure 7.5). The inputs to the algorithm are the adjacency list and IDv of each 

node V in the GQG (see Figures 7.6 and 7.7). The algorithm works as follows. First, the query’s 

elements are queued in a queue called Q. Every time an element V is de-queued from Q, we 

check whether this element has been marked previously as visited (line 8). If not, we mark it 

visited (line 9) and we assign the distinct IDs in list IDV to set K. If it has been visited previously, 

we assign the duplicate IDs in list IDV to K (line 11). We then assign the intersection of sets K 

and cur_qrys to set cur_qrys (line 13). After the last element is de-queued, if there is only one 

ID left in set cur_qrys, this ID identifies the query’s type (line 18). Otherwise, we determine 

whether or not the last element de-queued was a leaf node (line 19). If it isn’t, lines 20-23 

identify the query’s type. Otherwise, lines 24-27 identify the query’s type.  

          Rather than matching a query’s pattern/view with a huge number of mined patterns/views, 

our algorithm’s time complexity is only O(m), where m is the number of leaf nodes in the GQG.  
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Fig. 7.5: Algorithm Classify_Query 

 

 

 

 

 

 

 

 

Fig. 7.6: IDV of each node V in Fig. 7.4 
 
 

 

 

 

 

 

 
 

 

 

Fig. 7.7: Adjacency list of each node in Fig. 7.4 

1.  V � de-queue(Q)                 /* de-queue an element from queue Q */ 
2.  visit(V) = TRUE                   /*  mark node v as visited */ 
3.  cur_qrys � IDV                   /* The IDV of node V */ 
4.  while Q is not empty  
5.          do  {U � V 

6.                   S� adj[U] /*S is assigned the adjacency list of node U*/ 
7.                  V � de-queue(Q) 
8.                  if visit(V) != TRUE  
9.                         then { visit(V) = TRUE    /* mark node v as visited*/ 

10.                                   K � distinct nodes in list IDV  } 

11.                          else   K � duplicate nodes in list IDV 

12.                if V ∈ S /*Check whether node V is adjacent to node U*/ 

13.                      then  cur_qrys � cur_qrys   K  /*Intersect operation*/                                         
14.                                      if cur_qrys == NIL 

15.                                            Then {this is a new query type. Create an ID for it. Mark the ID in all nodes  
                                                            the query visited. Exit the program  } 
16.                 else { add V to adj[U]  and create an ID for this query  type and mark the ID in all nodes it  
                               visits.  Exit the program} 

                  } 
17.  if | cur_qrys | == 1       /*Check if set cur_qrys contains only one ID*/ 
18.       then  This ID identifies the query’s  type 

19.       else{ if adj[V] ≠ NIL             /*Check whether V is a leaf node*/ 

20.                 then { S � adj[V] 
21.                             adj_qrys � IDV of each node V in set S 

22.                             cur_qrys � cur_qrys \  adj_qrys     /*set difference*/ 
23.                             The ID in the set identifies the query’s type  } 
24.                     else { R � adj[U] – V  /*remove V from the adj[U]*/ 

25.                                 pred_ qrys � IDV of each node V in set R 
26.                             cur_qrys � cur_qrys \  pred_ qrys     /*set difference*/ 
27.                            The ID in the set identifies the query’s type } 

     } 
 

IDreport = {1, 2, 3, 4, 5 };  
IDpatient = {1, 2, 3, 4, 5 };  
IDname = {1, 2, 3 };  
IDage = {2, 3, 4, 5};  
IDtname = {1, 2, 4};  
IDtreatmentType = {3, 4, 5};  
IDreferralNo = {2};  
IDpolicyNo = {3} 

report �{patient} ;   
patient �{name, age} ;   
name �{age, tname};   
tname � { treatment Type, referralNo} ;    
age �{treatment Type, tname, policyNo} ;  
 referralNo �{NIL};      
 treatmentType � {NIL};   
policyNo � { treatmentType};   
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The following are examples to illustrate how algorithm Classify_Query works. Examples 

7.1-7.4 show how the algorithm identifies a query’s type under all possible query scenarios. 

Example 7.5 shows how the algorithm assigns an ID to a query type that has never been 

submitted previously. Due to space limitation, we are going to show in each example the key 

lines of the algorithm only. Lines 1-3 and the first while iteration in all the examples produce 

identical values, as follows:  

Lines 1-3: V� report. visit(report) = TRUE. cur_qrys = IDreport = {1, 2, 3, 4, 5}.  

1
st
  while iteration: Line 7: V �patient. Line 13: cur_qrys  ={1, 2, 3, 4, 5} {1, 2, 3, 4, 5}={1, 2, 3, 

4, 5}. 

 
Example 7.1:      for  $d  in  doc(“patient.xml”)/report/patient  

                       where $d/age=55 and $d//tname=”Insulin” 

                       return $d//treatmentType 

Q ={report, patient, age, tname, treatmentType}. 

 2
nd

 while iteration: Line 7: V�age. Line 13: cur_qrys ={1, 2, 3, 4, 5}  {2, 3, 4, 5} ={2, 3, 4, 5}.   

3
rd

 while iteration:  Line 6:   V � tname. Line 13:  cur_qrys  = {2, 3, 4, 5}  {1, 2, 4} = {2, 4}.    

4
th
 while iteration:   Line 7:   V � treatmentType.  Line 13:  cur_qrys = {2, 4}  {3, 4, 5}= {4}. 

Therefore the query is of type 4. 

 
Example 7.2:     for $d in doc(“patient.xml”)/report/patient  

                      where $d/age=60  

                      return  $d//treatmentType.   

Q = {report, patient, age,  treatmentType}.   

2
nd

 while iteration: Line 7: V � age.  Line 13: cur_qrys ={1, 2, 3, 4, 5} {2, 3, 4, 5} ={2, 3, 4, 5}. 
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3
rd

 while iteration: Line 7: V� treatmentType. Line 13:  cur_qrys = {2, 3, 4, 5}  {3, 4, 5} = {3, 4, 

5}. Line 17:  |cur_qrys| ≠ 1. Line 19:  adj[treatmentType] is NIL. Line 24: R � adj[age] – 

treatmentType = {tname, policyNo}.  Line 25: pred_ qrys � {1, 2, 3, 4}. Line 26: 

cur_qrys�{3,4,5}\{1,2,3,4}={5}. Therefore, the query is of type 5. 

 
Example 7.3:       for   $d  in  doc(“patient.xml”)/report/patient   

                       Where $d/name=”David” 

                       return   $d//tname. Q = {report, patient, name,  tname}.  

 2
nd

 while iteration: Line 7: V� name.   Line 13:  cur_qrys ={1, 2, 3, 4, 5} {1, 2, 3 }.={1, 2, 3 }. 

3
rd

 while iteration: Line 7:  V� tname.  Line 13:  cur_qrys = {1, 2, 3 }  {1, 2, 4} = {1, 2}.  Line 17:  

| cur_qrys | ≠ 1.  Line 19: adj[tname] ≠ NIL.  

Line 20:  S � adj[tname] = {treatmentType, referralNo}.  Line 21: adj_qrys � {2, 3. 4, 5}.  Line 

22: cur_qrys �{1, 2} \  {2, 3. 4, 5}= {1}.  Therefore, the query is of type 1. 

 
 
Example 7.4: Consider that the following is query type 6. 

 Q6: for  $d in doc(“patient.xml”)/report/patient  

       where $d/name?O 

       return  $d.  

When the path of Q6 is marked in the GQG in Fig. 7.4, node “patient” will be marked (visited) 

twice by Q6. Therefore, IDpatient = {1, 2, 3, 4, 5, 6, 6}. Now, let’s identify the type of the following 

query:  

for  $d  in  doc(“patient.xml”)/report/patient  

 where $d/name=”Jon”  

return  $d.    

Q = {report, patient, name, patient}.  

1
st
 while iteration: Line 9: visit(patient) = TRUE.  
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2
nd

 while iteration: Line 7: V � name. Line 13: cur_qrys = {1, 2, 3}. 

 3
rd

 while iteration: Line 7: V � patient. Line 8: visit(patient) is TRUE. Line 11: K � {6}. Line 13: 

cur_qrys � {1, 2, 3}  {6} = {6}. Thus, the query is of type 6.  

 
Example 7.5:    

for   $d   in   doc(“patient.xml”)/report/patient  

where  $d/age= 40    and   $d/policyNo = 4742    

return   $d//tname.  

Q = {report, patient, age, policyNo, tname}.   

2
nd

 while iteration: Line 7: V� age. Line 13: cur_qrys={2, 3, 4,5}.   

3
rd

 while iteration: Line 7: V� policyNo. Line 13: cur_qrys ={2,3,4,5}  {3} = {3}.   

4
th
 while iteration: Line 7: V�tname. Line 13: cur_qrys ={3} {1 2,4}={NIL}. Line 15: Since set 

cur_qrys is NIL, it is an indicative a query of this type has never been submitted before. So, an 

ID is created to this query type and its path is marked in the GQG. 

   

7.6 Answering FUQ from the Central Site 

After the set of FUQT is computed, a multi-valued hash table is constructed for each 

FUQT. The instance values of each element that appears in a FUQT’s “where” and “return” 

clauses are transmitted from the remote site to the central site. The keys of the hash table are 

the instance values of the elements in the “where” clause and the values of the table are the 

instance values of the return element. If the FUQT contains more than one element in the 

“where” clause, the keys of the hash table are the concatenation of the values of all these 

elements (see example 7.6).  

 

Example 7.6:  Consider query types 1 and 4 shown in Figure 7.3 and the following XML 

document fragment: 
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      <name>David Robinson</name> 
       <age>55</age> 
       <treatment> 
                      <tname>Oral Sodium Iodide</tname> 
                      <inTreatment> 
                               <treatmentType>Radiation</treatmentType> 
 

Hash tables for query types 1 and 4 will be populated as the hash table fragments in 

Figure 7.8 shows.       

 

Key (age + tname) Value (treatmentType) 

55 Oral Sodium Iodide Radiation 

Fig 7.8: Fragments of query type 1 hash table (left) and query type 4 hash table (right) 

 

If XPCache determines that the type of a submitted query is currently an active FUQT, it 

fetches its catalog to get the pointer to this FUQT’s hash table. It then strips from the query the 

value(s) contained in the elements in the “where” clause to use it as a key to the hash table (see 

example 7.7). 

  

Example 7.7: Consider that a user submitted the following FUQ    

for  $d  in  doc(“patient.xml”)/report/patient   

where $d/age=25 and $d/tname= “Celastrol”   

return $d//treatmentType.  

XPCache will identify the query’s type as type 4 (see Figure 7.3). It will then strip from the query 

the values 25 and Celastrol and use the concatenated value “25 Celastrol “ as a key to 

Key (name) Value  (tname) 

David Robinson Oral Sodium Iodide 
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query type 4 hash table to get the results (see Figure 7.8). 

 

If a query is composed of more than one query type (e.g. it contains more than one 

FLWR expression or more than one element in the return clause), XPCache will get the results 

of each query type separately and then compose those results. 

 

7.7 Experimental Results 

    

  We fully implemented XPCache and all its techniques described in this paper using 

Java. The experiments were carried out at the Central Site on a AMD Athlon XP 1800+ 

processor, with a CPU of 1.53 GHz and 736 MB of RAM, running the Windows XP operating 

system. We used four different data sets for the evaluation as follows: 

• XMark Benchmark [119]: We used XMark’s readymade100 MB XML doc and the 

associated 20 queries.  

• XML Query Use Cases provided by W3C [25]: Each use case query is accompanied by 

a DTD and sample data.  

• We generated XML documents based on the data presented in Figure 7.2 (patient 

report).  

• XML Validation Benchmark from Sarvega [122].  
 

       In all four test data we generated different sizes of XML docs using [90] and the sizes 

ranged from 25 to 175 MB.  
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7.7.1 Evaluating Hit Rate 

Hit rate is the rate of finding the type of a submitted query in the set of FUQT. Let x 

denote the number of FUQT and n the overall number of possible query types. Let 
n

x
w = . To 

determine the effect of w on hit rate, we first considered 5% of the query types of each test data 

as FUQT. We assigned weight 2 to each FUQT and weight 1 to each non-FUQT (giving a query 

type weight 2 is equivalent to duplicating it in the set of query types). We then ran a random 

query selector program 20 times on each of the test XML docs and computed the corresponding 

average hit rate. Then, the average hit rate on all the test XML docs is computed. We then 

varied the percentage of FUQT 6 times by increments of 10% and in each time we repeated the 

same process stated above (see Figure 7.9). The x in the Figure denotes the average number 

of FUQT and n the average number of query types in all the test data.  We note that giving a 

FUQT weight 2 and a non-FUQT weight 1 can be considered as a worst case scenario, since 

FUQT in real-world are submitted in much higher rate than non-FUQT. As the Figure shows, the 

hit rate increases significantly as the percentage of FUQT increases from 5% to about 25%. 

Then, the impact of the increase of FUQT on hit rate declines significantly. Increasing the 

number of FUQT increases the computation overhead as well as the cache size for FUQT hash 

tables. To achieve a reasonably high hit rate using a minimal number of FUQT, we need to 

carefully select the percentage of FUQT. Based on our experiments, we believe that the ideal 

percentage of FUQT ranges from 20% to 25% of query types.  

Lemma: Let m denote the number of leaf nodes in an XML data model.  Then, 
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1 ( see Figure 7.9).   
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Fig. 7.9: Hit rate 
 

Proof:  n = m + d + ( )2
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m  + D + ( )1-m
m , where d is the number of interior nodes in the data 
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Multiplying this summation by 2 gives the value of n                                          .  And, x = w n, 

since 
n

x
w = .    

 

 
7.7.2 Evaluating Cached Hash Tables Size 

For each test data, we computed the average FUQT’s hash table size as a percentage 

of the XML doc size (see Figure 7.10). As the Figure shows, the average cached hash table 

size is always less than 10% of the XML doc. As we can see if the size of an XML doc and the 

number of FUQT are small or medium, the use of virtual memory may not be needed. 





×××





−−

×






 −
+

−

≈
4

1

4

53

...43

...)2)(1(

2

5

m

m
mmm

m
n



 
 

124 
 

  

 

Fig. 7.10: cached hash tables size 

 
 

 
7.7.3 Evaluating Hash Tables Population Time 
 

To have an idea of a FUQT’s hash table population time, we computed the average 

hash table population time under different test data and document sizes (see Fig. 7.11). As the 

Figure shows, the average FUQT’s hash table population time is not very expensive.  

 

Fig. 7.11: Hash table population time compared to XQuery’s query execution time  
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7.7.4 Evaluating Hit Execution Time 

Hit execution time is the time to answer a FUQ. XPCache’s hit execution time is the 

time to answer a query from a cached hash table plus the computation overhead. We computed 

the hit execution times of XPCache and of [123] and then compared them (see Fig. 7.12). As 

the Figure shows, the average hit execution time of XPCache is always less that of [123]. 

 

 

 

Fig. 7.12: Hit execution times of XPCache and [123] 
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CHAPTER 8 

CONCLUSIONS AND FUTURE WORK  

   

  Non-context-driven XML search engines build relationships among data elements 

based solely on their labels and proximity to one another while overlooking their contexts 

(parents), which may lead to faulty answers. We presented in this dissertation different context-

driven techniques that avoid the pitfalls of non context-driven search engines. The techniques 

improve search quality by accounting for elements’ contexts. We presented a context-driven 

framework for determining the semantic relationships among elements. We also presented 

different techniques that use the framework to locate answer elements. One of these techniques 

employs a stack-based sort-merge approach. Another technique is based on the concept of 

relationship trees: the relationship tree of elements ‘a’ and ‘b’ is the set of elements from ‘a’ to 

‘b’ in the XML tree. A third technique employs the concept of recursive querying: recursive 

querying allows a query to query the results of a previous application of itself or of another 

query. We experimentally evaluated prototype systems employing our proposed techniques and 

compared them with existing search engines. The results showed marked improvement.  

 

  We also presented in the dissertation a framework for enhancing XML-based 

personalized search. In the framework, query results are filtered and ranked based on the 

preferences of the social groups to which the user belongs. A social group is an entity that 

defines a group based on demographic, ethnic, cultural, religious, age, or other characteristics. 

The framework employs a novel approach to XML search that leverage group information to 

return more relevant query answers for users. The proposed approach simplifies the 

personalization process by: (1) pre-defining various categories of social groups, (2) identifying 
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the preferences of the groups, and (3) filtering and ranking results based on the preferences of 

the groups, to which the user belongs. We described an XML-based recommender system that 

employs the framework. It is a type of collaborative information filtering system, and is based on 

the combination of search-by-query and recommendations. We experimentally evaluated the 

search effectiveness and efficiency of the system by comparing it with Google Base [35, 36] and 

with Oracle XML DB [76]. The experimental results showed that the system achieved much 

higher precision than the two search engines on initially retrieved elements. The results showed 

also that the overhead endured by the system for filtering and ranking results is not very 

expensive. We can conclude that group profiling can be an effective and efficient retrieval 

mechanism.  

 

  We also described in the dissertation a query processor called XPCache that improves 

the performance of distributed XML querying by caching of frequently-used query results. 

XPCache can be considered as a type of middleware running at the control site. It would reside 

in the middle-tier in a 3-tier client-server architecture. From a set of predefined query types, 

XPCache ranks the query types per their frequency. It then answers Frequently Used Queries 

(FUQ) from the control site and gives non-FUQ cached optimization process plans. The 

performance of XPCache is compared with another system and the results showing marked 

performance improvement. 

  Bioinformatics applications manage complex molecular biological data stored in 

distributed and often heterogeneous databases that require large computing power. I will 

investigate in the future approaches for improving the response times of frequently used queries 

in grid-based bioinformatics environments. Specifically, I will study the possibility of constructing 

a system that will act as a gateway to TeraGrid by residing between users’ applications and 

TeraGrid itself. Queries will be classified based on their types and frequencies, and the results 

of queries classified as frequently used would be mined in a special database. This would allow 
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frequently used queries to be answered from the middleware, which would improve their 

response times. 

           

  We investigated in [95, 105] the formation of social networks, whose nodes are social 

groups defined based on demographic, ethnic, cultural, religious, age, or other characteristics. I 

plan to explore approaches for forming such social networks dynamically. The challenge is how 

to identify on the fly users’ social groups that are defined based on characteristics such as 

ethnicity, culture, religion, etc.  I plan on analyzing mathematical models to derive patterns and 

trends that exist among users’ profiles to hint the users’ social groups (ethnic, cultural, religious, 

etc.). The idea is close to content-based search. We can build a user profile by applying data 

mining techniques to extract usage patterns such as by collecting usage data on the server-side 

(for example, server access logs or query histories), and/or on the client-side (for example, 

cookies). By matching the patterns found in the user profile with the patterns of the social 

groups defined based on the characteristics described above, we can identify the user’s social 

group. Consider for example that a religious social group X is concentrated in the geographical 

area Y and that the group is known not to eat pork-related products due to religious restrictions. 

If the system identifies implicitly that the user lives in neighborhood Y (using URL identification 

techniques) and that the user prefers items that do not contain pork-related products (based on 

the user’s previous order transaction history), then the user is most likely belonging to the 

religious group X. 
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APPENDIX A 

DESCRIPTION OF THE SUBROUTINES OF ALGORITHM RKCLOOKUP  

 

 

 

 

 

 

 

 

 

 

 

 
 



 
 

130 
 

We describe in details in this Appendix Algorithm RKCLookup that we presented in Fig. 3.2. The 

algorithm determines the relationships between nodes using the context-driven framework 

presented in chapter 2 and determines answer nodes using stack-based sort merge techniques. 

 

Description of Subroutine PushEntries (recall Fig. 3.2):  

In line 2, the top non-matching Dewey ID components of the CC (the components CC[q+1], O, 

CC[CC.length]) are pushed into the stack. Consider for example the state of the stack in Fig. 

3.7-a. In the next state (where the CC is p0.b0.p1) the non-matching component p1 is pushed 

(see Fig. 3.7-b). If the CC contains a keyword ki, then line 3 stores the top Dewey ID component 

of the CC (the component CC[CC.length]) in the array field keywords[i], to represent this 

keyword. For example, in Fig. 3.7-b the keyword “Smith” is represented by storing the top 

component p1 in the array filed keywords[1]. 

 

Description of Subroutine OLAin (recall Fig. 3.3):  

The input to the subroutine is an entry (stack[i]) containing a component OLAx. The subroutine 

returns the subcomponent OLA (by stripping the subscript digit x).  If for example the input to 

the subroutine is an entry containing the component p1, it will return the subcomponent p. 

 

Description of Subroutine PopAndPushEntries (recall Fig. 3.4):  

In each entry located between the entries stack[q] and stack[k], set P (line 6) stores the 

subcomponent OLA of the component OLAx contained in that entry. Consider for example the 

states of the stack in Figs. 3.7-c and 3.7-d. In the state of Fig. 3.7-d, q = 2. And, when k = 5 (line 

2 of the subroutine), set P = {p, b, s} (line 6). In line 3, if the OLA subcomponent contained in 

stack[k] entry is the same as the OLA subcomponent contained in stack[q] entry (then stack[k] 

entry represents a CT T ∉ IRLCA per property 2.1); or, if the OLA subcomponent contained in 

stack[k] matches one of the subcomponents contained in set P (then stack[k] entry represents a 

CT T ∉ IRLCA per property 2.2). If either of these two conditions holds, then the CT T is 
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considered the closest descendant of the LCA, which is not its Immediate Relative. Consider for 

example the states of the stack in Figs. 3.7-c and 3.7-d. The subcomponent contained in 

stack[4] (which is b) matches the subcomponent contained in stack[q=2]; therefore, CT 

p0.b0.p1.b1 is considered the closest descendant of the LCA (CT p0.b0) that is not its Immediate 

Relative. All entries located above stack[k] entry represent CTs that are also not Immediate 

Relatives of the LCA (per property 2.3). Line 5 pops all these entries representing CTs that are 

not Immediate Relatives of the LCA. For example, in the state of the stack in Fig. 3.7-c, line 5 

will pop entries stack[4] and stack[5]. Line 7 calls subroutine popIR to pop the current top 

entries, which represent CTs ∈ IRLCA. Line 8 calls subroutine PushEntries to push the non-

matching components of CC. 

 

Description of Subroutine popIR (recall Fig. 3.5):  

After subroutine PopAndPushEntries pops the entries representing CTs ∉ IRLCA, this subroutine 

pops the remaining entries located above stack[q], which represent CTs ∈ IRLCA (line 2). 

Consider for example the states of the stack in Figs. 3.7-c and 3.7-d. Entry p1 in the stack 

(which represents CT p0.b0.p1 ∈ IRLCA) will be popped. If all the fields of array keywords of a 

popped entry are occupied, the array is output (line 4), because its contents represent an 

answer (RKC). Consider for example the state of the stack in Fig. 3.7-g. When entry p2 is 

popped, array keywords will be output as an answer, since all its fields are occupied (its 

contents represent RKC). Each component stored in the array is actually the right-most Dewey 

ID component of one of the CTs composing the RKC (recall Fig. 3.7-h). Otherwise lines 5 to 8 

pass the keyword information of the popped entry to the current top entry in order to update its 

keyword information. Passed keyword information overwrites existing one.    

 

The Difference between Popping from the Stack an Entry e  ∈  IRLCA and an Entry e′  ∉  

IRLCA: Observe the difference between popping an entry e  representing an Immediate Relative 
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of the LCA (line 2 of subroutine popIR) and popping an entry e′ representing a non-Immediate 

Relative of the LCA (line 5 of subroutine PopAndPushEntries). When entry e  is popped, its 

keyword information will be passed to the current top entry, but when entry e′ is popped its 

keyword information will not be passed (this approach avoids the pitfall of the Stack Algorithm of 

[116] described in the example shown in section 3.4.1, which caused it to return the faulty 

answer subtree). 
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APPENDIX B 

AVOIDING THE PITFALL OF XCDSEARCH 
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              The three properties described in chapter 2 are applicable to any CTG, unless the 

graph contains two or more CTs having the same Ontology Label and parent-child relationship. 

This scenario arises when the XML tree contains a parent node ni that has a child interior node 

nj, and both ni and nj have the same Ontology Label and each of them has a child/children data 

node and/or attribute(s). In Fig. B1, interior nodes 1, 22, and 25 are example of such nodes, 

because: (1) the three nodes have the same Ontology Label “person”, (2) node 1 is the parent 

of node 22 and node 22 is the parent of node 25, and (3) each of the three nodes has children 

leaf data nodes. Consequently, CTs T1, T8, and T9 (whose parents’ nodes components are 

nodes 1, 22, and 25 respectively) cause the CTG in Fig. B4 to meet the “special case” criterion 

described above: the three CTs have the same Ontology Label, CT T1 is the parent of CT T8, 

and CT T8 is the parent of CT T9. To show how the three properties described in chapter 2 may 

produce an incorrect IRKC when encountering such a scenario, consider a query whose KC is 

CT T1. According to property 2.1, CTs T8, T9∉ 1TIR and should be pruned. Intuitively, CT T8 is an 

Immediate Relative of CT  T1 and therefore should not be pruned. To illustrate that, consider the 

query (what is the name of the GRA, who is working with “James King”). “James King” (node 2) 

is contained in CT T1. Obviously, the answer for the query is the “name” node (node 23) 

contained in CT T8. Thus, T8 is an Immediate Relative of T1 and should not be pruned. Based 

on the above observations we modified property 2.1, as follows. 

 

Property 2.1:  

 When computing IRKC, we prune from the CTG any CT T ′ , whose Ontology Label is the 

same as the Ontology Label of the KC, unless T ′ is either a child or the parent of the KC.  
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                                                                        researchingProf (1)  
 
 
 

  
        name (2)              expertise (3)               publications (5)                   Steve Lee                                 GRA (22) 
 
 
                                                                                               

     James King              area (4)        article (6)                                        paper (21)         name (23)   area (24)  supervisingProf  (25)   
                  
 
 
                                                                                            
              databases         title (7)          journal (8)                             coauthors (11)                name (26)  field (27)  latestPublication (29) 
                 

                                                                                                                                    
          
          Relational DB     Jname (9)    date (10)      coauthor (12)                       coauthor (20)                 area (28)           book (30) 
  
 
                         JDM                           name (13)     previousPublication (14)                                                                                                               

                   
                                                John Dean  
                                                                                           paper (15)                                  title (31)        ISBN (312        publisher (33) 
                  
 
              Keyword Querying               title (16)                                              conference (17)   
        

                                                                             BT               Cname (18)                                     date (19) 

Fig. B1: Graduate school publications XML tree. The article (node 6) was authored by the 
researching professor (node 1) and coauthored by two coauthors (nodes 12 and 20). The 
coauthor (node 12) authored previously a paper (node 15). The GRA (Graduate Research 

Assistant) (node 22) assists the researching professor (node 1) and he is supervised by the 
supervising professor (node 25), whose latest publication is a book (node 30).  

 
 
 

The modified version of property 2.1 could be applied, as follows. During the 

determination of IRKC, if there is a CT T ′ : (1) which is either a child or the parent of the KC, and 

(2) its Ontology Label is the same as the Ontology Label of the KC, then the Ontology Label of 

T ′ should be changed. For example, the Ontology Label of CT T8 in Fig. B4 should be changed. 

As for CT  T9, its Ontology Label does not need to be changed, since its parent (CT T8) now has 

a different Ontology Label. 

 

            Relabeling Algorithm: Algorithm RelabelAndGetIR (see Fig. B2) takes into consideration 

the modified version of property 2.1 when computing IRKC. The Algorithm works as follows.        
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                  Before applying the three properties described in chapter 2, the Algorithm first 

checks the Ontology Labels of the CTs that are adjacent to the KC in the CTG. If it encounters 

an adjacent CT T ′ whose Ontology Label is the same as the Ontology Label of the KC, it will 

change its Ontology Label. The Algorithm then applies the original version of property 2.1 (not 

the modified one) along with properties 2.2 and 2.3 to compute IRKC. The Algorithm first calls 

subroutine RelabelCTs (see Fig. B3) for checking and relabeling (if necessary) the Ontology 

Labels of the CTs that are adjacent to the KC. After relabeling, the Algorithm calls subroutine 

ComputeIR (recall Fig. 2.10) to compute IRKC. 

 
        
 
 

 

 
 

 
 

Fig. B2: Algorithm RelabelAndGetIR 
 

 
 
 

 
 
 
 

 
 
 
 

 
 

 
 

 
 

Fig. B3: Subroutine RelabelCTs 
 

 

  Subroutine RelabelCTs (see Fig. B3) works as follows. For each CT T ′  adjacent to the 

KC (line 2), if its Ontology Label is the same as the Ontology Label of the KC (line 3), the 

following operations take place. In line 5, an underscore followed by an increment digit will be 

attached to the Ontology label of T ′ . The resulting string ( new
T

OL ′ ), which has the form digitOLT _′ , 

represents the new Ontology Label of T ′ . This new Ontology Label will replace the old one in 

the CTG (line 6). We now present example for illustration. 

   RelabelCTs (CTG, KC)  { 
1.   count � 0                                    //count  is an increment digit 

2.   for each Canonical Tree T ′  ∈  ][KCAdj  { 

3.              if ( TOL ′  = KCOL )    {                                                 

4.                        count = count + 1 
                              /* Change TOL ′  by attaching “_digit” to it */ 

5.                         new
T

OL ′  � TOL ′  + ‘_’ + count       

6.                          Change TOL ′ to new
T

OL ′  in the CTG 

                     }  
        } 
    }  

RelabelAndGetIR  (CTG, KC)  { 
1.  RelabelCTs (CTG, KC)       //Call the subroutine in Fig. B3 
2.  ComputeIR (KC)                //Call ComputeIR in Fig. 10     
   }  
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   James King 

                                                        

                                              
                                 

                                                                        
   

                                                                                                                                                                           
    Relational DB 
                                             
                                    Databases                            

                                                                                                                     Steve Lee 
                       

                                                                                                                               

                                                                  John Dean 
  
             JDM 
                    

   

                        Keyword Querying 

                                                                                                                                                                            

  

 
                      EDBT  
   

                                                                             

Fig. B4: Canonical Trees Graph representing the XML tree shown in Fig. B1 
 
 

 

 
 
 

                 Example B1: Consider that CT T1 is a KC and it is input to Algorithm 

RelabelAndGetIR. Subroutine RelabelCTs will change the Ontology Label of CT T8 from 

“person” to “person_1”. Table B1 shows the Ontology Label of each CT in the CTG after the 

relabeling process (notice that only the Ontology Label of T8 is changed). Subroutine Compute 

IR will return 1TIR as shown in Fig. B5. In contrast, the unimproved version of XCDSearch will 

return 1TIR as shown in Fig. B6 (as can be seen CT T8 is missing). To illustrate the difference 

between 1TIR in Fig. B5 and 1TIR  in B6 recall the query stated previously, which asks for the name 

of the GRA who is working with “James King”. Since the keyword “James King” (node 2) is 

contained in CT T1, the IAN should be contained in 1TIR . Obviously, the answer for the query is 

the “name” node contained in CT T8. Thus, the unimproved version of XCDSearch would return 

a faulty answer, since CT T8 is missing from 1TIR . 

T1            person          
       name (2) 

T2    field   

   area (4) 

T3      publication           
        title (7)  T8             person 

name (23)    area (24) 

T9       person    
   name (26) 

  T5            person  
    name (13) 

T4            proceedingsSponsor        
       Jname (9)    date (10) 

T6       publication 

      title (16) 

 T11                           publication 
title (31)   ISBN (32)   publisher (33) 

T10    field 

  area (28) 
T7           proceedingsSponsor     
    Cname (18)     date (19) 
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Table B1: The Ontology Labels of the CTs in Fig. B4 after relabeling 
 

 

 
 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 
 
 
 

 

 

 

 

 

 

 
 
 

Fig. B5:
 1TIR returned by the improved version of XCDSearch 

 
 

 

 

 

 

 

 

 

 

 

 

 

 
 

Fig. B6:
1TIR returned by the original version of XCDSearch 

 
 
 
 

 

Modified System Architecture: Fig. B7 shows the system architecture of the improved version of 

XCDSearch. The Re-labeler uses subroutine RelabelCTs (recall Fig. B3) to check and re-label 

(if necessary) the Ontology Labels of the CTs that are adjacent to the KC(s). When the re-

labeled CTG is input to the IRdeterminer, it computes IRKC using Algorithm ComputeIR (recall 

Fig. 2.10).  

T1 person 
T2 field 
T3 publication 
T4 Proceedings-Sponsor 
T5 person 
T6 publication 
T7 Proceedings-Sponsor 
T8 person_1 

T9 person 

T10 field 
T11 publication 

 T1 

 T2 
 T8 

 T4 

 T2 

 T1 

 T3 

 T4 

 T3 
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Fig. B7: Modified system architecture 
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APPENDIX C 

COMPARING XCDSEARCH, BUSSENGINE, AND KSRQUERYING 
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           We compared the search quality and efficiency of XCDSearch, BusSEngine, and 

KSRQuerying using the test data of INEX 2005 [46] and INEX 2006 [47]. We used all the 87 

queries of INEX 2005 and all the 125 queries of INEX 2006. Fig. C1 shows the results of recall 

and precision. 

                           

    KSRQuerying                                    XCDSearch                      BusSEngine               
               

 

Fig. C1: Overall Average Recall and Precision using INEX 2005 and INEX 2006. 

 

As can be seen from Fig. C1 that: (1) XCDSearch outperforms BusSEngine, and (2) 

KSRQuerying slightly outperforms XCDSearch. The performance of XCDSearch over 

BusSEngine is an indicative that the stack-based sort merge approach is more effective than 

the relationship trees approach for locating answer nodes. The slight performance of 

KSRQuerying over XCDSearch is due to the fact that KSRQuerying uses all XCDSearch’s 

techniques for locating answer nodes, in addition to other techniques for answering queries that 

require recursion, which XCDSearch does not handle.  

 

  We also compared the query execution times of the three systems. We generated 150, 
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200, 250, and 300 MB documents from each document in [46, 47] using [90]. We measured the 

average times that take XCDSearch, BusSEngine, and KSRQuerying to execute all the queries 

using the documents of variable sizes. Fig. C2 shows the results. As the Figure shows:  

(1) The execution times of KSRQuerying and XCDSearch are almost identical, which is 

due to the fact that the two engines share the same techniques that account for most of 

the overhead of executions (e.g., determining the Immediate Relatives of CTs). The 

slight performance of XCDSearch over KSRQuerying is due to the overhead endured 

by KSRQuerying for answering recursive queries.  

(2) BusSEngine outperforms both KSRQuerying and XCDSearch, which is due to the 

overhead endured by KSRQuerying and XCDSearch for performing the operations of 

the stack-based sort merge approach. 

 

 

Fig. C2: Query execution times using INEX 2005 and INEX 2006. 
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APPENDIX D 

GROUP PROFILE ONTOLOGY 
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              Fig. D1 shows a group profile ontology in the form of OWL ontology. The ontology 

defines the relations between the USA-based SDGs shown in the SDGraph in Fig. 6.2.  

 

 
 
 
 

 
 
 
 
 

 
 
 
 

 
 
 
 

 
 
 
 

 
 
 
 

 
 
 
 

 
 

 
          
                                                                
 

Fig. D1: OWL ontology representing USA-based group profile ontology 
 
 
 
 
 

 
 
 
 

 
 
 
 

 
 

  <owl:Class   rdf:ID = "EX"> 
          <rdfs:domain> ethnicity </rdfs:domain> 
          <owl:intersecionOf   rdf:parseType = “Collection”> 
                       <owl:Class   rdf:about = "# NX"/> 
                       <owl:Class   rdf:about = "# NY "/> 
                       <owl:Class   rdf:about = "# RX "/> 
                       <owl:Class   rdf:about = "# RY "/> 
           </owl:intersecionOf> 
  </owl:Class> 
  <owl:Class   rdf:ID = "EY"> 
          <rdfs:domain> ethnicity </rdfs:domain> 
          <owl:intersecionOf   rdf:parseType = “Collection”> 
                       <owl:Class  rdf:about = "# NX"/> 
                       <owl:Class   rdf:about = "# RY "/> 
          </owl:intersecionOf> 
  </owl:Class> 
  <owl:Class   rdf:ID = "MPLS"> 
               <rdfs:domain> region </rdfs:domain> 
               <rdfs:subClassOf   rdf:resource="#MN"/> 
  </owl:Class> 
  <owl:Class   rdf:ID = "NX"> 
               <rdfs:domain> region </rdfs:domain> 
               <rdfs:subClassOf   rdf:resource="#MPLS"/> 
  </owl:Class> 
  <owl:Class rdf:ID = "NY"> 
                <rdfs:domain> region </rdfs:domain> 
                <rdfs:subClassOf   rdf:resource="#MPLS "/> 
  </owl:Class>                               
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APPENDIX E 

ALGORITHM CONSTRUCTMDGRAPH 
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              Fig. E1 shows Algorithm ConstructMDGraph, which identifies all possible MDGs that 

exist because of the interrelations between SDGs. The input to the Algorithm is a SDGraph 

represented by the adjacency-list Adj.  The algorithm works as follows. The elements of each 

set initialized in line 1 are MDGs located in the same hierarchical level of a MDGraph. Lines 2 - 

5: If SDGs v and u are adjacent in the SDGraph (v∈ Adj[u]), their intersection forms a MDG, 

which is located in hierarchical level 1 of the MDGraph. Lines 6-11: Function DifDom takes two 

SDGs as input and returns true if they belong to different domains. If MDGs  Vi , Vj ∈  level1 

share a common SDG, and the rest of the SDGs forming them have different domains, then 

their intersection forms a MDG in level 2. Lines 12-18: lines 6-11 are repeated with the 

consideration that Vi, Vj ∈  level2+k (where k = 0, 1,D) until no more MDG can be formed. 

 

 

 

 

 

 

 

 

        

                                                                                      
 

Fig. E1: Algorithm ConstructMDGraph 
 

 

 

     ConstructMDGraph { 
1.   Initialize to null sets level1, level2, D  
2.   for each  two SDGs v, u ∈  Adj {     //Adj is an adjacency list representing a SDGraph 
3.         if (v∈ Adj[u])  
4.               Insert MDG { v I  u } in set level1 

5.     } //end for 
6.   for each two MDGs  Vi , Vj ∈  level1 { 
7.            if (there exist a SDG  S ∈  Vi, Vj) 
8.                                   if  (each v ∈  Vi,  u ∈  Vj  (where v, u ≠  S)  DifDom (v, u) )   
10.                                Insert MDG { Vi I  Vj } in set level2 

11.  } //end for 
12.   k � 0 
13.   while a new MDG can be formed { 
14.         Repeat lines 6-11 with the consideration that Vi, Vj ∈  level2+k  
15.         k = k + 1 
16.         Store the resulting MDG in set level2+k 
17.   } //end while 
18. } //end of the algorithm 
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APPENDIX F 

FRAGMENTS OF XML DOCUMENTS 
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            Figures F1 and F2 show fragments of XML documents used by our simulated auto and 

grocery dealer systems.  

 

 
 
 
 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                                                                                                                   

 

 

 

                                                                                             

Fig. F1: A fragment of groceries.xml document 
 
 
 

 
 
 
 

<groceries>                     
     <grocery   ID = “200004”> 
             <Type> soup </Type> 
             < brand> Progresso </ brand> 
             <flavor> spicy </flavor> 
             <ingredients>  vegetables, rice, pork  </ingredients> 
      </grocery> 
      <grocery   ID = “200015”> 
            <Type> soup </Type> 
            < brand> Campbell </brand> 
            <flavor> regular </flavor> 
            <ingredients>vegetables, rice, no pork-related products</ingredients>  
      </grocery> 
      <grocery    ID = “200027”> 
            <Type> soup </Type> 
            < brand> Campbell </ brand> 
            <flavor> spicy </flavor> 
            <ingredients>vegetables, rice, no pork-related products </ingredients> 
       </grocery> 
       <grocery    ID = “200044” > 
             <Type> soup </Type> 
            < brand> Campbell  </ brand> 
            <flavor> regular </flavor> 
             <ingredients> Chicken Flavor, Salt, Sugar, Onion </ingredients> 
      </grocery> 
      <grocery    ID = “200058” > 
           <Type> soup </Type> 
           < brand>  Campbell  </ brand> 
           <flavor> spicy  </flavor> 
           <ingredients>  Beef Stock, Water, Enriched Egg,  Noodles, no                        
                                  pork- related products, Cooked Beef, Tomato Puree               
            </ingredients> 
       </grocery> 
       <grocery    ID = “200063” > 
           <Type> soup </Type> 
           < brand> Campbell </brand> 
           <flavor> spicy  </flavor> 
           <ingredients> Beans, Bacon, Tomato, Puree, Salt </ingredients> 
       </grocery> 
</groceries>                                           
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Fig. F2:  A fragment of cars.xml document 
 
 
 

 
 
 
 

 
 

<cars>                     
         <car   ID = 10520> 
                  <make> Ford </make> 
                   <body-style> SUV</body-style> 
                   <color> black </color> 
                   <year> 2007</year> 
                   <price> 19000</price> 
                   <fuel-type> ethanol flexible-fuel </fuel> 
                   <MPG> 34< /MPG> 
                   <safety-feature>  ABS  brakes </ safety -feature >   
                   <wheel-drive> 4WD </wheel-drive> 
         </car> 
         <car  ID = 10884> 
                 <make> Chevrolet </make> 
                 <body-style> SUV</body-style> 
                 <color> red </color> 
                 <year> 2008</year> 
                 <price> 21000</price> 
                 <fuel-type> gasoline </fuel-type> 
                 <MPG> 34< /MPG> 
                 <safety -feature >  automatic break  </ safety -feature>  
                 <wheel-drive>RWD </wheel-drive> 
          </car>  
          <car   ID = 11134> 
                 <make> Dodge <make> 
                 <body-style> SUV</body-style> 
                 <color> black </color> 
                 <year> 2005</year> 
                 <price> 17000</price> 
                 <fuel-type> diesel </fuel-type> 
                 <MPG> 24< /MPG> 
                 <safety -feature >  ESC  </ safety -feature> 
                 <wheel-drive> FWD </wheel-drive> 
           </car>  
           <car   ID = 101250 > 
                    <make> Audi <make> 
                    <body-style> SUV<body-style> 
                    <color> silver </color> 
                    <year> 2006</year> 
                    <price> 23000</price> 
                    <fuel-type> hybrid-electric </fuel-type> 
                    <MPG> 32< /MPG> 
                    <safety -feature >  ESC  </safety -feature >  
                    <wheel-drive> RWD </wheel-drive> 
           </car> 
</cars>                                              
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We constructed 75 car queries and 43 grocery queries for our simulated auto and 

grocery dealer systems described in section 6.8. The queries were constructed based on the 

data collected from the subjects living in the 5 neighborhoods described in section 6.8. We 

present in this Appendix a sample of these queries and describe how they were constructed. 

 

G1 - Constructing Car queries:  

Table G1 shows basic features of cars offered for sale belonging to a sample of two 

subjects living in the 5 neighborhoods. The table shows also the weights on features’ 

characteristics provided by the two subjects during our phone interviews. Table G2 shows 

queries constructed from the basic features in Table G1 simulating the subjects’ initial 

preferences. We constructed 75 car queries in the same manner to simulate the initial 

preferences of 75 subjects living in the 5 neighborhoods. The weights in Table G1 are used for 

determining the preferences of the subjects’ SDGs, using the group modeling strategy 

described in section 6.5.1. 

 

G2 - Constructing Grocery queries:  

  Table G3 shows the type of information we collected from the subjects for our grocery 

system (e.g., group affiliations and weights on characteristics of canned food features). The 

Table shows also how we constructed queries simulating the subject’s initial preferences from 

basic features of canned food. We constructed 43 grocery queries in the same manner to 

simulate the initial preferences of 43 subjects living in the 5 neighborhoods. 
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Table G1: Basic features of cars offered for sale belonging to two subjects along with the 
subjects’ weight vectors 

 

 
                     
 
 
 

Table G2: Query constructed from the cars’ basic features in Table G1 to simulate the initial 
preferences of the subjects 

 

 
 
 

Table G3: The type of information collected from the subjects for the grocery system and the 
queries simulating their initial preferences 

 
 

 

 

 

Subject # Basic features of the car offered for 
sale belonging to the subject 

Subject’s  weights on features’ characteristics  ranged from 1-10 
 
 

Price, fuel type, drive, MPG, safety feature, AC, fuel injection, 
suspension type 

Make  Body-

style 

Year Color 

1 Ford SUV 2007 Black                   ( 9,  0,  6,  0,  3,  0,  0,  0)        
          
Less than $20000   4WD   ESC 

2 Dodge Sedan 2002 Gray                        (10,   4,   0,   6,   0,   8,   0,   0) 
 
Less than $10000    ethanol flexible fuel     MPG > 30     AC 

Subject # Subject’s query 

1 Looking for a black Ford SUV made in or after 2007 

2 Looking for a gray Dodge sedan made in or after 2002 

 

 

Subject # 

 

 

Ethnicity 

 

Ancestry 

Origin 

 

 

Religion 

Subject’s weights on features’ 

characteristics ranged from 1-10. 
 

Flavor, ingredient 

 

Query constructed from basic 

features of canned food to 

simulate the subject’s initial 

preferences 

1 … … …              (8,  10,   4) 
 
Chili pepper     no meat     rice 
starch 

Looking for  15.25 ounce 
canned soup brand  
Healthy Choice  

2 … … …                (5,  10) 
 
Organic spices        no pork 
 

Looking for  10.75 ounce 
canned soup brand  
Progresso 
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  We describe in this Appendix the SPGProfile demo system. The demo simulates an 

online auto dealer and online grocery dealer systems, running on 1000 MB data. The systems 

target 5 US neighborhoods, from which we interviewed subjects to obtain preference data.  

 

The grocery system: 

It stores preference trigger rules for the ethnic, religious, and national origin SDGs, to which the 

subjects belong
20

. The preferences of each SDG were determined using the group modeling 

strategy described in section 6.5.1. The user has the option to select from drop-down menus his 

ethnic, national origin, and/or religious SDGs. By selecting a SDG, the system triggers the 

SDG’s trigger rules to filter and rank the user’s initial results. By selecting certain combinations 

of zip codes and SDGs, the system can identify implicitly other SDGs, to which the user 

belongs, by analyzing the structure of the SDGraph.  

 

The auto system: 

It stores car preference trigger rules for the region-based SDGs, to which the 75 subjects 

belong. By selecting a zip code from a drop-down menu, the system triggers the trigger rules of 

the neighborhood and region in which the user lives. The triggers filter the user’s results based 

on the preferences of his neighborhood and region. Neighborhoods’ preferences include car 

prices, which are governed, mostly, by the neighborhoods’ median incomes. Regions’ 

preferences include weather-related car features, and fuel-efficiency features influenced by 

local governments’ regulations and incentives. 

 

 

 

                                                 
20

 Preferences of the groups, which are defined based on ethnicity or national origin, involve 
food flavor preferences and/or ingredient content preferences or restrictions. Preferences of the 
groups, which are defined based on religion, involve food restrictions dictated by religious 
teachings e.g., restriction of beef, restriction of pork, etc. 
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