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ABSTRACT 

 

HIERARCHICAL REINFORCEMENT LEARNING USING 

 AUTOMATIC TASK DECOMPOSITION 

 AND EXPLORATION SHAPING 

 

Predrag Djurdjevic, M.S. 

 

The University of Texas at Arlington, 2008 

 

Supervising Professor:  Dr Manfred Huber  

Reinforcement learning agents situated in real world environments have to be 

able to address a number of challenges in order to succeed at accomplishing a wide 

range of tasks over their lifetime. Among these, such systems have to be able to extract 

control knowledge from already learned tasks and apply them to subsequent ones in 

order to allow the agent to accomplish the new task faster and to accelerate the learning 

of an optimal policy. To address skill reuse and skill transfer, a number of approaches 

using hierarchical state and action spaces have been introduced recently which build on 

the idea of transferring the previously learned policies and representations to model and 

control the new task. However, while such transfer of skills can significantly improve 

learning times, it also poses the risk of �behavior proliferation� where the increasing set 
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of available reusable actions makes it incrementally more difficult to determine a 

strategy for a new task. To address this issue, it is important for the agent to have the 

capability to analyze new tasks and to have a means of predicting the utility of an action 

or skill in a new context prior to learning a policy for the task. The former here implies 

an ability to decompose the new task into known subtasks while the latter implies the 

availability of an informed exploration policy used to find the new goal and to more 

efficiently learn a corresponding policy. 

This thesis presents a novel approach for learning task decomposition by 

learning to predict the utility of subgoals and subgoal types in the context of the new 

task, as well as for exploration shaping by predicting the likelihood with which each 

available action is useful in the given task context. To achieve this, the approach 

presented here uses past learning experiences to acquire set of utility functions that 

encode relevant knowledge about useful subgoals and skills and applies them to shape 

the search for the optimal policy for the new task. Acceleration is achieved by focusing 

the search on contextually identifiable subgoals and actions/skills that have been 

learned to be valuable in the context of optimal policies in the previously encountered 

worlds. Performance increase is achieved here both in terms of the time required to 

reach the task�s goal the first time and time required to learn an optimal policy, which is 

demonstrated in the context of navigation and manipulation tasks in a feature-enhanced 

grid world domain. 

 iv



TABLE OF CONTENTS 
 

ACKNOWLEDGEMENTS.............................................................................................. ii 

ABSTRACT ....................................................................................................................iii 

LIST OF ILLUSTRATIONS........................................................................................... ix 

LIST OF TABLES........................................................................................................... xi 

Chapter 

1 INTRODUCTION .................................................................................................... 1 

1.1 Thesis Contribution .......................................................................................... 2 

1.1.1 Task Decomposition ..................................................................................... 3 

1.1.2 Subgoal and Action Reuse............................................................................ 4 

1.1.3 Directed Exploration..................................................................................... 4 

2 BACKGROUND AND RELATED WORK ............................................................ 5 

2.1 Transfer Learning and Affordances.................................................................. 5 

2.1.1 Affordances................................................................................................... 6 

2.1.2 Transfer Learning ......................................................................................... 7 

2.2 Overview of Traditional RL ............................................................................. 8 

2.2.1 Markov Decision Processes (MDP).............................................................. 8 

2.2.2 Partially Observable MDP (POMDP) .......................................................... 9 

2.2.3 Dynamic Programming (DP)...................................................................... 10 

2.2.4 Reinforcement Learning (RL) .................................................................... 11 

2.2.4.1 Temporal Difference (TD) Learning .................................................. 12 

 v



2.2.5 Q-learning (QL) .......................................................................................... 13 

2.3 Performance Issues and Considerations with Flat Representation 
  of RL............................................................................................................... 14 

2.3.1 Cardinality .................................................................................................. 15 

2.3.2 Reuse........................................................................................................... 15 

2.3.3 Exploration ................................................................................................. 15 

2.3.4 Manifestation of Issues Associated with RL .............................................. 16 

2.3.4.1 Observations ....................................................................................... 16 

2.3.4.2 Actions................................................................................................ 16 

2.3.4.3 States................................................................................................... 17 

2.3.4.4 Policy .................................................................................................. 18 

2.3.4.5 Rewards .............................................................................................. 19 

2.3.4.6 Function Approximation..................................................................... 20 

2.3.4.7 Reuse................................................................................................... 20 

2.4 Overview of Related Work in Hierarchical Reinforcement Learning 
  (HRL).............................................................................................................. 22 

2.4.1 Categorization for HRL Approaches .......................................................... 24 

2.4.2 State Abstraction and Subgoal Discovery .................................................. 26 

2.4.3 Extended Temporal Action Abstraction and Discovery............................. 28 

2.4.4 Automatic Task Abstraction and Discovery............................................... 30 

2.5 Enhancements to RL in General ..................................................................... 34 

2.5.1 Exploration Strategy ................................................................................... 34 

2.5.2 Eligibility Traces and Importance Sampling .............................................. 36 

2.5.3 Function Approximation............................................................................. 36 

 vi



2.5.4 Factored Representation ............................................................................. 37 

2.6 Relaxation of π* ............................................................................................. 38 

3 TASK DECOMPOSITION REINFORCEMENT LEARNING ............................ 40 

3.1 Subgoal Types and Instances.......................................................................... 42 

3.2 Multiple Q-values ........................................................................................... 46 

3.3 Exploration ..................................................................................................... 47 

3.4 Subgoal and Action Learning ......................................................................... 49 

3.4.1 Indicator, Affordances, and Utility Functions ............................................ 51 

3.4.2 The Task Decomposition Reinforcement Learning (TDRL) 
  Approach..................................................................................................... 57 

3.5 Learning of <F,A,H> and Qg .......................................................................... 63 

3.6 Learning Optimal Subgoal Utilities H*........................................................... 65 

3.7 Online Achievability and Subgoal Commitments .......................................... 69 

4 EXPERIMENTS AND RESULTS......................................................................... 73 

4.1 Experimental Task Domain and POMDP Model ........................................... 73 

4.2 Simulations ..................................................................................................... 78 

4.3 Results............................................................................................................. 80 

4.3.1 Learning Performance ................................................................................ 81 

4.3.2 Impact of and Sensitivity to Subgoal Type................................................. 85 

4.3.3 Detailed Analysis of TDRL Learning......................................................... 87 

5 DISCUSSION......................................................................................................... 96 

5.1 Summary and Conclusions ............................................................................. 96 

5.2 Analysis and Issues......................................................................................... 96 

5.3 Future Research and Refinements ................................................................ 102 

 vii



REFERENCES ............................................................................................................. 104 

BIOGRAPHICAL INFORMATION............................................................................ 110 

 viii



 

LIST OF ILLUSTRATIONS 

Figure Page 

1 POMDP model of the world ................................................................................... 10 

2 Random vs. directed exploration ............................................................................ 15 

3 Hierarchical state and action abstraction. ............................................................... 32 

4 Reinforcement learning agent using utility-based task decomposition .................. 41 

5 Hierarchical task decomposition learning using interacting subgoal 
 level and action level learning ............................................................................... 50 

6 Immediate subgoals and subgoals on the optimal path to final goal ...................... 55 

7 TDRL learning algorithm workflow....................................................................... 58 

8 Example map with two rooms and a doorway........................................................ 62 

9 Subgoal, action, and feature level represenation of the world................................ 62 

10 Achievability � probability density function over number of steps ....................... 72 

11 Achievability � probability of success over number of steps ................................. 72 

12 Neural Networks..................................................................................................... 77 

13 Sample World ........................................................................................................ 79 

14 Comparison between ordinary RL and TDRL........................................................ 83 

15 Comparison between TDRL without and with exploration shaping ...................... 84 

16 Comparison between PDF of the TDRL and ordinary RL for the 
 initial optimal path length ...................................................................................... 85 

17 Comparison between TDRL and TDRL after splitting a subgoal into 
 two subgoals .......................................................................................................... 86 

 ix



 

18  (a) Sample trial executed and optimal path length over time 
 (b) Sample trial confidence level and relative discrepancy over time..................... 87 

19 RL Q-value function ............................................................................................... 89 

20 TDRL value function VG(s) = maxa QGk (s,a) for the final goal............................. 90 

21 Predicted H-value at final (sub)goal ....................................................................... 91 

22 Difference between TDRL Q-values for final subgoal for grab action 
 and the max of the rest of actions .......................................................................... 92 

23 Prediction of the TDRL Q-values of the grab action for final subgoal .................. 93 

24 Difference of TDRL H values of action outcome subgoals for action 
 grab and max value for other actions..................................................................... 94 

 x



 

LIST OF TABLES 

 
Table  Page 

1 Sample world with �gold� - 15, doors - 5,11,17,18, 
 corners - 1,2,3,4,6,7,9,10,12,13,14,16,19,20,21,22,23,24,26, 
 walls - 0, grab action - 27 ...................................................................................... 80 

2 Subgoal of choice (argmax H) ................................................................................ 80 
 

 xi



 

CHAPTER 1 

1 INTRODUCTION 

Situated intelligent agents embodied as mobile robots in the realm of the 

physical world and faced with many challenges when operating under complex 

conditions imposed by changing or new environments, need to exhibit life-long 

adaptive behavior that continuously enhances their capabilities in an autonomous 

manner. In order to successfully operate in a realistic world context there is often, in 

addition to aspects of performance, efficiency, and safety, a need to solve problems that 

are related to previous experiences and still within the scope of available actions, with 

minimal training time. New problems typically share some structural or dynamics 

elements with previous tasks and previously encountered worlds, either through 

aggregation, specialization, generalization, changes in rewards, constraints, 

performance criteria. To learn efficiently a system should have two important 

capabilities: i) to abstract subtasks that can be performed semi-autonomously, and ii) to 

abstract conditions under which to reuse them in the future. The goal of these 

capabilities is to autonomously abstract the raw feature presentation of the world into a 

more symbolic one that can then be more easily manipulated for the purpose of 

planning and learning. The challenge in obtaining this ability is how to autonomously 

model the world in a hierarchical and at the same time general way, in order to treat sets 

of states as objects and actions as subroutines that can be invoked in a top-down fashion 
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and re-used. Once there is a mechanism to extract and encapsulate system behavior into 

more manageable representations at different levels of granularity for use in the broader 

framework of reinforcement learning, planning or learning of control can occur 

simultaneously on the lower and higher decision making levels. A few shortcomings 

and challenges of reinforcement learning in a flat representation, i.e. where a 

combination of every single value of every variable constitutes a state, are particularly 

exhibited in large-scale and non-stationary worlds in that it provides no automatic 

hierarchical abstraction to handle large dimensionality and scale, and no abstraction to 

deal with gradual changes over time (over-specialization). These problems are to some 

extent being addressed with Hierarchical Reinforcement Learning, but issues still 

persist that directly affect the performance, training time and usability in practice. In 

particular, the automatic decomposition of the problem requires exploration and 

similarity criteria to establish the equivalence between states and policies across worlds, 

which eventually affects the size of the model at different levels, generalization 

capability and reusability. 

1.1 Thesis Contribution 

Our work is motivated by the hierarchical representation and learning paradigm, 

and principles of transfer learning using affordances. We propose a novel approach to 

task decomposition and plan synthesis, by learning and planning with subgoals and 

actions that are useful across different tasks. The method of constructing the optimal 

plan or control strategy, can be described as directed hierarchical learning both at the 

abstract subtask level and at the primitive action level, and is based on learning the 
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valuations of subgoals and actions in the context of the task at hand, and on the use of 

acquired knowledge and skills to predict and plan in subsequent tasks. Here reuse is 

facilitated by learning a types of subtasks from previous tasks or tasks executed by other 

robots with identical capabilities that get repeated a number of times throughout the 

overall task. The procedure can be extended vertically in a bottom-up manner, that is, 

one level of abstraction can serve as an input space for building the next level of 

abstraction as long as the level of optimality can be maintained. The motivations are to 

reduce the size of the search space by reducing the per-layer state space size, to focus 

search, and to enable reuse. This technique can significantly accelerate searching for the 

optimal policy and is particularly applicable at the initial stages of policy acquisition 

and optimization where the world is unknown and the policy is still undetermined. The 

emphasis here is on efficient initial goal discovery in an unknown environment by 

exploration, rather than achieving absolute optimal policy convergence over the entire 

state space once the goal is already found. Three main contributions are presented in 

this thesis, and their potential is shown on a simulated foraging task. 

1.1.1 Task Decomposition 

The thesis introduces a method that identifies useful subgoals that were 

previously associated with optimal paths for the same type of goal, and leverages them 

to treat the problem as sequence of smaller problems. The principle works recursively in 

the sense that subgoals in-turn are being treated as temporary goals, even before 

reaching the final goal for the first time. The solution emerges as a sequence of 
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solutions to generic subproblems. This accelerates convergence, because the sum of 

partial policies forms faster than the singular global policy. 

1.1.2 Subgoal and Action Reuse 

This work uses useful subgoals as a form of potential waypoints or virtual 

rewards, and evaluating useful actions that were previously associated with optimal 

partial paths to those subgoals. The used principle applies recursively as well and works 

prior to knowing the full policy. Since the problems defined by subgoals are smaller and 

bounded, a generalization over subgoal types and features is exploited here to prioritize 

actions to improve the effectiveness of searching. This accelerates convergence within 

the subgoal context as well as for the overall goal. 

1.1.3 Directed Exploration 

Predicting the achievability of a subgoal makes exploration more effective by 

estimating when to choose, commit or abandon a specific subgoal based on previous 

experience. The achievability measures used here work in two respects. When choosing 

the next subgoal, a static, predictive measure limits the range of subgoals to be 

considered, and within the search trying to reach the chosen subgoal a dynamic estimate 

is used to decide when to abandon the pursuit of this subgoal. 
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CHAPTER 2 

2 BACKGROUND AND RELATED WORK 

2.1 Transfer Learning and Affordances 

The typical scenario is trying to accelerate policy learning by using information 

about planning in previous, related tasks and applying it to a similar but still unknown 

new world or task. The assumption is that the new task contains some elements or 

characteristics (such as process dynamics or subpolicies) of previously learned tasks. 

One of the problems is that the state space of a new problem and a new environment is 

very often different from the one for a previous problem and as a result policies that rely 

on state space enumerations are not transferable in a simple way. A second problem is 

that the classification of set of states as subgoals may not rely just on a state�s 

observable features (perceptual signature), but more importantly on its functional 

signature, or other words, on the tasks that can be successfully performed in the context 

of the objects present in the state (i.e. their affordances). Third, the level of 

generalization / specialization of types of subgoals and associated macro actions has to 

address a balance between optimality and efficiency. 

For hierarchical representations, the feature and action space at higher levels of 

planning may look quite different from the ones used at the lowest (sensor and effector) 

level because it deals with state-action clusters in space-time as entities. In contrast, 

under the assumptions stated earlier, the state space on the same level and conceivably 
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corresponding partial policies may be similar between worlds. To improve learning 

efficiency in such representations it is advantageous that generalized / abstract policy at 

a certain level could be transferred from a particular problem to a related one. In order 

to make subgoals (or rather subgoal states) that delineate these policies,  identifiable and 

establish equivalences to new, similar worlds, a generalization from the agents 

perspective (i.e. the agent�s egocentric view of the world) rather than from the problem 

perspective is needed. This can equate to pure feature identification, or may be 

augmented with temporal characteristics (memory), or incidence of rewards. If subgoal 

states are to be identifiable and evaluated prior to any interaction with them, then this 

typically means that (sub)goals have to have some perceptual signature, so that utility or 

value can be associated with them that is based on the current context and task. Drawing 

a parallel with programming languages, it is beneficial that some of the partial plans or 

policies could be parametrically instantiated and invoked as subroutines. In the context 

of subgoals and partial policy identification and equivalence, the concepts of 

affordances and transfer learning are used here. 

2.1.1 Affordances 

 An affordance of an object defines a property of the object, usually predictable 

from the functional signature of the object, that speaks to the probability of success of a 

particular primitive or macro action. The affordance can be viewed as an encapsulation 

of states that are good predictors of success of an action or policy from those state(s), 

with respect to some indicator of success. Using this, set of states where the feature 

vector values are correlated in such a way that they indicate a common affordance, can 
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be used to build a classifier that can categorize instances of a type of object. The 

classifier can even go a step further and based on which policies are successful in the 

states that are associated with an object, use that to identify the object (ignoring 

irrelevant features). In this way partial policies could potentially be used to generate 

object identifiers (doors, proximity to door handle, exit signs, etc) that act as landmarks 

or action enablers [1]. An analogy with programming languages would be an abstract 

class or an interface, so even tough the object types or class instances are different, 

there is a common functionality. 

2.1.2 Transfer Learning 

Transfer learning refers to learning that reuses some aspect of how previous 

policies are learned to accelerate solving new problems. This can mean the transfer or 

reuse of any of the following: a policy, value function, exploration strategy, set of rules, 

or state space abstraction. Policy or value function transfer can happen on two or more 

levels. One is the sensory-effector level where specialized policies can accomplish tasks 

under certain circumstances, typically the start state is recognized to engage this policy 

and there is also an end state where the policy returns the control to the caller. The other 

is the high level where a policy that does not necessarily directly observe the raw 

feature space and primitive actions, but operates on a space that consists of abstract 

categories, is transferred, assuming that the higher level dynamics or topology between 

problems stays the same. An analogy with programming languages would be a macro 

(template) that can be parametrically instantiated, so the algorithm it encapsulates stays 

the same regardless of the type of objects it operates on. 
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Historically, the machinery behind reinforcement learning (RL) and hierarchical 

forms of RL (HRL) can be traced to dynamic programming (DP), Markov chains, 

operations research, information theory and probability, and some of the inspiration 

came from behavioral sciences and Biology. For instance affordances and transfer 

learning have some overlap in behavioral sciences with other terms like imitation, 

problem decomposition, incremental learning, curiosity, short and long term memory, 

and are algorithmically formalized in some AI and ML learning or representation 

methods. 

2.2 Overview of Traditional RL 

2.2.1 Markov Decision Processes (MDP) 

The system model underlying most RL approaches can be formalized as a 

Markov Decision Process [2]. An MDP is defined as a tuple <S, A, T, R > where: 

S is set of states. 

A is set of actions. 

T(s, a, s') → [0; 1] is the transition function, representing the probability that 

action a in state s results in state s'. 

R(s, a, s') → ℜ is reward function, encoding the amount of reward that 

transition results in. 

A plan for choosing actions per states is known as a policy, formally: 

A policy π(s, a) → [0; 1] represents a mapping that encodes the probability of 

selecting each action in a given state. The decision only depends on current state s, not 

on the history before it. 
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For policy π and discount factor γ ∈ [0; 1], the value function Vπ (s) is defined 

as the expected cumulative discounted return when starting in state s and using policy π 

to choose subsequent actions. The value function Vπ (s) represents the utility of state s, 

given that subsequent actions are to follow policy π. 
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The discount factor γ is used to attenuate the relative worth of future rewards in 

comparison to the immediate one. The optimal policy π* is the policy which has a 

maximum value function in the space of policies for that environment. The formalism 

is: 
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To find an optimal policy π*, the most common MDP solution is based on the 

calculation of the value function, Vπ* or V*. Once V* is calculated, π* can be extracted. 

2.2.2 Partially Observable MDP (POMDP) 

In real-world problems the agent has often only partial information about the 

state of the world, limited both in space and time by sensors that are limited in scope, 

and inaccurate in their measurements and delayed in time. To formalize the concept of 

partially observable problem, the definition of an MDP can be extended. A POMDP is 

described as a tuple < S, A, T, R, Ω, O >, where S, A, T and R have the same definitions 
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as in the MDP. The additional parameters are Ω which represents the finite set of 

possible observations, and the parameter O which is a function, O(s', a, o) → [0; 1] , 

which defines the probability of making observation o ∈ Ω  in state s' after taking action 

a. 

Exact POMDP algorithms can be used to calculate the optimal policy, however 

the complexity is such that they are not appropriate for solving problems of any realistic 

practical consequence. This cause is that the representation of the state of the world 

becomes a probability density function (PDF) over states, which can become a multi-

modal distribution, and thus not only tracking the state over time, but finding a most 

likely state for the agent in the state space, becomes much more complex. 

Figure 1 POMDP model of the world 
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2.2.3 Dynamic Programming (DP) 

If the MDP model <S,A,T,R> is known, DP [2] can be used directly to 

determine the optimal policy and value function. One algorithm is Value iteration, for 

calculating V*, which estimates each V(s) based on the current estimates of the 

successor states of s. Each incremental update to the values known as a Bellman 

backup, is defined as: 
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By repeatedly iterating over the set of states and performing the Bellman backup 

for each state, V (s) value will eventually converge to V*(s). 

Another algorithm is Policy iteration, which follows the Estimation 

Maximization (EM) procedure [47]. Given an initial parametric policy π0, it is used to 

estimate the value function Vπ
0 for that policy. Once the value function is estimated, a 

new improved policy π1 is constructed by maximization based on Vπ
0 by picking actions 

that maximize their expected value in a greedy manner. This is repeated until two 

subsequent policies have converged. For continuous action and state spaces, the 

approach becomes a search in a parametric policy space, and if gradient ascend is used 

for the maximization step, it also inherits the problems associated with it. 

2.2.4 Reinforcement Learning (RL) 

Since DP relies on T and R, which necessitates either knowing the analytical 

model, or first capturing the model empirically. One approach is to use two 

components: i) an RL controller that executes the policy, and ii) an Adaptive-Critic 

element (AC) [4] which uses the external supervisory reinforcement signal to learn the 

mapping between states and their expected discounted values under the current policy. 

The process alternates between the policy being assumed to be fixed and the critic 

learning the value function Vπ, and the critic assumed to be fixed and the RL controller 

learning a new policy π' with actions that maximize the new value function. Usually, 

both components operate simultaneously, but radical parametric changes to the 
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controller or critic can sometimes cause oscillatory behavior and thus prevent 

convergence. 

2.2.4.1 Temporal Difference (TD) Learning 

The idea behind using eligibility traces in Temporal Difference learning is to 

accelerate convergence by propagating estimated values of states encountered two or 

more time steps in the future to estimate the current state�s value. Temporal difference 

learning (TD(λ)) [3], is used to learn the value function Vπ for the policy π. A parameter 

λ ∈ [0,1] is used to attenuate the contribution of the value of a state encountered n time-

steps later to the value of the state being updated. TD(λ) is usually performed using an 

Eligibility Trace e which determines the extent to which s should be updated using the 

value of the current state st. At every time step each of the e values is updated as 

follows: 
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The learning rate, α∈ [0,1], determines the rate of change; the purpose is to 

allow each V(s) estimate to slowly converge to the expected future rewards in the 

presence of stochastic transitions and rewards. Usually the optimal λ generally 

accelerates convergence, but overly aggressive values can lead to oscillations when it 

comes to convergence. Note that while α and λ affect the rate of convergence, γ 
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determines how greedy the policy behaves changing, the definition of the optimization 

problem and leading to different optimal policies π. 

2.2.5 Q-learning (QL) 

A second approach to determining the optimal policy π* for a RL problems, is 

to calculate both V* and π* at once by learning the related function Q*(s, a) without the 

need for an explicit AC element. The Q-learning is defined as: 
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In contrast to the value function V* which returns the value of each state, the Q* 

function returns the value of state-action pair when acting under the optimal policy 

following this initial action. From the Q* function both V* (optional) and π* are 

calculated as follows: 
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The Watkins� Q-learning algorithm [1] is a method for learning the Q* function 

using to the value iteration DP method, and the re-estimation is made on the basis of the 

estimates of successor states. The update rule is: 

))','(max(),()1(),(
'

asQrasQasQ
a

γαα ++−←

 

 13



 

In theory, convergence of this algorithm to Q* is guaranteed if each state-action 

pair is visited frequently enough and α is decayed correctly. In practice, QL is more 

stable than AC RL, with the incurred penalty of an increased state-actions space, but the 

choice of a good exploration strategy is still required. In addition, the QL algorithm has 

been extended with eligibility traces to produce the Q(λ) algorithm [1]. Kaelbling and 

Moore [5] present a comprehensive overview of the performance extensions and 

enhancements to standard RL. 
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2.3 Performance Issues and Considerations with Flat Representation of RL 

Some of the difficulties in modeling, planning and control of unknown system 

are ubiquitous to other areas of AI and ML, others are more characteristic to RL state 

and policy representation. The prototypical QL policy value iteration updates are an 

appealing model-free semi-supervised mechanism for learning, but there are limitations. 

The major impediment is the curse of dimensionality and by extension the time needed 

to find an optimal policy, which can be so long that it can make the goal effectively 

unattainable. Even in cases where the world is fully observable, feature vector 

components are orthogonal, and actions are deterministic there are a number of major 

difficulties. The issues are related to the time and number of experiences (samples) 

necessary in order to find an initial strategy that achieves the goal as well as to converge 

to an optimal policy. 
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2.3.1 Cardinality 

Applying flat QL, the size of the state space times the number of actions 

represents the cardinality of the state-action space and consequently determines the 

number of trials needed to search for and learn an optimal path and policy to the goal. 

2.3.2 Reuse 

Learning a new task from scratch, without taking into account any prior 

information about the structure and dynamics of the task, and without applying any 

previously learned policies. Effectively, every world is always entirely new problem. 

2.3.3 Exploration 

The time required to first encounter the goal is dependent on the knowledge 

available initially and on the specific exploration / exploitation ratio. A wrong choice of 

the latter can potentially increasing the complexity to O(2n) instead of O(n2) steps 

required for a simple world with n states, Figure 2. The convergence is dependent on 

the way in which values are updated leading to a linear complexity even if the starting 

policy was optimal. 

Figure 2 Random vs. directed exploration  

 

 

The following sections describes specific issues with flat representation of RL 

with respect to different elements of model that constitute the underlying (PO)MDP. 
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2.3.4 Manifestation of Issues Associated with RL 

2.3.4.1 Observations 

Observations are affected by nonlinearity, uncertainty, incomplete information, 

noise, volume of data, type and range of data, correlation in the data, unknown sample 

distribution, spatial and temporal locality of data, temporal delay, etc. One problem 

influencing the learning performance is that in the real world situations the agent 

perceives the world state only indirectly through observations and thus generally only 

partially in terms of space and time. A related problem is perceptual aliasing in 

situations where there is a missing real or latent variable from a feature vector. An 

example is a robot that can observe only part of the world due to obstacles, limited 

range and directionality of its sensors, and needs to use memory and sensory fusion to 

recreate the �true� state of the world. As one of the underlying assumption of MDP is 

that there is full and accurate information about the current state of the environment, 

this premise is violated in real-world domains, and the true state of the system is always 

probabilistic or partially observable, thus falling if accurately modeled, into the realm of 

POMDPs. 

2.3.4.2 Actions 

Actions are affected by unknown transition probability, continuous action sets, 

and limitations to actions in the robot frame. One speaks to randomness in action 

outcomes due to effectors, second to limits to possible transitions that can be taken from 

a specific robot configuration (tricycle configuration for example). An example for this 

is movement that due to slippage, bumping, asymmetries in the motors, varying battery 
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charge, and other physical characteristics and interactions of the robot and environment 

that cause the robot not to produce deterministic results. 

2.3.4.3 States 

The size and the characteristics of the state space, and thus the performance of  

RL, are affected by i) the dimensionality and values of state variables, ii) aliasing and 

irrelevant or hidden (latent) state, iii) stochastic and non-stationary world dynamics,  

and iv) granularity, transitional and reward clustering related to a problem or agent- 

centric representation. The key problem (listed as i) is known as state space explosion 

or curse of dimensionality. The �flat� state space can be expressed as the Cartesian 

product of n state and action variables. In larger problems this number of state variables 

(or number of discrete values per dimension) increases and thus the size of the state 

space grows exponentially with n. Since the learning time grows accordingly, the 

learning time also grows exponentially. While in a particular region of the state space 

there may be only a few state variables which are relevant to the action choice, or there 

may be a large group of states with similar state features which can be considered 

irrelevant or redundant in terms of state value and optimal action choice, standard RL 

techniques on flat state spaces do not provide any means of taking advantage of this. 

Issue ii) speaks to the complexity of the model and observability of the world. Hidden 

state is a common problem where percepts are insufficient to disambiguate the true state 

for the purpose of planning and therefore memory in the form of recurrent inputs to a 

neural network or extra state variable representing past information needs to be used. 

Item iii) speaks not only to zero-mean unmodeled randomness that is present in many 
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situations due to noise in sensors and behavioral characteristics, but also to the 

unmodeled change in underlying parameters of the world over time. Such drift poses 

major problems for RL techniques since it leads to the need for non-stationary behavior. 

Issue iv) speaks to the granularity of the space representation and how to form 

categories or generalizations of state and actions that hold some equivalence, which can 

be considered atomic for the purpose of planning. This issue is not orthodogonal to i) 

and ii), since size of clusters and relevancy of variables are action and task dependant. 

2.3.4.4 Policy 

The policy learned by is affected by i) state and utility value representation, ii) 

search strategy and the exploration versus exploitation tradeoff used, as well as 

visitation statistics gathering and processing, definition of cumulative reward, iii) 

simultaneous modeling and control of the unknown system at run-time. Item i) is 

directly related to the state representation, and when extending RL systems into the 

context of hierarchical modeling (which will be discussed in detail in Section 2.4), there 

is an additional aspect to policy learning and parameter learning system in the form of 

learning the structure. Once a criterion for state and action categorization is established, 

the subspaces and subpolicies can be treated as atomic (and thus identical), and the 

question of optimality due to a more fragmented optimization process also needs to be 

addressed. For instance if the trajectory to traverse is segmented in some way, the 

subpolicies might optimize segments to be straight lines, but the overall policy which is 

the sequence of subpolicies (lines in this case) might not end up being optimal (a 

straight line). The search strategy and in particular the exploitation versus exploration 
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tradeoff mentioned in ii), is a question of optimality vs. learning time, as well as 

optimality vs. generalization capability. One refers to essentially to threshold of policy 

convergence, for instance a search for absolute global extremum that can take 

intractable amount of time, vs. policy that performs reasonably well and takes much 

shorter to learn. Second refers to optimal but overspecialized policy only for one world, 

vs. optimality across multiple ones. Issue iii) speaks to situated agents where modeling 

and control have to occur simultaneously to provide seamless operation and learning 

and thus the agent cannot go �offline� to reason about its situation. Because there is no 

explicit model in model-free RL techniques such as TD and Q-learning, but rather 

policy representation in terms of utility values over states (and actions), there is an 

interplay between the current policy and the current estimate of the value function 

which is influenced directly by the extent of spatial exploration, the timeline of updates, 

the update rule parameters used and the ranking function (greedy or probabilistic). In 

the worst case the values can either converge prematurely or oscillate between under- 

and over-estimating the value of actions, thus affecting the quality and optimality of the 

policy. 

2.3.4.5 Rewards 

In general the nature of rewards is stochastic, and can be spatially or temporally 

scarce. As with states, there is an issue with richness of representation of the model to 

capture the rewards structure of the problem. This directly affects the reward (value) 

propagation, and policy formation in RL. Examples are when either i) granularity of 

rewards is too coarse or variables are missing and the system behavior cannot be 
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expressed accurately, or when the opposite is the case where ii) reward variable value 

discretization is too fine or large number of irrelevant variables are present. In both 

cases sampling (exploration) and convergence is influenced and can take too long for 

practical, real-world systems. 

2.3.4.6 Function Approximation 

The choice of mapping or approximation function used to produce a condensed 

encoding of a tabular representation of value and policy functions, affects the locality 

vs. extrapolation characteristics, accuracy, convergence and interpretability of the value 

representation and of the policy learning. One criterion to judge the quality and 

performance effects, similar to the case of state granularity, is encoding capability to 

generalize, that is to interpolate and extrapolate multiple occurrences in the learning set 

and to extrapolate to new instance. There is the well known problem of overfitting in 

function approximation, where the general notion of Occam�s razor and Minimum 

Description Length (MDL), needs to be incorporated for specific representation / 

learning apparatus. Secondly, once the mapping is learned, there is a question, 

particularly in continuous domains, whether it offers a humanly readable interpretation 

usually in the form of explicit rules or implicit rules that can be extracted. Examples of 

commonly used approximators are Nearest Neighbor, Neural Networks, Radial Basis 

Functions Networks, Hidden Markov Models, [47] [48]. 

2.3.4.7 Reuse 

When attempting to reuse actions by applying learned policies to a new world of 

a novel portion of the world, a number of issues arise when defining the similarity of 
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world states on an absolute scale and again aspects of specialization vs. generalization 

and of recognition and effects of invariants and irrelevant features and state variables 

are important. Addressing these is extremely challenging because they relate to 

relevancy of the context, that is to the question what variables (dimensions) of the world 

are relevant or applicable when moving from one case to another, and what values are 

equivalent when it comes to the policy applied in different situations. A reuse example 

here is a navigation policy that builds on top of the geometric world map that has states 

uniquely enumerated which are therefore not transferable to any other map. That 

problem naturally plays into Factored and Hierarchical RL. Another ubiquitous problem 

occurs with continuous incremental learning either in one world which changes over 

time, or when learning over multiple worlds that are encountered over time. When 

learning from experience or pre-recorded samples, some events are less frequent but 

more important than others and �surprising� new events may be just be outlier, 

potentially to the �fluke� event or noise, or simply the first time that this has been seen 

but actually an important part of the new world or world configuration (with a 

reasonable likelihood that it will occur again and more frequently in the future). This 

issue relates to questions regarding to which samples to maintain and when to �forget� 

aspects of or conclusions drawn from the data. An example where relative significance 

of samples occurs is in the behavior in which landmarks tend to coincide with more 

consequential decision points, or when observations appear to be unpredicted by the 

current model. 
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2.4 Overview of Related Work in Hierarchical Reinforcement Learning (HRL) 

There has been an elevated interest and incremental progress in the RL 

community in recent years in the hierarchical modeling and control of (PO)MDPs. The 

goal here is generally to better tackle dimensionality, uncertainty and reusability. The 

desirable end-goal would be to have an autonomous system that can reason 

contextually, handle uncertainty and missing information, and learn and manage 

internal representations of new knowledge and skills without hand-crafting new 

structures or re-leaning from scratch. Currently the most promising approaches are 

trying to methodically use hierarchal planning and structure learning that can globally 

behave more like classical symbolic planning on a higher level, and locally be reactive 

on the lower level. The goal here is to try to address the shortcomings of deliberative 

and reactive, sensor driven systems manifested in the former requiring full information 

about the world before any action is taken, and the latter not having enough contextual 

information about the world for long-term decision making due to a lack of memory. 

The hierarchical approaches are derivatives of RL adjusted to operate with hierarchical 

modeling and multi-level learning. 

There are two major compelling ideas underlying the development and design 

of HRL approaches. One of the ideas is the one of using hierarchical modeling and 

control to deconstruct the problem into more bounded and semi-autonomous, reusable 

ones, by combining observation filtering, state clustering and macro actions. 

Approaches following this principle generally try to automatically extract the 

transitional and/or reward structure of the problem, in order to enable clustering and 
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classification. The motivation is for the abstraction to reduce state complexity. The idea 

of reuse is closely related and assumes that there is similarity in dynamics on certain 

hierarchical levels so that learning of the new policy can be based on previously devised 

plans. On a lower level of planning, the assumption in a number of recent approaches is 

that common control tasks are closed loop subroutines that can be parametrically 

invoked. On the higher level, this applies that some form of equivalence or 

homomorphism can be established on the state-action space, such that even though the 

underlying actual features and actions may be different, the higher level dynamics of the 

system and thus the higher level representation of them is almost the same. There are 

several ways in which abstractions are treated in the state-action-reward space to 

facilitate such hierarchical learning systems. 

Common subpolicy abstraction seeks to find common control subroutines across 

tasks. This can be attempted at two levels. On the lower level (representing raw sensors 

and effectors) the open or closed loop control subroutine (often referred to and 

represented as partial policies or macro actions) may be invoked in a local area of the 

state space, and be reused by different higher level plans in different situations. On the 

higher (abstract) level, which can represent either problem space or internal agent space, 

a general policy may turn out to work across state-action space in a way that can be 

mapped to different worlds because there is some equivalence (mapping, 

homomorphism) on that higher abstract level. 

Common state behavior abstractions seeks to find clusters of states that share 

common properties of their feature values, transition probabilities, or rewards, or which 
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are invariant with respect to action policies. Often, subgoals are identified that act as 

entry or exit points, or states that represent objects and their functionality with respect 

to partial policies. This is related to subtask or subpolicy extraction (where temporally 

extended actions are found), since local policies can be defined as action strategies that 

reliably lead to these states. 

Even with systems deployed nowadays there are many abstractions, based on 

heuristics or expertly handcrafted, already in place. At a perceptual level there is a level 

of abstraction through pre-processing (compression, clustering, classification, 

interpolation, extrapolation, memory) to extract meaningful information due to the 

volume of the incoming sensor data stream. Similarly, at the level of effectors there is 

abstraction by employing open or closed loop actuator control elements that can be 

invoked parametrically. This can go a step further such as in behavior-based robotics 

where entire behaviors are encapsulated as subsumed routines, like obstacle avoidance 

for example. At the level of planning abstraction always involves the use of background 

information about the model of the world, and can abstract sets of states and actions into 

macro states and actions, or even further into symbolic representations such as 

Relational RL, [12]. 

 

2.4.1 Categorization for HRL Approaches 

Based on the task domain and on the definition of the underlying model 

representation the representation in HRL approaches can be either deterministic or 

contain probabilistic observations and actions. Similarly, HRL applications can be 
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differentiated based on what is the granularity of the observation, state and action 

spaces into continuous or discrete state-actions spaces, the latter often represented as 

grids or variable size partitions. HRL approaches also differ in terms of the state space 

and utility function mapping used and the data structures employed for data storage and 

the learning algorithm. Existing approaches, for example, can use tabular, tree, or graph 

representations, as well as other AI / ML models [47]. 

Another dimension along which HRL techniques can be distinguished is based 

on who builds the representation and when. Systems here range from ones that build 

structures autonomously to ones that use initial hand-crafted models and control. Other 

differences in systems with automatic structure construction capabilities are based on 

how the representation is built and in particular according to what criterion the world 

states and actions are clustered or categorized. Systems here range from ones that form 

only state or only action hierarchies, to approaches that do both, and exhibit differences 

in the way they form those hierarchies, including locally transition and/or reward based, 

and ones that identify and utilize common subpolicies over multiple tasks. Similarly, 

techniques can be differentiated based on the general approach that is used for 

categorization. Techniques here range from ones performing generalization which build 

abstract representations bottom-up to ones using specialization which perform top-down 

by splitting over-general concepts. Further distinctions can be drawn based on the 

approaches� definition of how and which variables (dimensions) make up the worlds 

state space representation, and in particular whether states are represented in the 

external problem space or in an agent internal state space. 
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The classification above is by no means exhaustive and the attributes are not 

necessarily orthodogonal. Rather it provides a vocabulary to reference particular HRL 

approaches. The classification in the next section is meant to provide an overview in the 

space of HRL approaches mostly along the principal components of state and action 

abstraction. 

 

2.4.2 State Abstraction and Subgoal Discovery 

State aggregation groups sets of low-level states into high-level abstract states, 

if they can be considered identical with regard to the current learning problem. The 

process can also work in an opposite direction, that is by splitting states if the model is 

not accurate enough for policy acquisition. State abstraction groups states into abstract 

ones, if the value of a particular state feature is irrelevant for selecting the optimal 

action, and can in this way lead to a reduction in the size of the state space. Airport 

states [8], extend the concept with a hierarchy of landmarks for learning routes at 

different levels of abstraction. In Feudal RL [9] no explicit landmarks are used, instead  

states are aggregated according to spatial proximity. The Parti-game algorithm [10] 

presents a variable resolution state aggregation approach, that operates top-down. If an 

unexpected transition occurs and the action selected in the policy fails to make good 

progress towards the goal, then there must be a state within the existing aggregation 

which requires a different action choice, and as a consequence the aggregation is split. 

Policy-irrelevance [11] presents a novel condition for state abstraction in terms 

of the relevance of state features with respect to optimal behavior. Using statistical 
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hypothesis testing, it ignores variables in the state vector if the new policy without the 

variables results in equally optimal behavior. One shortcoming of this is its need for 

exhaustive testing of policies over combinations or variables over all states. ALisp [12] 

presents a description language, an approach to hierarchical value function 

decomposition, and the notion of recursive and hierarchical optimality. However it does 

so in the context of relational RL, which assumes that symbols are already defined on 

top of the feature space. 

A subgoal is a state or a region of state space for which reaching it facilitates 

achieving the overall goal of the task, in other words, a state that is reached after 

achieving the objective using a corresponding policy. Subgoals may or may not be task 

specific and can be defined either in problem or agent space. Subgoal-specific pseudo-

reward functions can be defined to augment the explicit reward of the final goal and 

thus to reduce the distance until rewards are obtained by the agent. Building on top of 

the definition of subgoals, subtask policies (in the form of macro-actions, partial-

policies, or subroutines) can be learned using the subgoal specific reward function and 

standard RL methods as a means of achieving them. Precup [13] and Dietterich [14], 

propose a scheme for using pseudo-reward functions. McGovern and Barto  [15][16] 

developed a method for automatically identifying potentially useful subgoals or 

bottlenecks by detecting regions that are visited frequently on successful trajectories but 

not on unsuccessful trajectories. Additional criteria can be used to identify subgoals 

including that they appear early in learning and persist throughout learning. Digney [17] 

presents a method where states that are visited frequently or states where the reward 
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gradient is high are chosen as subgoals. Related to it, [18] describes a method for 

discovering subgoals by searching for states that exhibit a funneling property, in the 

approach, a subgoal state has following property: the state space trajectories originating 

from a significantly larger than expected number of states lead to the subgoal state. This 

can be evaluated by examining the visitation count curve before and after the subgoal 

state. 

Butz [19] presents an approach to landmarks detection based on surprise at a 

perceptual level. Interesting landmarks which can be used as subgoals are identified as 

situations where an attribute is significantly different from its normal behavior and in 

particular, as ones where the difference is larger than current moving average plus twice 

the standard derivation. Another variation is described in [20] which defines relative 

novelty as the ratio of the novelty of states that followed it (including itself) to the 

novelty of the states that preceded it. Novelty is defined here by how frequently a state 

is visited since a designated start time. The intuition is to emphasize novel states which 

allow a transition to a region that was not visited recently, independent of rewards. 

 

2.4.3 Extended Temporal Action Abstraction and Discovery 

Temporal abstraction is the decomposition of a task into a set of subtasks, 

similar to calling subroutines in procedural programming languages. A policy is learned 

for a set of raw states, and formulated as an abstract (or macro) action that spans an 

abstract state, in addition to the primitive actions which define the original problem 

space. This abstraction action may be used as an atomic action to make progress 
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towards a goal, or at a higher level as a mechanism for transitioning between abstract 

states. 

With H-DYNA Sutton and Singh [21][22] introduce the notion of a variable 

temporal resolution model that uses different temporal resolutions in different parts of 

the state space to reduce the complexity of the problem. Hierarchies of Abstract 

Machines (HAM) by Parr and Russell [23] consist of a hierarchy of learning state 

machines with a low-level machine representing an abstract action available to a high-

level machine. Each machine is defined by a partial program, as finite state machines 

with non-deterministic choice points. 

The semi-MDP (SMDP) mechanism is used by Sutton et al. [13] to introduce 

the notion of options to formalize temporally-extended actions. An option is defined as 

a partial MDP policy which is defined over a subset (or region) of the state space, 

indicated as a set of input states in which the option can be initiated, and whose 

termination is indicated by a function which determines the probability the option will 

terminate in a given state. Options are used to augment the set of primitive actions. 

Shestorov and Stone [24] present the idea of action transfer where optimal 

actions candidate (for a given policy) are a fraction of all the available ones (in their 

case in a continuous action set). Equivalence between regions where actions are 

transferred is defined if action�s reward and transition dynamics are identical in all 

states of the same class. The paper doesn�t necessarily address the practical issue of 

identifying problem specific action �outcomes� and clustering states into classes over 

different tasks. 
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2.4.4 Automatic Task Abstraction and Discovery 

Task abstraction is a technique for identifying irrelevant state features and 

temporal abstractions, and learn closed and reusable policies that run on subset of the 

state space. 

The MAXQ decomposition method by Dietterich [25] combines the two forms 

of abstraction (spatial state space and temporal action abstraction). Similar to the 

options framework [13], emphasis is on the use of hierarchy during the process of 

learning. The MAXQ value function decomposition partitions the value function into 

two parts, the expected total reward while executing subtask, and the expected total 

reward of completing after an abstract action has finished executing. 

The SKILLS algorithm developed by Thrun and Schwartz [26] automatically 

decomposes a RL problem, by searching for a set of good abstract actions during 

learning, based on a description length, which specifies an appropriate size for a region 

of state space over which an abstract action is to be defined. The algorithm works by 

starting with a single state for a skill, and growing the set of states defining the skill 

while learning a policy which minimizes loss in accuracy in that region. 

The Utile Distinction Memory (UDM) technique described by McCallum [27] 

in the POMDP domain, constructs a hierarchical state abstraction based on a statistical 

test. The test estimates the pay-off (utility) of the transitions leading from different 

precursor states to the state in question, and if there is a statistically significance 

difference, the state is split. 
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Action Dependent Partitions proposed in [28] (and presented in Figure 3) is a 

method for the automatic top-down construction of a hierarchy of macro states and 

actions. Abstraction is achieved by partitioning the state space of the original MDP into 

blocks of states that have similar properties (transition probabilities and reward values) 

with respect to subgoals (and corresponding subtask skills) found in previous tasks 

based on Monte Carlo (MC) sampling. The first phase of this partitioning process is 

reward-independent and thus transfers across tasks. This method first constructs the 

SMDP options, according to the discovered subgoals. In the second phase initial blocks 

of the partition are constructed by distinguishing terminal states (subgoals) for learned 

options from nonterminal states in order to construct action specific blocks of a 

partition. These blocks are then refined based on the transition probability function and 

if the reward structure becomes available, the third phase of the partitioning technique 

further refines the partition. The process can continue vertically by abstracting over 

blocks in the partition and lead towards higher hierarchical levels. 
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Figure 3 Hierarchical state and action abstraction, from Mehran et. al., [28] 

 

 

Wolfe and Barto [29] lay out a framework for object equivalence, where objects 

of the same type are defined as ones that share common transition behavior according to 

the available policies. Object type is thus defined in terms of the set actions and 

subtasks. Here options can be reused in the context of new objects as long as these fit 

the same type (i.e. behave homomorphically with respect to the policies and actions 

available). The method is agnostic to the underlying state representation, as long as 

simple functions of the state of the object can be calculated. The motivation behind this 

is to construct options that can be executed in the context of a variety of objects, 

parameterized based on the task or goal. Ravindan and Barto [29], present a model 
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minimization framework based on homomorphisms that exploits redundancy and 

symmetry to derive smaller equivalent models of the problem. However, the papers do 

not fully address the practical aspects of the complexity of acquiring the mapping 

functions for the homomorphisms. Mahadevan [31] describes two hierarchical 

abstraction mechanisms for simplifying the learning (estimation) and optimization 

(control) of complex Markov processes. The mechanisms address spatial decomposition 

and temporal aggregation, through the use of Hierarchical HMMs and Factored RL. 

Konidaris [35] presents an approach that assumes simple to complex 

generalization (i.e. generalization from easier to more difficult tasks) through shaping 

rewards based on learned value functions in agent space that are rich enough to solve 

the task in problem space. It acknowledges the problem of generalization and forgetting, 

in particular that sensor based state space descriptors should be minimal but sufficient 

to describe the problem space, and that function generalization usually only works 

within single task. In another approach, Drummond [36] presents value function 

transformation based on observable features. Taylor, Stone [37] introduce a similar 

general idea about value function transfer, where transform function ρ needs to have a 

carnal knowledge how to transform Q-value between domains that are similar in 

behavior but have different states and actions. 

The following section describes some of the techniques of accelerating 

convergence without structural changes to the representation of the underlying model. 

  

 33



 

2.5 Enhancements to RL in General 

2.5.1 Exploration Strategy 

An exploration strategy is a mechanism for handling a trade-off between 

exploration and exploitation. The problem is common to many search and optimization 

algorithms that, due to size and the unknown problem structure (in terms of parameters, 

relations, or constraints), have to fine-tune the direction, magnitude and randomness in 

parameters changes (corresponding to action choices in the case of RL) to balance the 

optimality requirement and the time to convergence. More generally this is the 

addressing the question of local vs. global maximum where exploitation represents the 

way to drive the system efficiently towards a local maximum while exploration attempts 

to verify that there is not a better, global maximum. Usually an efficient exploration 

strategy will over the course of learning start with a large number of explorative (off-

policy) actions, and then gradually focus on exploitative actions (on-policy) as it 

proceeds. The overall goal of learning is to find an optimal policy to maximize the 

cumulative reward over time, but because the environment is initially unknown, there is 

a trade-off between early exploration to learn about the behavior of the environment and 

exploitation to maximize reward. The character of the environment (transition and 

reward probabilities) can often only be empirically captured (sampled) by performing 

actions and observing results. With insufficient exploration, the algorithm is likely to 

converge to a sub-optimal policy (local extremum), but if exploitation is delayed (i.e. 

too much exploration is performed), the information gathered about the problem will be 
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spread uniformly over the state space (rather than concentrated around parts that are 

important with respect to the task at hand), and convergence would be very slow.  

The Boltzmann or softmax exploration strategy [32] is also encountered in 

optimization by simulated annealing [33]. The Boltzmann strategy weighs the 

probabilities using a monotonic function over the Q(s, a) values for the current state, 

giving apparently better actions a greater chance of being selected. The probabilities are 

at the same time affected by a temperature parameter T which allows the gradual change 

from a choice of fully-random to fully-greedy over time. In state s, the probability of 

selecting action a is given by the distribution: 
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A simple approach to drive exploration is to prime the Q-values with optimistic 

initial values and employing the greedy strategy. More complex exploration strategies 

gauge when and in which areas enough exploration has taken place. Directed 

exploration methods follow in the spirit of A* search and may consider the frequency of 

visitation of each state-action pair or the statistical confidence of the estimate of Q-

values for each state-action pair. 

Prioritized sweeping [34] is an example which maintains a record of the mean 

and standard deviation of each of the transition probabilities of each state-action pair. 

The dynamics of the exploration behavior is then that when an executed transition is 

�unexpected� (i.e. the actual result is different from the one predicted), computation is 

directed to propagate new information back to relevant predecessors. When the 
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transition is �expected� (i.e. actual result is similar to the predicted), then computation 

continues in the most promising part of the space. 

2.5.2 Eligibility Traces and Importance Sampling 

Eligibility traces and importance sampling methods are used to propagate 

rewards faster to previous states, and to estimate rewards on off-policy paths, thus 

requiring less sampling of the policy space via real world action trials. 

Shelton [38] presents the derivation of a normalized estimation framework, 

which uses importance sampling for reward function approximation to estimate the 

return for a potential (but not yet executed) policy based on returns from executed 

policies. The approach proposes a way of combining n-estimators so that the high 

variance that is an artifact of dividing distributions, doesn't adversely affect the 

estimation. 

Precup [39] presents a performance comparison between different eligibility 

trace algorithms, given that transitional probabilities on the target path are known and 

that the actual data has been gathered on the behavioral policy path. The approach 

derives an online eligibility-trace version of a per-decision importance sampling and 

eligibility-trace tree backup algorithm for non-stationary non-Markov domain. 

2.5.3 Function Approximation 

Instead of a tabular encoding for storing Q-values which may be infeasible due 

to the size of the state and action space and the need for interpolation and extrapolation, 

capabilities, function approximation [40][41] has been used. For off-policy distributions 

such as QL or DP, Thrun and Schwartz [42] show that Q-learning can be unstable 
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because errors in the value function due to interpolation / extrapolation can interact 

unfavorably with the �max� operator used in the definition of the value function update. 

However, in practice many researchers have used function approximation successfully 

in the context of RL in MDP and POMDP domains. 

2.5.4 Factored Representation 

Factored representations, overviewed by Boutilier [43], are based on a 

decomposition of the monolithic state into multiple factors, representing variables 

whose values constitutes the state. Using this state vector, compact representations can 

be defined for the effects of actions (transition function), the reward function, the value 

function, and other elements of the MDP. Another approach by Dearden and Boutilier 

[44] uses data from the factored representation to rank the state variables according to 

their degree of influence on the reward function. A similar approach by Dean and Givan 

[45] uses a factored representation to aggregate states between which it is not necessary 

to distinguish in order to act optimally. 

[46] presents a mechanism for the functionally grounded top-down autonomous 

construction of the agent�s internal state space in terms of goal and precondition 

concepts. These concepts capture the capabilities and corresponding affordances of the 

agent and the constructed factored representation encodes only those aspects of the 

environment which have implications for the specific learning agent in the context of its 

current capabilities. Learning of task-independent rules about object classes over which 

actions succeed, happens here via indicator-predictor formulas about action conditions 

and indicators of success.  
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2.6 Relaxation of π* 

In the context of situated agents, there are several factors that characterize the 

dynamics of the policy learning process. In particular, there is a trade-off between strict 

optimality, especially in stochastic and non-stationary domains, and the learning time. 

The convergence to an optimal policy π* typically happens earlier than the convergence 

of the value function. The reason is that the ranking between actions, based on their 

relative values, can be established based on states close to the optimal path before the 

absolute value function equilibrium is reached. For the policy, the correct action ranking 

relative to the value function is important only in the neighborhood of optimal path 

(rather than over the entire state space) and values can be approximate as long as they 

produce the same rankings. The reason is that the visitation frequency of states on the 

off-policy paths is so low once the policy has converged, that these values have no 

effect on the policy. To fully model the unknown world to produce the optimal policy, 

the agent would have to perform exhaustive searches over the entire state-action space 

which means that the value function would be initially relatively flat and change very 

slowly due to relatively infrequent visitation, and hence the policy would take a very 

long time to converge. This is particularly problematic in the context of POMDP model 

or in worlds where the system�s dynamics changes over time, leading to non-stationary 

policies which have to be constantly kept up to date. 

Eligibility traces, importance sampling, exploration vs. exploitation ratios, and 

external rewards are all compatible with RL on flat representations. Eligibility traces 

can help accelerate the propagation of the value function towards predecessor states. 
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Importance sampling helps estimating the rewards and thus value function and policy, 

on the paths that have not been executed, but for which the transition and reward 

structure has already been identified in a piecemeal fashion in the context of the 

execution of other paths/policies. The choice of exploration strategy helps balance the 

search for the global maximum of the value function and the greedy refining of the local 

(in the space explored so far) value function that translates into the final optimal policy. 

If some background information about the system can be formulated and introduced as 

external or virtual rewards that can help improve the search efficiency. 

Even with RL enhancements and relaxation of π*, there are several potential 

issues encountered within HRL associated with some approaches. One is handcrafting 

the hierarchical structure or homomorphism relations, which requires expert knowledge 

for a specialized domain. Second is building the hierarchical structure only after the 

problem has already been solved, or flattening the structure to check of consistencies. 

This may affect performance since the options are not (re)used efficiently before the 

optimal policy is reached. Sometimes this is associated also with exhaustive sampling 

for hypothesis testing, for the purpose of determining if the hierarchy is has the optimal 

topology. At other times there is a proliferation of available options (macro actions) 

which makes choice of which action to choose more difficult. Third problem may be 

that criteria for aggregating states or extracting subgoals is only based on a feature 

level, with disregard to specific context, that is the relevancy of the state-actions or 

subgoals to rewards of the final task. 
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CHAPTER 3 

3 TASK DECOMPOSITION REINFORCEMENT LEARNING 

This thesis introduces a novel approach to automatic task decomposition and 

plan synthesis by reusing the information about useful subgoals and virtual local policy 

values to hierarchically plan for a new task.  The acceleration is accomplished by 

focusing the search on relevant subgoals and actions given the immediate context and 

the type of final goal. The approach executes learning and planning on two levels, i) a 

primitive-action level and ii) a macro action level where steps correspond to reaching 

subgoals. Over time, the same approach can be further extended by applying it to higher 

hierarchical levels.  The discrimination between subgoals is based on the derived utility 

function that is invariant with respect to different absolute state space sizes between 

problems. The same function can be used as the basis for identifying states as subgoals, 

by generalizing the features of subgoal states in the context of the overall task and 

subtask. To make subgoal generalization feasible while simultaneously allowing for 

specialization in terms of their use for planning, subgoal instances are here divided into 

subgoal types and then generalized, enabling inference with objects (categories) rather 

than continuous feature vectors. In other words, when learning new tasks in this 

approach, the feature vector itself may not be the sole discriminator between subgoals, 

but rather action decisions can also be made based on the typical values of the utility of 

state or subgoal in the context of the overall task and the subtask. The approach also 
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uses eligibility traces and importance sampling to further accelerate the learning. Its 

potential is evaluated in a simulated foraging task involving navigation and 

manipulation, demonstrating accelerated timing to reach the goal the first time as well 

as the  time required to learn the optimal policy. 

To facilitate learning, two types of utility functions are introduced which 

indicate contextual usefulness of next subgoal in the context of the overall task, and 

contextual usefulness of next action in the context of the chosen subgoal. Hence, as 

described previously, the QL method used contains a low-level and high-level 

component. In this hierarchy, the subgoal utility at a high level and initial, subgoal-

specific potential values used at the lower level act, in a sense, as secondary reinforcers, 

which reward and guide the pursuit of subgoals and which are learned based on past 

tasks as a generalization over multiple related models. Figure 4 shows the basic concept 

of the RL agent developed here with the higher level subgoal utility learner performing 

task decomposition by predicting the next subgoal for the low level action learner. 

Figure 4 Reinforcement learning agent using utility-based task decomposition 
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3.1 Subgoal Types and Instances 

A subgoal is a state that, when reached, fulfills an objective that is useful for 

achieving the target goal. As such, it can be interpreted and represented in different 

ways depending on the context. Depending on the type of agent, either utility based, 

where the goal is to maximize cumulative rewards, or goal based, where the goal is to 

reach a particular state [47], the subgoal can also be viewed differently: i) as a state or 

set of states, ii) as set of features (object), iii) as a condition in which the system 

receives reward or utility. The commonality between these different views of subgoals 

can be seen in terms of the functionality as a predictor or enabler of success, rather than 

how it is specifically defined and identified. In this broader sense it is an entity that has 

an affordance. In a narrower sense, it is a target of a successful action (or policy). This 

is where a subgoal becomes abstracted from a state, which is just a location in the state 

space, towards an identification function that looks at patterns in factored state-action-

reward space independent of state enumerations. Given the diversity in what (sub)goals 

mean in different problems (localization, navigation, control, game playing, etc.), the 

open ended definition of the subgoal at the same time makes it difficult to methodically 

lift them from enumerated state-actions space to objects with feature and action 

properties. In the frequently used doorway example, the subgoal is sometimes 

represented by a set of features (opening in the wall), sometimes as a predictor of 

success of actions (opening it and passing through the wall), and sometimes as the 

enabler of transitions (�go to another room�). Because a doorway�s function and effect is 
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invariant with respect to location, it could be described as a difference in a subset of the 

state attributes before and after the agent performs actions. 

In the approach introduced in this thesis, subgoals are used to decompose the 

overall task and by pursuing the subgoal with the highest utility in the context of the 

overall task. The utility of the subgoal type or subgoal instance represents here the ratio 

of the expected number of search steps when they are included as an intermediary goal 

and the number of steps required for the original problem when only explicitly received 

rewards, i.e. the final goal(s), is taken into account. The subgoals here represent 

secondary (indirect) rewards that depend on the type of final goal and that are used to 

guide the search and learning process. For cases where these are overly optimistic 

estimates which can thus be misleading, this approach is endowed with a mechanism 

that can identify that previous knowledge is not entirely applicable, and can thus 

alleviate the problem. In the work presented here and in the experiments the emphasis is 

on establishing the subgoal and action utilities under a given feature similarity measure, 

rather than on extracting subgoals from features. When searching for a subgoal that has 

not yet been detected in the sensory input but that could potentially be valuable and 

whose values, unlike the ones for the final goal, are not provided explicitly, both 

subgoal utility and predicted achievability functions are used here to predict its presence 

and the utility of pursuing it. 

The subgoal utility value is used to select the best subgoal and thus focus the 

search and learning process. If this process can be applied recursively where, in the 

same way as the utility of the subgoal relative to final goal is used to decompose the 
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final task, any subgoal can have a further subgoal that helps achieve it. In this way, even 

before the final goal is reached, subgoal can utilize other subgoals. In some sense the 

final goal is pushed on the stack and the more immediate subgoal becomes the goal. 

This is essentially a mechanism to reuse more elemental (sub)goals in the context of 

more complicated problems, tasks or goals. The utility formula used in the higher level 

of the learning architecture will elicit and choose the subgoals that provide the most 

efficient split, and thus allow the lower level to pursue it rather than the final goal. 

Based on past experiences, the agent can construct an achievability function 

which, based on the current state feature vector, tries to predict if the search for the 

subgoal would be successful. This achievability is closely related to definition of an 

affordance since it speaks to the chance of success in reaching an objective.  A subtle 

distinction is that an exact policy to achieve the objective may not be known at the time 

of evaluation. Rather, only the effect of policy is known, still allowing the subtask to be 

treated as a (macro)action at the higher level of the learning system. While knowledge 

of the utility of the subgoal type in general helps rank the choice of subgoals, the 

achievability helps with narrowing the set of possible subgoals to choose from for the 

next step in the task decomposition. In addition, search duration statistics learned 

together with the achievability allow to determine limits on the duration of an attempted 

search before a subgoal (and thus a task decomposition) should be abandoned. 

The discovery of useful subgoals needs to occur both at the perceptual level and 

at the functional level, and has to take into account the final goal or an already 

identified and selected next subgoal. Clustering (sub)goal states that have high utility 
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and a common perceptual signature into subgoal types, has to balance optimality and 

complexity, both in terms of the number of instances covered under a common type and 

the number of types. One extreme is having all subgoal instances belong to the same 

type which makes subgoal identification easier but makes the subgoal utility and Q-

values more difficult because one function approximator has to try to generalize over 

very diverse functions. The other extreme results in a proliferation of types and 

instances, which means that subgoal utility and Q-values are easier to learn as there are 

very few instances for each subgoal type, and thus, aside from a potential for 

overfitting, inter-class differences are smaller. On the other hand, however, this limited 

number of instances also limits the potential for correct generalization and results in a 

large number of potential picks, over-fragmenting the space and thus reducing the 

potential for planning performance benefit or efficient generalization at the higher level. 

The example of beneficial discrimination is between convex and concave corners, 

where typically the edges are more valuable than corners, making it beneficial to 

differentiate them. If there was a task where robot needs to operate in unintrusive or 

stealthy mode, the concave corner and staying close to obstacles could be of higher 

value than proximity to convex corners. 

The problem of generalization of instances to types has the additional aspect of 

trying to generalize based on a large number of irrelevant feature components and 

similarity in performance. As before, the granularity affects sharing of subgoals, and 

learning and reusability of functions between different worlds. This reuse and prediction 

ability, however, is essential for the purpose of hierarchical planning. One criterion for 
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grouping the subgoals is thus by examining from the perspective of the state where the 

initial choice for a specific subgoal was made, whether the transition success 

(achievability) to the subgoal can be reliably predicted before actual execution. Such 

predictability, in turn, frequently implies that there already is a partial policy that can be 

relied on and therefore that set of transferable partial policies (that may be implicitly 

defined in terms of predicted Q-values or more explicitly through action probabilities) 

that reliably resolve the transition from the current state (or subgoal) to the predicted 

next one, and that hence can be considered as a (often only partially known) macro 

action. In the general case, these macro actions or subroutine will be parametric and 

include a function that describe the condition for subgoal achievement and thus for the 

return from the subroutine. 

 

3.2 Multiple Q-values 

Since policies, π, are not directly transferable due to differences in the state 

space even when using a factored representation, this work is based on the underlying 

assumption that there are common subgoals across different worlds and tasks, and that it 

is possible to generalize them in a local space and apply them the higher task level. This 

allows for a partial policy to be established for the next subgoal, independent of the 

final goal, and thus facilitates these partial policies to be learned based on previously 

encountered tasks and situations and later reused to guide (i.e. shape or bias) 

exploration. In addition, having an estimate of the utility of a subtask given the final 

task enables theses partial policies to be used hierarchically where a previous final goal 
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exist as a subgoal of a bigger task. If the Q-value or action probability and the 

probability of success of a partial policy for the next subgoal (and thus the outcome) can 

be predicted, then it is feasible to treat this partial policy as a subroutine or a macro 

action that connects the current state and the next subgoal. Since decision points 

coincide with subgoals, subgoals can be treated as states at the higher level of a 

hierarchical representation, and reinforcement learning can be carried out at both the 

higher and the lower level. The prerequisite for this hierarchical approach to be efficient 

is that the cost (number of steps) for the purpose of planning, can be approximated with 

some confidence for a given subtask, so that the reward / penalty estimate at the higher 

subgoal level is more deterministic than with elemental actions at the lower level. 

 

3.3 Exploration 

The distinction between sample and computational complexity becomes 

important in particular in the initial stages of search where the search space is unknown 

and the policy is unreliable, and where therefore is a need for directed search (similar to 

the heuristics in general search strategies like A*). The motivation is to extract as much 

information as possible about the model of the task domain from a limited number of 

trials. As opposed to the case of arbitrary hypothetical simulated or game scenario, the 

agent is here situated, making it impossible to pursue either a breath-first or depth-first 

search, because there may not be a shortcut in reverting to a previous state 

(irreversibility).  Also, the model of the domain is generally not known and 

evaluation/heuristic functions are therefore not easily available for A* or RTA* 
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strategies, requiring the agent to either be in the vicinity of or to have traversed a state 

to be able to evaluate a plan for it. Similar issues apply to the use of Genetic Algorithm 

based optimizations. In the absence of a model, all instances would have to be 

physically exercised to evaluate their outcomes. There are several similar problems, 

common also to some other AI / ML methods, when determining how to balance 

exploration and exploitation, particularly at the beginning of the learning when there is 

only very limited information about the domain, task, and policy. Some of the 

approaches in the context of RL utilize simple state or action frequencies while a more 

informed approach would incorporate background information about the task and the 

world. The visitation frequency or strict argmax criteria for action selection may not 

work very well because, for instance, the subspace that was often visited during 

unsuccessful attempts to reach the goal may become too sparsely explored because of 

the depleted Q-values, and may thus act as a barrier (in the exploration sense) between 

two areas, one being the one that is currently being explored, and the other being closer 

to actual goal. At the later stages in classic RL the value propagation may cause Q value 

convergence to take much longer than the formation of the optimal policy. Thus having 

valuations propagate between subgoals rather than states, could also cause the 

convergence to optimal values to occur much earlier. 

Our approach tries to learn both the predicted utility within the local space, as 

well as the general action utility for all the tasks encountered so far, thus addressing the 

issue of early task performance, as well as of final convergence towards optimal 

policies. 
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3.4 Subgoal and Action Learning 

The approach presented here uses QL policy value iteration to learn new tasks 

and guide the search in state-action-reward space using predictions of the utility of 

subgoals and actions, learned from previous experience in similar situations. The two 

types of utility functions used indicate the contextual usefulness of next subgoal and of 

the next action. To learn at new task in this hierarchical QL method, strategies have to 

be learned at a higher task decomposition level, identifying subgoals to pursue, and at 

the lower action level which determines actions to pursue in the current state and in the 

context of the identified subgoal. As indicated in Figure 5, the approach thus contains 

micro and macro components. In particular it maintains concurrent Q-value functions, 

Qg, for each (sub)goal type and instance that help guide the search towards the subgoal. 

The learned value function Qg, encodes the predicted utility of action a within the 

context of a given subgoal g, and is learned on a feature vector representation using 

standard TD. This function does not depend on the final goal G. These functions are the 

usual Q-values except that every subgoal is considered a separate goal. Also, it 

maintains equivalent utility functions, H, at the goal and subgoal level that help guide 

the search for the next �good� subgoal that leads to a beneficial decomposition of the 

currently pursued task. The subgoal utility functions, H, encodes the predicted utility of 

pursuing subgoal g from the current state, s, given the final goal G, and is learned on a 

feature vector representation. These functions are akin to a relativized V value function 

considering subgoals as states and reward in terms of average goal achievement. 
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Figure 5 Hierarchical task decomposition learning using interacting subgoal level 
and action level learning 
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In this approach, the state space is implicitly decomposed based on prior 

identification of subgoals into subspaces defined by local subgoals. The utilities of 

subgoals are learned as independent functions where the commonality between subgoal 

instances is identified from the input feature vector. Initial search and learning are here 

based on the assumption that learned utility functions generalize partial world models 

well enough over local state / feature space(s), and thus that indirectly the local policies 

generalize well. In real world environments this assumption seems to be for the most 

part reasonable and applicable across worlds. Establishing different estimates related to 
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the potential benefit of (sub)goals for reaching the final goal and the optimal policy is 

achieved using classifiers and utility function estimates. 

3.4.1 Indicator, Affordances, and Utility Functions 

To more formally describe the approach and the concepts and functions used the 

following introduces some notation and concepts central to the algorithms. Throughout 

this thesis, subgoal types and subgoal instances will be denoted as gi and gi,j, 

respectively, where 

gi  represents subgoal type i. 

gi,j  indicates subgoal instance j of a type i. 

fgi,j  represents the feature vector that identifies a subgoal instance from a current 

state. This function is designed to represent features that identify (sub)goal instances in 

a way that is generalizable across tasks and worlds. An examples of features that might 

be encoded in this feature vector are approximate relative distance and angle to the 

subgoal. For ease of notation, an abbreviated notation is fij and fk is used to indicate 

feature signatures of (sub)goal instances and (sub) goal types, respectively. 

Throughout the algorithm (and already indicated in Figure 5), the approach 

utilizes a set of indicator and utility functions at both the subgoal level and the action 

level to indicate the identity, achievability, and utility of subgoals and actions: 

Fgi (s,fgi,j) is the identification classifier, encoding the local signature of a 

subgoal. It is used to identify that is state s the agent is at subgoal gi,j which is indicated 

through feature vector fgi,j. This identifier is based on a feature or local policy signature, 
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and may utilize memory. To simplify notation, the abbreviated notation Fij(s) and Fk(s) 

is used for (sub)goal instances gi,j and (sub) goal types gk. 

FindSubgoals(s,<fgi,j>) indicates an identification routine that identifies 

observable subgoals at a distance. It returns a set of sugoals that it identifies based on 

their visible perceptual signature, fgi,j. These subgoal instances serve as a prerequisite to 

planning with subgoals that have not been visited yet. Examples include doorway, 

corner, etc. but may also represent more complex, abstract objectives, that combine 

features, rewards, and other multi-criteria functions.  

Qgi (s,a,fgi,j)  is the subgoal specific Q-value function for (sub)goal instance gi,j 

type i. The abbreviated notation Qij(s,a) and alternatively Qg is used for this function 

and for the subgoal Q-value function in general. To address differences between generic 

value functions used for initial search for the goal and the final, task-specific value 

functions encoding the optimal policy for the particular task instance, Q-value functions 

are initialized with an analogous generalized, prior Q function, Qij
-(s,a) which stands for 

the learned value given by the function approximator for subgoal type i. 
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Agi (s, fgi,j, length)  represents the achievability or affordance indicator of the 

subgoal. This function is used to estimate the achievability of a subgoal from current 

state and has two forms, a static, a priori version, Agi (s, fgi,j), which is used at the 

decision point before the subgoal is chosen, and a dynamic on-line version, Agi (s, fgi,j, 

length), which is used after the subgoal is picked and which including the length in 

steps that have already been spent in the pursuit of the subgoal. These functions indicate 

the likelihood that a (sub)goal can be achieved based on the currently available features 



 

of the state and goal. For example, presence of features (exit sign for doors, doors) can 

indicate the presence of other subgoals or the reachability of final goal. Subgoal 

achievability and utility values may be quite different in cases where the subgoal has 

high utility but low achievability, and vice versa. An abbreviated notation used is Aij(s).  

HgiGk(s, fgi,j, fGk)  indicates the usefulness or utility value of subgoal gi in the 

context of achieving the final goal Gk. To reflect the different types of subgoals and 

subgoal types that can be used to perform task decomposition, several versions of this 

utility function exist, reflecting i) the utility of subgoal type, ii) the utility of subgoal 

instance, and iii) the utility of a primitive action outcome as a relative subgoal. An 

abbreviated notation Hijk(s) is used and H designates the subgoal utility function in 

general. The different versions of the subgoal utility function in more detail are: 

i) HgiGk(s, fGk)  designates the utility of a type of subgoal without specific 

information about the particular subgoal instance. Its use is in situations where the 

subgoal may not have been detected yet (due sensor range or orientation) but it may still 

be advantageous to search for it from that current decision point. This instance is 

abbreviated Hik(s). 

ii) HgiGk(s, fgi,j, fGk)  designates the utility of the instance j of a subgoal of type i, 

indicated by the feature vector for sugboal gi,j and a final goal of type k. This version is 

used for already detected subgoal instances in conjunction with some information about 

the goal type. These utilities are usually more reliable than the ones in i) which use only 

subgoal types since there is some estimate of some of the subgoal attributes, however 
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the policy to get to the subgoal is generally still unknown. The notation for this case is 

abbreviated as Hijk(s). 

iii) HaGk(s, fGk)  designates the utility of a subgoal that is actually the next state if 

a particular action is taken. It applies to primitive or macro-actions (partial policies). 

This instance of the subgoal utility is different in that it represents relative subgoals that 

are not necessarily associated with some observable landmark but rather represent look-

ahead states relative to the agent�s current state. The main use of this type of utility is to 

allow decisions with respect to actions even at the higher subgoal level and to facilitate 

determining situations where a decomposition of the task or of a subgoal is not expected 

to be beneficial. For example, a forward movement action has low predicted utility 

directly in front of the obstacle or similarly a grab action has no value in states where 

the agent is out of range of the object or for any object that can be identified as not 

being be pickable. This version is abbreviated as Hak(s). 

As in the case of the Q-value function described previously, the subgoal utility 

functions serve in a generalized a priori form to support task decomposition when 

initially searching for the goal in the later stages as an on-line form to accelerate 

learning of an optimal, hierarchical policy. The a priori H- form of i-iii) here stands for 

the utility given by the learned function approximator for subgoal type i based on 

previously encountered tasks. Because the function approximator generalizes over 

multiple worlds and all subgoal instances of the type i and final goal instance of type k, 

its values will frequently not be optimal with respect to the particular final task and 

subgoal instance. As a consequence, task-specific on-line forms, H+ of i-iii) are learned 
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as the task is performed more frequently and combined with the prior estimates to 

obtain subgoal utility functions, H*, which over time becomes increasingly task-specific 

and facilitates learning of an optimal task decomposition for the specific task. 

The H and Q functions reflect the utilities used by the decision processes at the 

action level and the subgoal level of the presented hierarchical learning approach, 

respectively. As such they are at the core of the framework. While the Q functions 

reflect the traditional state-action utilities used in QL, the subgoal utilities, H, require 

additional discussion. 

The H function(s) used here reflect the ratio of the in time (number of steps) it 

takes to find the final goal using a monolithic solution (i.e. when searching directly for 

the final goal) and the one required when performing task decomposition (i.e. when first 

searching for next subgoal and then eventually the final goal. Figure 6 exemplifies this 

subgoal decomposition. 
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Figure 6 Immediate subgoals and subgoals on the optimal path to final goal

The details of the H function are shown in Equation (1) 
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where D(s,sgi,j) denotes the distance from the current position, s, to subgoal gi,j, 

and D(s,sGk) is the distance from s to Gk. The distance is the optimal distance in action 

steps, and exploration is assumed to take distance square steps, where D2(s,sgi,j) = 

E(|Steps(s,sgi,j)|) is estimated number of exploratory steps for D(s,sgi,j), and D2(s, sGk) = 

E(|Steps(s,sGk)|) for D(s,sGk). The D2*(sgi,j,sGk) is denotes the estimated sum of 

exploratory steps from gi,j to the final goal G when using an optimal task decomposition 

and the policy of choosing subsequent subgoals is also optimal. For a simple case where 

there is only one intermediate subgoal g from the current position s, and the subgoal 

splits the path in half, the equation should provide reduction in search steps by a factor 

of 2. Hijk is the inverse of hij(s,sGk) and serves as the subgoal utility function which 

positively monotonic with a fixed upper bound. 

 These functions are transferred as a priori knowledge and continuously learned 

online, that is, modified during new trials. h function�s distance D exponent is not 
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necessarily a constant, depends on the space configuration or state-action-state 

connectivity, search strategy and the closeness of the optimal policy. Under the 

assumption that initial search doesn't know the full model or homomorphic policy, 

search time in steps is usually between O(D3)..O(D1) per D-anticipated state space 

distance, or in our case, typically O(D2) for initial policy and O(D) as the optimal policy 

is reached. The number can be learned and is best used to represent the early search 

when the optimal policy has not yet been established. The simulation values typically 

range from 1-3, which increases with the size of the action set, and fragmentation of the 

grid world due to obstacles, in our derivations it is set to 2. Note that for H+ the 

exponent is set to linear to correctly represent the search ratios for the current policy, 

not the expected search for generalized policy based on generalized Q-, which is 

quadratic. 

 

3.4.2 The Task Decomposition Reinforcement Learning (TDRL) Approach 

The hierarchical approach to RL using automatic task decomposition and 

exploration shaping uses the functions introduced in the previous section to achieve 

performance increases during initial task achievement as well as during ultimate task 

learning. To achieve this, the subgoal level and the action level of the approach 

(presented in Figure 5) interact tightly with the subgoal level providing a task 

decomposition by indicating subgoals to the lower level that the action learner then 

pursues. The full workflow for Task Decomposition RL (TDRL) in form of a diagram is 

shown in Figure 7. 
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Figure 7 TDRL learning algorithm workflow 

 

Here s denotes state, gi,j is the subgoal active or being selected at s, Gk is the 

final goal, <gm,n> indicates subgoals other than the currently selected subgoal, <a> 

indicates the set of actions, length is the number of steps taken so far searching for the 

chosen subgoal, ⊗ an aggregation function which will be described in more detail later. 

The workflow for one epoch of TDRL, in form of an algorithm, is as follows. 

The general behavior of TDRL() is to pick a subgoal based on H values until the final 

goal is selected and to pick actions based on Qg values until the next subgoal, is reached 

or its pursuit is abandoned. Starting from the a priori versions when a new task is 

started, the on-line versions of the utility functions Qg and H+ as well the on-line 
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achievability values, A, are updated during each step. After each learning epoch, i.e. 

each time a new task has been achieved, the prior utility functions H- and Q- and the a 

priori achievability and indicator functions are also updated offline to reflect the new 

tasks as well as all prior tasks. 

TDRL() 
while not Fk(s) 
 gij=pick_next_subgoal(s,Gk) 
 while not Fij(s) and achievable(s,gij) 
  a=pick_next_action(s,gij) 
  update_and_learn_Q(s,gij,fij) 
 end 
 update_and_learn_H+(s,gij,Gk, fij,, fk) 

learn_achievability(s,gij) 
end 

end 
  

The pick_next_subgoal() routine chooses the next subgoal based on the 

estimate of H* (which is a combination of the generalized a priori and the observed 

online H values and will be explained in more detail in Section 3.6, and based on), the 

standard deviation of H* and the dynamic achievability estimate to determine if a prior 

subgoal commitment should be rescinded (more detail will be provided in Section 3.7). 

pick_next_subgoal(s,Gk) 
 <mn>=FindSubgoals(s) 
 <H*mnk(s)> =calculate_H* (<H-

mnk
 (s,fmn),H+

mnk
 (s,fmn)>,confidence) 

 <InvFreqmn>=calculate_InvFrequency(<gmn>) 
 if not Fij(s) 
  <Amn(s)>=calculate_Achievablity(s,gmn,length) 

<STDmn>=calculate_STD(Hmn(<s>)) 
 end 
 return gij=argmax(aggregate(<H*mn, InvFreqmn, Amn, STDmn >, 

Boltzmann_params) 
end 
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The pick_next_action() function chooses the next best action for the lower 

action level in the same way as traditional RL based on the Q values for the currently 

active subgoal using Boltzmann randomization. 

pick_next_action(s,gij) 
 return a=argmax(Qij (s,<a>),Boltzmann_params) 
end 

The update_and_learn_Q() routine does the usual TD Q-value propagation on 

the Q value function for the selected subgoal, Qg, augmented with eligibility traces and 

priming the value function with the previously learned Qg
- at the beginning of a new 

learning task. 

update_and_learn_Q(s,gij,fij) 
 if first_time(s) 
  Qij (s,<a>)=Q-

ij (s,<a>,fij) 
 else 
  Qij (s, a)= eligibility_trace( Q ij (s,<a>)) 
 end 
 NNQi(input=fij, output=Qij) 
end 
 

 The update_and_learn_H+() function estimates the H+ (the online version of 

the expected value for the ratio of path length using subgoal, and the optimal path 

length) using the experiences encountered during each learning epoch. 

update_and_learn_H+(s,gij,Gk, fij,, fk) 
 if Gk reached once 

D1=calculate_min_dist(s, gij) 
  D2=calculate_min_dist (gij,Gk) 
  D3=calculate_min_dist(s,Gk) 
  return H+

ijk (s)=min(((D1+D2) / D3)-1) 
  NNHi(input= fij, output= H+

ijk) 
 end 
end 
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The learn_achievability()  subroutine, finally learns the PDF (or rather the 

probability function in the case of discrete state and action systems) used for the online 

achievability estimate of the subgoal and employed when determining whether a 

commitment to a selected subgoal should be revoked due to a low likelihood that it can 

still be achieved. 

learn_achievability(s,gij,length) 
 if Fij(s) 
  PDF(gij, length)=PDF(gij, length)+1 
 else 
  PDF(gij, l>length)= PDF(gij, l>length) + 1 / card(l>length) 
 end 
end 
 

An illustrative example using door as a characteristic subgoal in a grid world 

environment is shown in Figure 8 which represents the grid map of a canonical problem 

with two rooms and one goal, connected by a doorway. Graph shows the grid world 

with 5 subgoal types, �gold� - 9, including 1 final goal (�grab gold�), indicated as 10 in 

the grid, and 10 subgoals, labeled 1-10, door - 5, corners - 1,2,3,4,6,7,8, and the walls 

are not enumerated. Figure 9 shows the representation of the optimal path at the 

subgoals level and, for the first subgoal, at the action level. It also shows the feature 

representation at the first subgoal where the feature vector is represented in terms of the 

environment features visible form that location and an indication about the final goal. 

Because the path is constructed over subgoals, and action steps include only the four 

cardinal directions, the path is only optimal in terms of Manhattan distance, again as an 

artifact of absence of actions in diagonal directions. 
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Figure 8 Example map with two rooms and a doorway 
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Figure 9 Subgoal, action, and feature level represenation of the world 
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3.5 Learning of <F,A,H> and Qg 

There are a number of possible mechanisms to identify a finite set of subgoal 

types that can be reliably identified based on some measure of relevance including: 

local policy homomorphism, transition / reward funnels, feature vectors, etc. To 

facilitate their application, a feature vector for the state representation has to be 

established that is complete enough to reliably classify and evaluate the (sub)goal. This 

is especially true if the function approximator uses a fixed input vector. Since the vector 

here has to apply to the description of states in different worlds, special care needs to be 

taken to uniformly represent objects (independent of the number of objects visible at the 

current point in time), requiring placeholder values for invisible subgoals. The world 

state space is here represented in a relative robot-centric frame to natively encode the 

agent�s sensor space. In case there is a need for memory in the agents representation, 

(e.g. to represent sequentiality), the feature vector can be extended with appropriate past 

feature vectors values. 

To learn the utility and indicator functions introduced earlier in this chapter, the 

system now performs on-line, on-policy trials (using the Boltzmann exploration 

procedure) to record successful trajectories. The <F,A,H> functions are calculated for 

every decision point on on-line trajectories under the learned policy. If a partial world 

model is known, this can be performed on the model off-line rather than by directly 

executing additional physical trials (importance sampling). Since this learning is 

generally happening while executing plans (rather than as a result of learning for the 

sole purpose of gathering sufficient data to learn the subgoal utility and indicator 
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functions) it is important here to carefully determine when to start learning <F,A,H-> 

depending whether the policy is considered sufficiently optimal to provide useful 

subgoal information in terms of their search time impact. 

H+ can be iteratively calculated using Dynamic Programming by propagating 

the D2* value (1) recursively from the goal towards the preceding subgoals. This 

information is available by following the trajectories to the goal described by the 

learned near-optimal policy. The H-values for all s,a and g encountered along these 

trajectories become the training set for the estimator. The H-value is 1 when the final 

goal is the next subgoal. 

The macro-decision points (i.e. decision points for the subgoal layer) happen at 

subgoal states while the micro-decisions about actions are based on Qij(s,a) given the 

next chosen subgoal gi,j. In other words, once the subgoal is reached, a new subgoal is 

selected and a new utility function is used to guide initial exploration towards the next 

picked subgoal. The next subgoal policy is typically generalized / shared per subgoal 

type and once the subgoal is reached, it becomes an independently specialized policy 

for that instance of the subgoal. The learning of Q is performed in the same way as in 

traditional QL and can happen in parallel for different Qij. The only distinction to 

traditional QL is that the subgoal reward Rgij(s,a), is available for the local policy once it 

reaches the corresponding subgoal state, while the overall task reward, R(s,a), is 

accessible only once the final reward state (which might coincide with an absorbing 

state) is encountered. 
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The subgoals defined as outcome states of actions (representing the relative goal 

state of the primitive actions in the system) have a somewhat different use than other 

subgoals, gi,j, since they generalize across all tasks and situations and are usually too 

general to reliably indicate the next best action. On the other hand, they are very reliable 

in determining which actions to avoid. As a result, they are mainly used to 

probabilistically bias the subpolicy actions. During obstacle avoidance, for example, if 

the agent happens to be at the corner or in front of an obstacle, the forward actions will 

have a lower expected utility than the other actions. 

The next action to be performed in the context of a subgoal is learned as a utility 

function over the state feature vector. 
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Since the state space and task is being decomposed into smaller regions via the 

subgoals, it is feasible to try to estimate a generalized Q-
g(s,a) value function in the 

local space and hence the next action and by extension a localized policy. 

 

3.6 Learning Optimal Subgoal Utilities H* 
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The policy learning that occurs in a new trial, in order to determine the best task 

decomposition has to, take into account a measure to be the confidence in the already 

learned, task-specific utility estimate based on some learning indicators described in 

Equation (4). To allow the combination of the a priori and online utilities, H- and H+. 



 

The learning process here performs online trials and uses the previously learned 

<F,A,H-> partial utility/indicator models to guide the search. When presented with a 

new world, the agent uses these already learned <F,A,H-> functions to bootstrap the 

search by choosing subgoals to pursue (thus performing task decomposition) and by 

indicating actions that are expected to be useful in the yet to be established optimal 

policy. In a sense the agent here takes an �optimistic� view at the very beginning of 

solving the new world by assuming that the previously learned general utilities for 

subgoal selection and action use in the context of the subgoal apply to the current task. 

In cases where the new world is significantly different, however the <F,A,H-> 

functions will overestimate the value of some subgoals and underestimate the one of 

others. The same applies for the utilities of actions during the pursuit of a particular 

subgoal. Because the agent would in these situations end up choosing the wrong 

subgoals and potentially run into loops when blindly following the predicted utilities, a 

contingency mechanism exist in the approach presented here that overcomes these 

situations and eventually estimates true H+ values for the new context. The natural 

mechanism in RL and QL to deal with suboptimally long action sequences is either 

having a penalty for each action or discounting. The problem with subgoals is that the 

impact of executing the mini-policy or macro-action in terms of the reward for the 

overall task is generally not known or not reliable at the onset of searching. 

In the approach presented here, the success and visitation frequency based 

InvFreq values and dynamic programming derived H+ values are used to compound the 

original H- values and customize them in the context of the current overall task. At the 
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beginning of the search and learning process, the visitation frequency based estimate is 

here the dominant factor since the goal has not yet been reached, and thus, the 

confidence in the estimated values of subgoals and of the distance to the subgoal is still 

low. The InvFreq function depends on coefficients that are heuristically tuned, and try 

to reflect two notions, the short term non-repeatability of actions, and the long term 

repeatability of state-actions. 
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There are two coefficients that describe the behavior of the InvFreq value 

function in Equation (3): the short term decay factor f1, and the long term recovery 

factor f2, f2<f1<1. As an alternative to visitation, the Q value could be considered since, 

in situations where the task reward is concentrated at the goal state, this value reflects a 

similar discounted distance count until the agent reaches the reward(s). One side effect 

of using multiple subpolicies, is that once the policy for the subgoal takes over the 

choice of actions, the Q values (RL) might no longer reliably represent the true on-

policy values. This artifact is affected by how close the sub-policy described by Qij is to 

the optimal policy, and by the amount of exploration.  

The other factor used to augment H- is the estimated H+, which becomes more 

reliable as the sub-policies get more optimal. Since this unfortunately happens only 

once the goal has been reached a sufficient number of times, however, this does not 

help during the initial stage of the search but becomes most powerful during the later 
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stages of learning of the optimal policy. In a sense (as with EM algorithms), an accurate 

estimate of H+ depends on a good policy and policy learning depends on a good 

estimate of H+. To address this estimation quality, an estimate of the confidence in H+ is 

computed as the ratio over a moving window of uniquely executed states-action pairs 

vs. all actions steps (which represents an exploitation factor). Equation (4) shows the 

calculation of the confidence ratio and the integration of H- and H+ into the local 

heuristic H*. Other estimates of the amount to which subgoal decisions should be based 

on the learned H- vs. the task specific measured H+ could be an aggregate of: i) the 

temporal curve of the discrepancy between trained H- and currently learned H+, 

represented by RelDiscr, and ii) the standard deviation (STD) temporal curve of the 

temporally observed H+, where a higher value would indicate that, the modeled H- 

should get assigned greater significance. 
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Based on InvFreq and estimated H* values, subgoals at decision points and 

actions are chosen probabilistically using a form of Boltzmann learning to rank both 
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subgoal and action choice. Also, eligibility traces are used for Qij(s,a) in order to 

accelerate the value propagation. Importance sampling can be used as well to roll-out 

the off-policy learning steps to more efficiently use the gathered information and 

decrease the number of trials necessary. 

 

3.7 Online Achievability and Subgoal Commitments  

In case the intended subgoal is reached, the procedure of choosing the subgoal 

based on (4) and of choosing actions based on Qij continues until the final goal is 

reached. In case any other subgoal is reached, or the search takes too long, there is a 

question whether to stay committed to the originally selected subgoal or to make a new 

decision based on the current state. If the search continues beyond the estimated number 

of steps, for example, it could be concluded that, given the volume of the state space 

already visited, and the probability of success (corresponding to the volume of the tail 

of the PDF representing the probability of a search for the particular subgoal type taking 

longer than the current number of search steps), the subgoal is unreachable (or at least 

too difficult to find in this instance to make it worth the search). When determining a 

strategy to realize commitment to subgoals, extremes, like i) searching directly for a 

final goal ii) re-evaluating the next subgoal at every step, or iii) committing to and thus 

pursuing the same subgoal indefinitely, attain non-optimal search dynamics. A better 

solution is to make the decision dependent on the number of steps so far, the 

comparative subgoal H+ values, and the standard deviation (STD) of H+. The cost of 

switching to another subgoal is affected by: i) the state space area that has already been 
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searched for that subgoal, since switching to another effectively throws away 

information about the non-existence of the subgoal in the already searched area, and ii) 

the change in the utility of the originally considered subgoals from the new vantage 

point (the original subgoal maybe unreachable due to irreversibility). 

There are a number of scenarios under the assumptions stated earlier: i) the 

subgoal is observable and reachable, ii) the subgoal is observable but not reachable, iii) 

the subgoal is not initially observable but reachable, iv) the subgoal does not exist, or v) 

the subgoal is the best choice but is very difficult to reach. 

Depending on the scenario, a different decision on whether to stay committed to 

the subgoal should be made. In this decision other circumstances and values might have 

to be considered that favor one decision to switch or the other: For example, if the 

subgoal is indeed marginally more optimal but more difficult to reach, not committing 

may be more advantageous in respect to learning the task faster - a tradeoff between the 

speed of finding the goal versus determining the optimal solution. If the new subgoal 

makes it more difficult to reach the final goal, however, then committing to the original 

subgoal should be the choice. 

Since the choice function is stochastic, the approach used here compares the H+ 

value of the intended and encountered subgoals and considers the STD exhibited over 

the course of the searches. Equation (5) shows the choice criterion used here. 
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where gij stands for chosen subgoal, gmn observable subgoals, s0 state when 

current subgoal was initially chosen, ⊗ an aggregation function, typically 

multiplication. There are several causes that affect STD of H- as mentioned above, both 

due to value changes over the state space and the errors in the function approximator. 

However, they do not have to be modeled separately since they are measured 

experimentally in the algorithm. 

Another factor influencing the decision to switch subgoals is the probability 

distribution or rather the probability that search for a subgoal type takes longer than a 

given number of steps. If this probability is less than a given threshold, the subgoal is 

abandoned and new one is chosen. This probability is a function of the subgoal type, the 

sensor context (feature space), and the phase or stage of policy learning. Figure 10 and 

Figure 11 depict the PDF of the number of steps to reach a subgoal and the associated 

probability that the subgoal is to be found beyond the number of steps already searched, 

respectively. Note that the probability is the integral over the trailing part of the PDF. 

This can be generalized as an expectation of achievability for different subgoals and 

subgoal types, and be learned using a function approximator over state features and 

distance (in steps). 
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Figure 10 Achievability � probability density function over number of steps 

 

Figure 11 Achievability � probability of success over number of steps 
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CHAPTER 4 

4 EXPERIMENTS AND RESULTS 

4.1 Experimental Task Domain and POMDP Model 

To evaluate the utility of the proposed task decomposition and exploration 

shaping approach, a set of experiments were performed using navigation and 

manipulation tasks for a mobile robot in a perceptually enhanced grid world domain. 

The model of the world is here a finite-horizon discrete state-action POMDP that is 

deterministic in terms of action outcomes (transitions) as well as observations which are 

limited only by visibility constraints arising from the obstacles in the environment 

Within the experiments used in this section, one final goal is initiated in a random 

location as an object that has to be retrieved. A single reward is given to the robot agent 

when achieving the goal which also serves as an absorbing state (static goal). The 

mobile robot is holonomic with four translational/navigation and one grabbing action 

which allows it to acquire an object. Sensors are omnidirectional, unlimited in range, 

restricted by obstacle occlusion, continuous valued, and can observe features of the 

limited number of detectable objects present in the environment. The feature vector 

used as a state representation to learn the utility functions does not represent a fully 

observable system but rather only a partially observable system (given the range of 

worlds) since it only incorporates currently visible features and might thus not allow to 

distinguish between two different worlds if the differences are in a region that is not 
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visible from this location. Despite this partial observability, the learning approach here 

treats the online learning process as an MDP and attempts to learn a policy using 

traditional Q learning. This can be justified through the observation that for the online 

learning part a value function has to be optimized only for the single environment and 

thus on a space that, given the agent�s location would be fully observable. 

The world maps and subgoals are artificially generated using doors, corners, 

walls, �gold�, etc. A corresponding typical real-world or gaming scenario would be an 

urban or indoor search with one or multiple moving targets. An example could be a 

search task (performed by a single or a swarm of mobile robots), where the map of the 

environment and the exact location of the target are not known in advance [49]. 

The world models chosen here are of moderate complexity so that effects of 

different elements of the approach can be more easily characterized. Having limited 

sensory inputs through a directional focus of the robot, or explicit action bounds as in 

the case of a tricycle robot, would both require to augment states with memory and 

consequently larger state space. In the experiments performed here, the sensory space is 

simplified, in that rather than raw sensor data (e.g. visual input), already preprocessed 

feature information (such as distance to a feature) is returned by the sensors. However, 

different feature attributes of objects, including temporal aspects could be included 

without the need for any changes in the approach. Another possible extension would be 

using a full POMDP model (without making the MDP assumption for learning) where 

the current state of the robot in the environment has to be modeled with a probability 

distribution due to ambiguities in the perception This would necessitate more complex 
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planning apparatus where the model cannot be resolved by just adding artificial inputs 

and memory. The assessment is that this would significantly increase the state space 

domain, but quantitative aspects of the subgoals utility, localized policy predictors, and 

achievability function would still stay the same. 

In order to be able to learn, in a supervised manner, a classifier for the function 

F that identifies a subgoal of a particular subgoal type based on the state, it is a 

prerequisite that a training set of subgoal instances is available for each subgoal type. In 

the experiments performed here, the assumption was that an external algorithm 

performs this type of identification and passes a set of identified instances to the learner. 

In practice, this could be achieved using some of the well known approaches listed in 

references, such as using local MDP homomorphisms or the abstraction techniques 

underlying value function transfer techniques. An alternative method is proposed in the 

discussion. The emphasis here is on the calculation of the subgoal and action utility 

functions, and their incorporation into a hierarchical reinforcement learning framework 

where they provide guidance for the next subgoal and the next action choice. To 

facilitate this, learning algorithms for the utilities and underlying neural network (NN) 

function approximator that encode these functions for future use were designed. Since 

subgoal utility evaluation is based on a finite length input feature vector, there is a limit 

to the number of subgoals that can be identified at one time. This, however is not a big 

limitation given that the local space contains a limited number of detectable objects. 

In the experiments presented here, the state value representation is encoded via 

NN. NNs as nonlinear, continuous function approximators were used here for the utility 
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and achievability mapping, due to the nature of the feature space, and to take advantage 

of their interpolation/extrapolation capabilities. The locality in learning is traded here 

for generalization. The estimator of the utility function is learned using Back 

Propagation (BP) Neural Networks as function approximators with one NN per subgoal 

type, the state feature vector as input and, the H or Qij value as output. The network 

itself has an input layer with 18 units consisting of the features of the closest three door 

and five corner subgoals as well as the final �gold� goal. E very subgoal�s features in 

this representation are encoded with two inputs, one for distance and one for angular 

difference towards the goal or subgoal. The output layer has only one output unit, 

representing the final utility value while t he hidden layer size has a range of 1-18 nodes 

depending on the subgoal it represents. The input feature vector itself is denoted as fij or 

fk and contains the following components, representing distance and relative angle 

towards the subgoal or goal. 
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The vector is populated by proximity, that is it contains one goal (if visible), the 

three closest visible doors, the five closest visible corners and in the case of missing 

(non observable) subgoals, the maximum value for distance and angle instead of actual 

values as a placeholder. Figure 12 shows the basic neural network structure used. 
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Figure 12 Neural Networks for subgoal utility 
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The H-
ik(s,fij,fk) functions are encoded via a NNs and learned iteratively using 

dynamic programming based on previously encountered optimal state space trajectory 

data that contains instances of the corresponding subgoal type and that were 

encountered in already learned tasks and worlds. 

The Q-
i (s,a,fij) functions are similarly encoded as NNs driven by the state�s 

feature vector representation and learned the localized Q value using standard TD. 

There is one NN per subgoal type and values are learned iteratively over worlds and 

instances of the subgoal type in question. 

Due to the potentially large range of values, H values are learned and stored in 

an asymmetrically transformed version which gives greater significance (and thus 

numerical resolution) in the neighborhood of values that represent �good� subgoals.  

For simulation purposes, the environment map is limited to a size of 17x17, the 

reward when achieving the goal is 1, the penalty per action step is 0.01, no discounting 

is performed, and five subgoal types with up to 30 subgoal instances are present. The 

agent has the aforementioned five primitive actions. There are 10 maps with increasing 

complexity that are considered during experiments, starting with one containing two 
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rooms an one door. Within one map, the combination of goal position and agent starting 

position can generate numerous worlds. Theoretically this number could equate 174 for 

at map with no obstacles, but the majority of combinations are either a subset of or are 

qualitatively similar to others. To ensure that the learning tasks are challenging, the 

initial positions (rather than assigning them randomly where it could be in close 

proximity to the goal) are picked considering the constraint that agent and goal should 

start far apart (in terms of path length), and that locations should not coincide with 

subgoal locations or other characteristic locations such as the middle of a wall or the 

center of the room. 

 

4.2 Simulations 

Figure 13 exemplifies a sample grid world, containing the goal as well as door 

and corner subgoals and the robot with its translational navigation and grasping actions. 

In this example, the world contains 27 subgoals as instances of doors, corners, and 

�gold� type. Table 1 shows a grid representation of this example with a 0 in a cell 

indicating that it is occupied by an obstacles (and thus unachievable) and the other 

numbers indicating subgoal instance indices (with 27 indicating the task�s final goal). 

Table 2 shows the corresponding subgoals picked by the H function in the subgoal level 

in each of the locations (states). 

Since only limited information about the final goal is given in terms of its 

approximate direction and distance, the fact that an optimal path has to reach it in a 

round-about manner, may be contrary to the previous experience, if previous experience 
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included only obstacle free routes. In addition, due to occlusion, the robot may not 

immediately detect the next optimal subgoal, even if it had a perfect evaluative function 

for the subgoals. Furthermore, only a limited number of subgoals are represented in the 

feature vector at any point in time.  

Figure 13 Sample World  

  

 

Because the path is constructed over subgoals, and action steps include only the 

four cardinal directions, there exist some states that appear to have suboptimal choices 

of best subgoal. This is not much of an issue, because decision points coincide with 

subgoals, and once the subgoal decision is made, the rest of decisions are concerned 

with actions, until new subgoal or other subgoal is met. 

 79



 

Table 1 Sample world with �gold� - 15, doors - 5,11,17,18, corners - 
1,2,3,4,6,7,9,10,12,13,14,16,19,20,21,22,23,24,26, walls - 0, grab action - 27 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 
0 1           2 0 3 4 0 
0  5     6    0     0 
0   0 0 0 0     0     0 
0   0 0 0 0     7     0 
0   0 0 0 0     0     0 
0   0 0 0 0     0     0 
0  8     9     10 0   0 
0        0 0 0 0 0 0 0 11 0 
0 12   13   14 0 15/27      16 0 
0  0 0 17 0 0  0        0 
0  0 0 18 0 0  0        0 
0 19   20   21 0        0 
0        0     22  23 0 
0        0      0 0 0 
0 24       25     26 0 0 0 
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

 

Table 2 Subgoal of choice (argmax H) 
                 
 5 5 5 6 6 6 6 6 6 7 2 7  11 11  
 5 8 5 6 6 6 9 6 6 7  7 11 11 11  
 8 8     9 9 7 7  11 11 11 11  
 8 8     9 9 7 7 11 11 11 11 11  
 8 8     9 9 9 7  11 11 11 11  
 12 8     9 9 9 9  11 11 11 11  
 12 13 13 13 9 9 14 9 9 9 9 9  11 11  
 12 12 13 13 13 14 14        16  
 13 13 13 17 13 14 9  27 15 15 15 15 15 15  
 19   18   21  15 15 15 15 15 16 16  
 19   20   21  15 15 15 15 16 16 16  
 20 20 20 21 21 21 25  15 15 15 15 16 16 16  
 19 20 20 20 25 25 25  15 15 15 15 16 16 16  
 19 20 25 25 25 25 25  15 15 25 25 22    
 19 24 25 25 25 25 25 15 15 25 25 25 22    
                 

 

4.3 Results 

Using the environment described above, a number of experiments were 

performed to evaluate the performance of the presented Task Decomposition 

 80



 

Reinforcement Learning (TDRL) Approach. In particular, its performance was 

compared to traditional, non-hierarchical reinforcement learning and individual aspects 

of the approach were analyzed. 

4.3.1 Learning Performance 

In a first experiment, TDRL was compared to traditional Q learning. In addition, 

since TDRL utilizes two linked mechanisms that perform task decomposition and 

exploration shaping, and it is important to analyze their synergy, additional experiments 

were performed in which either only task decomposition (but no exploration shaping) or 

only exploration shaping were used. In all TDRL cases, the system is first allowed to 

learn a number of tasks that are then used to learn the a priori indicator, affordance, and 

utility functions. Then the actual experiment run is performed to determine the benefit 

of the presented approach and to evaluate the benefit of its information transfer. Figure 

14 depicts the learning curve of a regular Q-learning line (line(x)) versus TDRL (line 

(+)) both using the same exploration strategy for action selection and eligibility traces 

for value propagation. The curves are the average over 30 runs with random 

environments and goal locations.  

These graphs show that using TDRL both the number of steps to achieve the 

task for the first time and the number of steps needed to learn a close to optimal policy, 

are significantly lower. The reason is that the robot can take advantage of the 

information stored in the utility functions and effectively pick subgoals with a higher 

potential and actions that more directly lead to that subgoal. The example is using a 

world that the system has not previously seen but that has elements of previously 
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experienced worlds (such as doorways, rooms, hallways, etc.). The graph is normalized 

to the absolute optimal path length as the unit length, and the confidence interval is 

equivalent to one STD. The results were gathered based on trials where one half of them 

in the configuration depicted, and half in the transposed locations between agent and 

goal. The optimal path in the case of RL is the best executed path so far, and in the case 

of TDRL it is the optimal path as the DP derived concatenation of the best executed 

paths between subgoals. The decomposed interpretation here provides some bias 

towards TDRL because the optimal path implies picking subgoals using a greedy 

strategy and can thus be established as soon as the goal is reached for the first time, 

using the DP optimization. One could argue that the same greedy strategy should be 

applied to regular RL as well but unfortunately the best action based on the Q-value 

function is only reliable next to before the final goal. In other parts of the space, due to 

the stochastic nature of action selections and the delay in value propagation from goal to 

start location, the best actions would not for the most part, not even produce a 

contiguous path. Therefore, applying DP using all state-action pairs executed in the first 

epoch, does not follow the definition of the optimal policy and would give optimistic 

bias towards RL. 

The presented framework achieves its gain using two mechanisms, task 

decomposition by inserting subgoals, and exploration shaping by providing subgoal-

specific initial value estimates based on past experiences. To evaluate the contribution 

of each of these mechanisms separately, a set of experiments were performed where 

only one of the mechanisms was used. 
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Figure 14 Comparison between ordinary RL and TDRL 
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Figure 14 also depicts the scenario where one of the learning features has been 

disabled. For the (∇) learning curve, subgoal evaluation (and thus task decomposition) 

has been turned off, which leaves only exploration shaping in effect. No subgoals are 

evaluated, only the actions leading to the goal. In this case, effectively only the 

information about the partial policy towards the final goal type is used, which is not 

reliable when the goal is not in the perceptual range. This is done indirectly via priming 

the QGk function. For the (∆) learning curve, the reuse of information about the partial 

policy has been disabled, so search and learning the policy to each subgoal instance or 

subgoal type happens as if it was never encountered before. The graph in Figure 15 

provides a more detailed view of the same data, compared to TDRL with both features 

enabled. These experiments show the benefit of each of the individual techniques where 
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task decomposition exhibits a stronger performance increase than exploration shaping. 

However, they also show the synergy of the two techniques, achieving significantly 

better performance when used together than when only one of the two mechanisms is 

used. 

Figure 15 Comparison between TDRL without and with exploration shaping 
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To more clearly demonstrate the effect of the presented approach on the initial 

search time required to achieve a task for the first time, Figure 16 shows histograms for 

traditional Q-learning and TDRL depicting the executed number of steps in the initial 

trial until the goal was encountered for the first time. In the case of TDRL, the optimal 

initial paths are cluster around a smaller number of steps (thus indicating that the initial 

search took less time) and the distribution also shows a smaller standard deviation. 
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Figure 16 Comparison between PDF of the TDRL and ordinary RL for the initial 
optimal path length 

  

0 20 40 60 80 100 120 140 160 0 

2 

4 

6 

Relative Steps []R
L 

PD
F 

of
 in

iti
al

 o
pt

im
al

 p
at

h 
le

n.
 [o

pt
. p

at
h 

le
n.

 s
te

ps
] 

0 10 20 30 40 50 60 70 80 0 

5 

10 

Relative Steps []R
R

L 
PD

F 
of

 in
iti

al
 o

pt
im

al
 

pa
th

 le
n.

 [o
pt

. p
at

h 
le

n.
st

ap
s]
 

 

4.3.2 Impact of and Sensitivity to Subgoal Type 

To illustrate the sensitivity of the learning performance with respect to the 

choice of subgoal types, an additional experiment was performed where an additional 

subgoal type was introduced by splitting an existing type into two classes.  
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Figure 17 shows the comparison between the TDRL with the initial subgoal 

type definitions  and TDRL where one of the subgoal types is split into two, based on its 

perceptual signature. In this case the corner subgoal type is split into convex and 

concave corners.  The graph shows that this leads to a slight performance improvement 

and lower STD, which is a result of being able to distinguish convex corners as 

potentially more valuable than concave ones. However, this improvement is by no 

means a monotonic trend since accuracy may increase to some extent but due to 

proliferation of types, learning eventually becomes slower and the generalization 

becomes low. 

Figure 17 Comparison between TDRL and TDRL after splitting a subgoal into two 
subgoals 
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4.3.3 Detailed Analysis of TDRL Learning 

To obtain more detailed insight into the operation and effects of TDRL in the 

experiments, individual runs were analyzed to examine the behavior of the individual 

algorithm components. In particular, the behavior of the confidence estimates used to 

combine a priori and online versions of the subgoal utilities at the subgoal level as well 

as the value function transfer at the action level were investigated.  

Figure 18 (a) Sample trial executed and optimal path length over time (b) Sample 
trial confidence level and relative discrepancy over time 
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Figure 18 depicts a single sample learning run with the top graph displaying the 

learning performance in terms of the average and the optimal solution found so far, and 

the lower sub-graph showing the closely related confidence ratio Conf and RelDiscr 

discrepancy (introduced in Section 3.6 and detailed in Equation (4)). Both are used to 

weigh the significance between the task-specific online subgoal utility H+ and the 
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general prior subgoal utility prediction H-. As shown in the upper graph, the actually 

executed path can fluctuate around the calculated optimal path. This fluctuation affects 

the confidence, Conf, in the utility estimate and in turn affects the valuations and choice 

of subgoals in the next epoch. For this reason, there is an inertial or momentum factor in 

Equation (4) to prevent oscillations.  

In the following, the value functions and the influence of exploration shaping on 

the learning is analyzed in more detail. The following graphs show the difference in the 

pattern of Q-values between the Q value function from traditional RL and the TDRL 

functions QGk, where the final goal is treated as a subgoal (more formally denotes as 

Qgk,1Gk(s,a)), for the world presented above in Figure 13. Figure 19 shows the optimal 

state value function V = maxa(Q(s,a)) for traditional RL with with final reward for the 

object pickup of R=1, and a step penalty of 0.01, and without discounting (i.e. γ=1). 

 88



 

Figure 19  RL Q-value function 
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Figure 20 shows the same state value function (maxa(QGk(s,a))) for QGk, the 

subgoal-specific value function where the subgoal coincides with the final goal. This 

graph shows that the value function, as would be expected, corresponds to the value 

function in traditional RL, but only extends to the local area (i.e. the subset of the state) 

around the final goal in which no further task decomposition was pursued. The reason is 

that this particular value function is updated only when the final goal is selected as the 
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next subgoal and is thus undefined for other regions. This illustrates two aspects of the 

proposed approach, namely that the subgoal-specific value functions efficiently 

converge towards the optimal value function within the portion of the state space where 

they are used and that a successful subgoal decomposition is learned significantly 

earlier than the final value function or policy, allowing the value function learning to 

partition the state space early on and distribute the learning to the relevant subgoal value 

functions  

Figure 20 TDRL value function VG(s) = maxa QGk (s,a) for the final goal 
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To further illustrate the local use of subgoal utility functions and the effective 

learning of subgoal predictions that lead to a partitioning of the state space, Figure 21 

shows the predicted subgoal utilities, H-
Gk, for the case where the next subgoal 

coincides with final goal (i.e. the utility of performing no further task decomposition). 

The H-value presented here is normalized relative to the one of other subgoals, which 

means that in regions where this value is low, achieving the final goal directly will not 

be attempted. This graph shows that the final goal is not being attempted before 

becoming observable and there are other subgoals that outside that part of the state 

space closer to the starting point of the optimal are being used. This ultimately 

contributes to the savings in exploration time. 

Figure 21 Predicted H-value at final (sub)goal 
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The following graphs demonstrate the power of the decomposition and the 

benefit of the general, a priori value functions in detail. In particular, they show the 

detailed patterns of the subgoal H and Q-value functions for particular actions and the 

case where the final goal is treated as a the next subgoal. The data again depicts results 

for the same world as above (Figure 13). Figure 22 shows the difference in Q-values 

between the grab action QGk(s,grab) and the rest of the actions. The peak for the grab 

coincides with the location of the final goal which is to be expected and is very low for 

the remainder of the region over which reliable QGk values are computed (as already 

discussed in the context of Figure 20 and Figure 21. 

Figure 22 Difference between TDRL Q-values for final subgoal for grab action 
and the max of the rest of actions 
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Figure 23 shows the general predicted prior value of the QGk(s,grab) function 

(i.e. the Q- values derived from previous tasks and environments) for the grab action 

even before the states around the final goal are encountered. This graph demonstrates 

that using the transfer of this function to initialize the subgoal-specific value function, 

the proposed exploration shaping will cause the grab action not be attempted nearly as 

frequently as locomotion actions in areas (states) other than the location of the goal, 

thus saving exploration time and physical action executions in the case of real systems. 

Figure 23 Prediction of the TDRL Q-values of the grab action for final subgoal 
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Figure 24 shows the difference in subgoal utility between the action outcome 

subgoal for the grab action, Hgrab,Gk(s) , and the ones for the other actions (i.e. it 

compares values for cases where action outcomes are treated as relative subgoals). The 

distinction between this and the previous graphs in Figure 22 and Figure 23 is that this 

is not a function of any chosen subgoal, but solely based on the feature vector. Because 

it is generalized over all subgoals (due to the fact that action outcome goals occur after 

every action execution irrespective whether or which subgoal was pursued), it can be 

used to save exploration time by indicating whether an action is advisable in the current 

context. In this fashion it acts similar to the Q-values to shape exploration but is usually 

less reliable (although more general, in particular in the context of new or rarely 

encountered subgoal types) than the Q-values and is thus used with a lower weight.  

Figure 24 Difference of TDRL H values of action outcome subgoals for action 
grab and max value for other actions 
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These experiments demonstrate the potential of the presented approach for 

automatic task decomposition using subgoal utility predictions and for exploration 

shaping using subgoal-specific value function transfer to efficiently make use of 

information available from previous learning tasks and environments in novel contexts. 
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CHAPTER 5 

5 DISCUSSION 

5.1 Summary and Conclusions 

This thesis presented an approach for acceleration of policy acquisition in case 

of encountering similar, related worlds by automatically decomposing the tasks between 

subgoals and transferring the predictions about subgoals. Learning the policy happens 

on two levels, subgoal and action level, and uses the learned knowledge and skills about 

the subgoals to bootstrap and then further refine the policy. The approach consists of 

identifying subgoals, focusing the search on contextually useful subgoals and actions, 

and estimating their achievability. By combining these synergistic algorithms, 

promising performance advantages have been shown with respect to time to achieve a 

goal for the first time and the optimal policy convergence in a previously unknown 

world. 

5.2 Analysis and Issues 

There several nuances to modeling and control in the context of RL learning 

algorithms that are manifested in the progress of goal search and policy optimization. In 

practical systems operating in real world environments, the available state 

representation and the perceived information about available subgoals is generally 

limited to a subset of the features in the environment, most of the time making systems 

only partially observable. 
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The limited number of detectable subgoals at any given point in time is a here 

result not only of the space configuration in terms of objects, obstacles, occlusion, but 

also caused by limitations of the sensors (range, direction), or the agent�s processing 

resources, effectively only registering a preset number of subgoals. This limitation of 

the information encoded in the state feature vector in turn may result in a theoretically 

optimal subgoal instance not being immediately considered as a next optimal subgoal. 

To address this problem, once the agent gets into the �range� of a subgoal that looks 

significantly better (more than 1-2 standard deviations above the current subgoal�s 

expected utility), the subgoal can be abandoned to pursue a new subgoal even before the 

agent reaches the original one. Once the subgoal has been encountered, a possible 

solution to the limited perception problem (although not utilized in the experiments 

presented here) would be to model the world by allocating memory to make information 

about the existence of the previously encountered subgoal persistent. In Diettrerich�s 

nomenclature of optimality [14], this enables the method to behave towards hierarchical 

rather than purely recursive optimality. The major drawback of this is that the addition 

of memory also increases the size of the state representation. Instead, the approach 

presented here adapts the utility estimates to eventually become task and environment 

specific. 

The approach presented here provides a way of assigning the utilities, both the 

subgoal utility H- and the task utility Q-
ij, prior to encountering a goal or a subgoal for 

the first time by initializing values for a new task to the ones predicted by ones 

encountered in previous tasks. Once the subgoal is detected, it becomes an instance of 

 97



 

the corresponding type of subgoal and the H and Qij values are adapted to match the 

particular subgoal instance. Besides allowing initialization prior to addressing a task, 

the generic H- and Q-
i values are also valuable in cases where the subgoal that should be 

pursued is not in range of the sensors and the particular instance of interest can thus not 

yet be identified. However, because the prior, predicted values for subgoal types are 

averaged over the entire state space and all previous environments, these values are 

typically less reliable than the ones that are based on the concrete perceptual feature 

vector for a subgoal instance and tend to underestimate the utility of the best subgoal 

(i.e. of the optimal task decomposition).  

The valuation of the local utility value Qij is based on the feature vector which is 

also subject to some fine tuning. The reason for this need is that the initial estimate 

depends on the state and subgoal feature vectors that serve as input for the function 

approximator, and can thus influence generalization and over-fitting behavior which are 

factors to consider. The smaller the number of subgoals that are included in the state 

representation, the fewer variables there are to consider in the higher level planner. At 

the same time, if different subgoals (with different utilities) are categorized together, the 

accuracy of planning will frequently be lower. At the other extreme, if the feature vector 

is too long by including large numbers of state, object, and subgoal features, learning 

can lead to overfitting and thus low generalization capacity across different worlds. 

Another aspect to consider is that the incremental learning approach used requires a 

careful balance between retaining the encoded utility functions optimized for previous 

words and learning to fully optimize for the new domain behavior. This is also 
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important because the function approximator needs to encode values via a limited set of 

parameters without constant re-learning from scratch. A difficulty occurs here in the 

context of slowly changing or significantly new world behavior that is different from 

the behavior that was previously observed, raising issues as to how to adjust the fading 

of past information and the description length, such as to continuously balance accuracy 

and generalization. 

The valuation of the subgoal H can be tuned to reflect the utility at different 

stages of policy convergence. As the policy converges, the optimal paths lengths 

become more linear with respect to the goal distance in steps, and since H is relative 

with respect to distance, the difference in H-values (between different subgoals and no 

task decomposition) will tend to get smaller. However, the relative ranking between H-

values for different subgoals) will tend to stay the same. The ultimate subgoal utility 

estimate, H*, is based on the estimate of the confidence in the H+ estimate and as a 

result there is a need to address outliers when determining this confidence value. To 

obtain the best estimate, it would be best if the function would change relatively 

smoothly over time, but at the same time would not exhibit a slow convergence to the 

asymptotic, optimal behavior. In addition to driving the ultimate subgoal utility 

estimate, the confidence in the current subgoal valuation can also be used to influence 

the exploration ratio since it indicates the degree to which the system wants to rely on 

the current learning results. This makes the temporal dynamics of that factor even more 

important to assure that it does not adversely affect the convergence, in terms of time 
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and optimality. When using Boltzmann exploration, the temperature value used as part 

of the exploration strategy should here be inversely related to confidence factor. 

A number of issues also have to be considered when analyzing the commitment 

to subgoals once they have been selected. The STD that is used as a means of 

estimating whether to abandon a currently pursued subgoal and to switch to another one 

with a higher utility is affected by noise in the modeling capability of the function 

approximator (H-), the stochastic nature of the search (H+), as well as the change in 

actual value of H*(s) based on the change in state over the course of the search for the 

subgoal. In that sense there is a need to tune the threshold that defines the cutoff point to 

further enhance the performance of the presented approach. 

Similarly, the dynamic online achievability estimate is used to evaluate the 

commitment to the pursuit of a subgoal. It is defined and evaluated per goal type and is 

based on the time (in steps) spent so far in the pursuit of the subgoal and the 

approximate probability of still reaching a subgoal after a given number of search steps. 

The latter in effect corresponds to the integral over the tail of the search time PDF 

(which itself is represented as a function of the feature vector and search time). This 

PDF can be learned in a similar fashion as the H and Qij values with an added feature 

vector input component representing the length in number of steps. 

Another important aspect of the presented approach is the need to determine 

subgoal types and to identify instances of these subgoals from the available sensor 

perceptions. 
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The established measure of utility could here also be useful for subgoal 

discovery which is a complex problem in its own right. The complexity is here not only 

in discovering the valuable or funnel states in a particular world, but the generalization 

over worlds and subgoal types. The subgoals start to be usable as a class only if they 

prove to behave similarly (with respect to actions, policies) across worlds, and if there is 

a distinguishing perceptual feature vector that allows them to be identified. This is 

where identification has to be flexible and robust enough to cluster individual instances 

over states or rather observations, and at the same time, over the utility in relation to 

action or subtask. The performance levels or utility values are a function of the final 

tasks and world configurations, out of which reasonably only the former can be 

expected to be known in advance. 

It is worth noting that spatial and/or temporal clustering at the perceptual level 

is a way of identifying function of the type of object based on its properties. In other 

words, the equivalence of types of objects is based on their functionality or relevance 

within the context of the task, and feature-based signatures are just a way of identifying 

them without having to interact with them before hand. In particular, they provide the 

ability to plan based on remote sensing. The subgoal states are found independent of 

reward (as the final task reward will vary in type and magnitude even if the same 

subgoals are involved) and reward similarities exist, only to the extent that multiple 

policies consistently allocate rewards to same type of interaction across environments. 

In order to establish the relevancy of subgoals over tasks as well as the relevancy of 
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features to subgoals (as encoded in H and Qij), additional importance sampling on top of 

the encountered interactions is used to establish subgoal-specific utility functions. 

5.3 Future Research and Refinements 

Some deficiencies of the TDRL approach worth mentioning are that 

improvement of the performance is accomplished at the cost of an increase in design 

complexity which at the same time requires a larger number of parameters than in 

standard RL to be empirically or heuristically fine tuned. Some of them could be tuned 

on-line using an optimization procedure rather than by hand. However, this is only 

feasible if it does not require a prohibitive number of additional simulations to capture 

due to direct or indirect interdependencies between parameters, and to address the 

unbounded set of world configurations to consider. 

Some future research directions to consider would be to closely integrate 

subgoal discovery with the learning approach to make use of the utility function, H. 

Similarly, the incorporation of generalization, specialization, variable (ir)relevancy, etc., 

to more methodically construct subgoals at different hierarchical levels has to be 

considered. To some extent, the use of NNs as an function approximator allows the 

identification of irrelevant inputs to be analyzed by treating the input as a random 

variable, altering its value and observing the level of change on the output for different 

input values. If the output is not significantly affected, the input can be marked 

irrelevant. Other classifiers could be considered that capture sequentiallity and iterative 

(episodic) learning (e.g. HMM, etc). 
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Contingent to the autonomous subgoal identification is the evaluation of the 

approach on the increasingly higher levels of abstraction, where end-goals become more 

complex so previously identified goals become subgoals in the more elaborate domain. 

One mapping tool, more structured but computationally much more complex than NN 

comes to mind, Hierarchical HMM (HHMM), that captures the POMDP models on 

different hierarchical levels. 

Other enhancements to the chosen representation of the utility function that 

could be considered include the use of different node functions to enrich the set of 

transfer functions in the NNs, as well as a better interpretation of the learned function 

values using radial basis functions or a competitive layer to make decisions. In addition 

generalization could be made more stable (e.g. through Bayesian regularization) and the 

overall system could be extended to also extract the input vector and layer structure 

(through incremental pruning or the use of genetic algorithms (GA)). Another 

consideration to improve scaling is the use of an explicitly non-linear learner (instead of 

the used BP) that retains interpolation/extrapolation capability while enabling better 

incremental learning and potentially facilitating human readable expressiveness of 

learned parameters of the function approximation apparatus. One mapping tool that is a 

combination of localized kernel based and continuous regression functions, such as 

Adaptive Network-based Fuzzy Inference System (ANFIS), that helps with incremental 

learning and, when finally learned, can provide approximate rules that speak to subgoal 

or state-action utility. 
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